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acm europe council chair’s letter

ACM’s Past President Wendy Hall, a European 
who became the Association’s first non-North 
American president, made a special effort to 
encourage diversity and support of research, 

practice, and student communities 
around the world during her term of 
service. Her successor, Alain Chesnais, 
another European, has confirmed and 
continued this trend. 

In 2009, the ACM Council dis-
cussed and endorsed an international 
plan to promote ACM’s presence and 
activities outside the U.S., namely in 
Europe, India, and China. As a result, 
ACM Europe (http://europe.acm.org) 
was launched in October 2009 at an 
ACM-sponsored event in Paris in con-
junction with the European Computer 
Science Summit. A group of 15 Europe-
an computer scientists from academia 
and industry agreed to serve on the 
ACM Europe Council. This group has 
now grown to 21 members with a good 
mix of nationality (although mostly 
European, of course), gender, and re-
search interests. Research units of ma-
jor IT companies are also represented 
(IBM, Google, Microsoft, Yahoo, and 
SAP, among others). When I was invit-
ed to chair the Council, I believed my 
long career in computing and my vast 
network of contacts in the scientific 
and industrial research communities 
would serve the position well.

The rationale behind creating re-
gional councils in Europe, India, 
and China was the observation that 
despite ACM being a very well estab-
lished and successful organization, it 
did not seem to have the same impact 
and adoption outside the U.S. There 
are many reasons for this: some have 
to do with the relative higher or lower 
maturity of the computer science com-
munity in different parts of the world, 

and others have to do with the different 
cultural and traditional attitudes to-
ward professional societies. In Europe, 
we have some of the oldest and most 
prestigious universities in the world; 
we can actually claim that computer 
science and early computers were in-
vented and introduced in Europe with 
legendary figures such as Alan Turing 
and Konrad Zuse.  However, European 
computer scientists tend to be less in-
clined to participate in broad profes-
sional associations, preferring smaller 
organizations usually focused on their 
field of expertise.

The career reward system in Europe 
does not always recognize community 
work, but rather individual scientific 
publishing (although there is good 
progress in certain countries such as 
the U.K.). Moreover, unlike engineers, 
medical doctors, architects, and law-
yers, computer professionals are not 
required to be licensed.  

Despite this backdrop, we agreed 
that coordinating a group of distin-
guished scientists with the task of ex-
panding the visibility of ACM in Europe 
while at the same time making Euro-
pean scientists more relevant and ac-
tive in ACM was worth exploring. From 
the beginning, ACM Europe decided 
to focus on three main areas: promote 
and support the creation of new ACM 
chapters in Europe, especially student 
chapters; increase the number of Eu-
ropean nominations for ACM profes-
sional awards and distinguished mem-
ber grades, including a more European 
presence in the ACM distinguished 
speaker program; and, increase the 

number of ACM conferences in Europe 
and consider a federated ACM confer-
ence in Europe analogous to FCRC.  

Now, just two years later, I am 
pleased to report ACM chapters in 
Europe, especially student chapters, 
have increased significantly and we 
extended ACM’s reach to Turkey and 
increased its presence in Russia. Par-
ticularly helpful has been an effort, 
supported by ACM headquarters, to of-
fer local language translation of ACM 
Web pages. To help further the activ-
ity and growth of ACM chapters in the 
region, we held a European Chapters 
workshop in Paris last month.

The number of European com-
puter scientists nominated to ACM 
senior positions and awards has also 
increased, as has the number of Euro-
pean speakers in ACM’s Distinguished 
Speaker Program. More ACM confer-
ences are adopting European venues 
and a federated computer science re-
search conference in Europe on the 
style of FCRC is planned for Paris in 
April 2013, in conjunction with the an-
nual CHI conference.

In summary, I believe that after 
two years of work, ACM Europe has 
reached most of the original goals: 
more presence of European mem-
bers in various ranks and distinctions 
throughout ACM, more chapters, 
more conferences, and a first success-
ful federated conference planned. 
Still much remains to be done, espe-
cially in improving communication 
and outreach, not just in academia but 
also in industry. As part of this effort, 
discussions and some initial work 
have begun with the European Com-
mission, for evaluating the impact and 
promotion of professional societies in 
the European Union. 

Fabrizio Gagliardi (fabrizio.gagliardi@microsoft.com) 
is chair of acm europe council and europe, middle east 
and africa director for external research at microsoft 
research, redmond, wa.

© 2012 acm 0001-0782/12/02 $10.00

Revisiting acM europe
DOI:10.1145/2076450.2076451  Fabrizio Gagliardi
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letters to the editor

I 
agree with  Bertrand Meyer’s 
blog “Fixing the Process of 
Computer Science Referee-
ing” (Nov. 2011) and “Why I 
Sign My Reviews” (http://se.ethz.

ch/~meyer/publications/online/whysign/) 
in favor of open reviewing but suggest 
we go further with the quality of ref-
ereeing by rewarding reviewers and 
encouraging their contribution. Re-
viewing papers and grant proposals 
is part of academic life but receives 
no reward in the publish-or-perish 
culture, yet writing a good review 
requires thought and time. Perhaps 
Meyer’s open reviewing would mean 
fewer reviews, as referees could be 
reluctant to take on reviewing work 
for fear of (inadvertently) writing a 
low-quality review. 

A simple response is to credit attrib-
uted reviewers. Though their contribu-
tion is relatively limited, it is vital, and 
acknowledging it publicly by attaching 
their names to a published work is a 
way to acknowledge a referee’s place in 
the scientific community. 

Indeed, Meyer said “Even honest 
people will produce bad-quality re-
views out of negligence, laziness or 
lack of time because they know they 
will not be challenged.” Giving re-
viewers credit would be a carrot rath-
er than a stick, assuming, of course, 
academic management recognizes 
the need for referees and rewards 
their effort. 

Moreover, inexperienced academ-
ics must learn to review just as they 
learn other research practices. Editors 
and program committee chairs play a 
vital role in the process of challeng-
ing and guiding referees to produce 
better reviews. More important, a bet-
ter quality of scientific debate would 
likely prevail. 

Most, if not all, academics have re-
ceived reviews that were constructive 
and helpful, though they cannot easily 
contact anonymous reviewers to con-
tinue the discussion. Open reviews en-
able that discussion, leading to more 
valuable work in the future. 

Phil Brooke, Middlesbrough, u.K. 

Bertrand Meyer’s blog (Nov. 2011) ar-
gued passionately for non-anonymous 
reviews, an idea that may sound revo-
lutionary to computer scientists, pro-
posing to change the very way science 
is done, but in the context of science 
in general is not radical at all. Com-
puter scientists with experience in 
interdisciplinary collaboration know 
that, in many areas of science, non-
anonymous reviews are the norm. For 
example, among geologists, it is up to 
reviewers to disclose their names to au-
thors, and about half the time, they do. 
In spite of this non-anonymity, many 
reviews are still harsh, and, at least in 
good-quality journals, the quality of ac-
cepted papers is equally high. 

Vladik Kreinovich, el Paso, TX 

What Liability for faulty software? 
It was great to read advocacy of soft-
ware liability laws, as in Poul-Henning 
Kamp’s article “The Software Indus-
try Is the Problem” (Nov. 2011) but a 
pity that Kamp’s arguments were so 
frivolous and unrealistic. Whether one 
creates the code oneself is irrelevant; 
programmers frequently find bugs 
in their own code. Gödel’s theorem 
is also irrelevant. The right to disable 
unwanted code could be enjoyed by 
only a tiny percentage of consumers 
and doesn’t meet anybody’s needs. 
Consumers don’t need code to be dis-
abled; they need it fixed. 

It is a disgrace that someone buy-
ing a software product gets only a war-
ranty for the media but nothing for 
the software itself and no remedy even 
if the software fails to launch. It is a 
disgrace that a software product can 
crash while reading its own preference 
files because they were corrupted by 
a previous crash. It is even a disgrace 
when installers cannot set file permis-
sions correctly (one of my personal 
bugbears). Software companies have 
become lazy because their custom-
ers have no legal rights, and, in many 
cases, their products have no signifi-
cant competition. Please let’s have a 
serious, substantive proposal for war-

ranties and liability laws covering soft-
ware products. 

 Lawrence c Paulson, 
Cambridge, england 

author’s Response: 
I would support such a proposal, but it 
would totally pull out the economic rug, 
so, in addition to the lobbyists from the 
software industry, all economists would be 
against it. Good luck with that. My proposal 
leaves the economy intact, provides 
transparency and remedies for users, 
and creates a market for software-audit 
consulting that economists might even  
call job creation. Not ideal, but at least  
not impossible. 

 Poul-henning Kamp, 
Stagelse, denmark 

The Jobs factor 
Thank you to Michael A. Cusumano 
for his Viewpoint “The Legacy of Steve 
Jobs” (Dec. 2011). Before exploring 
that legacy, I’d like to express another 
view of why Microsoft DOS and later 
Windows became the dominant “plat-
form” despite Apple’s superior Macin-
tosh “product.” Microsoft platform 
dominance was a legacy of the “IBM 
factor” that said: “Nobody ever got 
fired for buying IBM.” 

 Anyone who worked for a non-IBM 
vendor, 1960s 1980s, was continually 
thwarted by it, particularly mainframe 
vendor Burroughs, with a far superior 
mainframe, the B5000, guided by soft-
ware concepts that are still with us to-
day in Apple (via Alan Kay, a student 
of the B5000 designer, Bob Barton), 
including virtual machines (such as 
JVM), virtual memory, and combined 
software and hardware design leading 
to systems software written exclusively 
in high-level languages (such as AL-
GOL). The IBM factor was far stronger 
than even the “dominant platform” ef-
fect, and inherited by Microsoft from 
the lumbering IBM. Burroughs was ex-
tremely open, distributing the source 
of its software; following the theory of 
openness, Burroughs should have won. 

credit non-anonymous Reviewers with a name 
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Jobs stood against the resistance of 
those who were too ready to compro-
mise, using “engineering” to justify 
obscurity while speaking in terms of 
megacycles and megabits. To those 
stuck in this technical rut, Jobs de-
clared “Think Different,” changing 
computing’s focus to: “Yes, but what 
can computers do for me?,” mean-
ing the customer, rather than tech-
nologist or IT manager. The power-
breaking effect explains the disdain 
for Apple by many people and earlier 
failure to accept Barton’s B5000 con-
cepts, which would have changed the 
focus to designing hardware to sup-
port software, but that battle was lost 
to the IBM factor, as well as being too 
far ahead of its time. 

Jobs elevated design above tech-
nology, reversing the constraints of 
engineering compromise that puts 
technical specifications before de-
sign. Burroughs followed this ethic, 
and any serious student of comput-
ing should explore the resulting ma-
chines, as well as their direct and in-
direct descendants. Being far ahead 
in the computer industry usually does 
not pay off. Jobs and Apple under-
stood this but were unwilling to com-
promise the principle of design over 
technical specification. Specifica-
tions are important only for enabling 
the possibilities of design. Specifica-
tions are not an end themselves, and 
changing this perspective is, perhaps, 
Jobs’s greatest legacy. He also had the 
right no-nonsense, acerbic personal-
ity to see it through. 

Jobs broke the power of IT manag-
ers, putting users and customers first, 
which should indeed be the foremost 
management paradigm of the 21st-
century corporation: “Manage without 
management.”1

The IBM factor could not last, as 
indeed it did not for IBM and is now 
breaking down for Microsoft. While 
others embraced such a vision before 
Jobs, the Jobs legacy is the breakdown 
of false power and longevity of good 
design. However, if Apple ever falls 
into making mediocre products (like 
IBM, with its 360, and Microsoft, with 
DOS and Windows), depending solely 
on reputation, I hope the day never 
comes when one could be “fired for 
not buying Apple.” 

ian Joyner, Sydney, Australia 

Reference
1. koch, r. and godden, i. Managing Without Management: 

A Post-Management Manifesto for Business Simplicity. 
nicholas brealey Publishing, 1999. 

Give Me competent communication 
Moshe Y. Vardi’s Editor’s Letter “Are 
You Talking to Me?” (Sept. 2011) really 
spoke to me. I have been frustrated by 
conference presentations that promise 
so much in their titles and abstracts but 
get lost in the presenter’s delivery. If it is 
“too intrusive” for conference organiz-
ers to require video drafts of presenta-
tions, then possibly suggesting prefer-
ence will be given to presenters who 
first document their presentation skills 
training, through, say, a course on pub-
lic speaking, Toastmasters Internation-
al membership, or other supporting de-
tails. Toastmasters can lead to an initial 
certification as a “competent commu-
nicator.” One would hope competent 
communication is a basic goal of every 
presenter at every technical conference. 

august schau, Lewiston, Me 

I could not agree more with Moshe Y. 
Vardi’s Editor’s Letter (Sept. 2011). 
Those who stand before a technical 
conference, especially a prestigious 
one, should appreciate they are taking 
part in a theatrical performance. 

The ACM SIGPLAN conference on 
the History of Programming Languages 
held in Cambridge, MA, in 1993 was one 
such event. My written paper was long, 
with copious examples and all sources 
meticulously referenced. My spoken 
presentation was an entirely separate 
project. I edited over and over, present-
ing it to my tape recorder many times, 
then checking the timing. My script 
was annotated with the elapsed time (to 
within 10 seconds) where I should be at 
each stage. I indicated where I intend-
ed to give particular emphasis to some 
point and inserted stage directions to 
guide my presentation of each slide. 

Those slides were brief, except where 
I deliberately intended to exemplify the 
stupidity of some complicated verbiage 
or indicate the style of some text rather 
than its content. The aide operating the 
projector had a copy of my script, so if 
the slides got out of synch (which they 
nearly did at one point) he could easily 
get us back on track. 

At one point, after describing a par-
ticularly important issue, I put up the 

slide with the result of the vote, then 
stood back and said nothing, letting 
the audience absorb the consequenc-
es of the entirely unexpected result, 
which they duly did. 

My stopwatch sat before me so I 
could check my progress. Thus when 
the increasingly agitated chairman 
passed me warning notes “5 mins left,” 
“3 minutes,” “1 MINUTE!” I happily 
ignored him and carried on. I reached 
my denouement with fully 10 seconds 
to spare. The response from the audi-
ence clearly showed my message had 
indeed got across. 

I was followed on the podium by 
Niklaus Wirth describing his language 
PASCAL. He had a fine paper to present 
but no separate presentation so just 
read the paper as submitted, with the 
difference obvious to all. 

During the post-presentation Q&A, 
Doug Ross of SofTech Inc. stood up 
and complained about my omission 
of his stance on some particular issue, 
but I was able later to show him in the 
main paper (which he had not read) the 
corresponding text describing that very 
matter, in slightly more detail, includ-
ing reference to his dissenting view. 

This was all an effort to put into a 
presentation but a matter of passion-
ate concern to me, so I was happy to do 
it. I didn’t do all my presentations this 
way but always viewed them as theat-
rical performance, aimed at helping 
people understand my material. 

charles h. Lindsey, Cheadle, u.K. 

Communications welcomes your opinion. to submit a 
letter to the editor, please limit yourself to 500 words or 
less, and send to letters@cacm.acm.org.
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The Communications Web site, http://cacm.acm.org, 
features more than a dozen bloggers in the BLoG@cacM  
community. in each issue of Communications, we’ll publish 
selected posts or excerpts.

unexpected places. For example, de-
signing a physical data center (raised 
flooring or uninterrupted power sup-
ply) is something the small guy does 
once and the big guy has down to a sci-
ence. Also, personnel costs rise much 
more slowly than the number of nodes.

I assume at least 20 universities 
have the same characteristics as the 
one noted above. Also, my assumption 
is these 20 × 20 = 400 research groups 
that get their funding from a small 
number of government agencies. It 
would make unbelievably good sense 
to have a single 400PB system that all 
of the researchers share.

In effect, this blog post is a “call 
to arms.” Agencies of the U.S. govern-
ment are spending boatloads of mon-
ey on pushing the envelope of massive 
computer servers. However, they ap-
pear to be ignoring the fact that many 
research groups have serious data-
management problems.

Why not invest a small fraction of 
the “massive computing” budget on 
“massive data management”? Start 
by standing up a 400PB data server 
run by somebody who understands 
big data. Several organizations with 
the required expertise come readily 
to mind. This would be a much bet-
ter solution than a whole bunch of 
smaller systems run by consortiums 
of individual science groups.

There must be a better way. After all, 
the problem is only going to get worse.

disclosure: michael stonebraker is associated with 
four startups that are either producers or consumers 
of database technology. hence, his opinions should be 
considered in this light.

Michael stonebraker
“Big Data, Big Problems”
http://cacm.acm.org/
blogs/blog-cacm/103932

January 14, 2011

I was at a conference re-
cently and talked with a science profes-
sor at another university. He made the 
following startling statement.

He has close to 1 petabyte (PB) of 
data that he uses in his research. In 
addition, he surveyed other scien-
tific research groups at his university 
and found 19 other groups, each with 
more than 100 terabytes (TBs) of data. 
In other words, 20 research groups at 
his university have datasets between 
100TB 1PB in size.

I immediately said, “Why not ask 
your university’s IT services to stand 
up a 20-petabyte cluster?”

His reply: “Nobody thinks they are 
ready to do this. This is research com-
puting, very different from regular IT. 
The trade-offs for research computing 

are quite different from corporate IT.”
I then asked, “Why not put your 

data up on EC2?” (EC2 is Amazon’s 
Elastic Compute Cloud service.)

His answer: “EC2 storage is too ex-
pensive for my research budget; you 
essentially have to buy your storage ev-
ery month. Besides, how would I move 
1PB to Amazon? Sneaker net [disks 
sent to Amazon via U.S. mail] is not 
very appealing.”

As a result, he is in the process of 
starting a 20-research group federa-
tion that will stand up the required 
server. In other words, this consortium 
will run its own massive data server.

I am reminded of a talk given a 
couple of years ago by James Hamil-
ton, then at Amazon. He claimed there 
are unbelievable economies of scale 
in running grid-oriented data centers 
(that is, if you run 100,000 nodes, your 
costs are a small fraction of the costs 
of running a 1,000-node data center). 
Many of these cost savings come from 

Researchers’ Big  
Data crisis; 
understanding Design 
and functionality
Michael Stonebraker issues a call to arms about research  
groups’ data-management problems. Jason Hong discusses  
the nature of functionality with respect to design.
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Jason hong
“Design, functionality, 
and Diffusion of 
innovations”
http://cacm.acm.org/
blogs/blog-cacm/104694

                             february 6, 2011

A few months ago, I wrote two CACM 
blog entries examining why great de-
sign is so hard. There have been a lot 
of great comments and insights from a 
bunch of people.

There’s one comment in particular 
I’d like to respond to because it poses a 
good question about the nature of func-
tionality with respect to design. In the 
comment, Mark Tuttle argues that the 
functions offered by a system outweigh 
design, citing examples of time-sharing 
systems, email, Unix, bitmapped inter-
faces, MEDLINE, and query languages 
for early relational databases.

To a large extent, I do agree on the 
importance of functionality. If we had 
a system that could predict tomorrow’s 
stock market prices but was complete-
ly unusable, I’m sure we’d still see a lot 
of people making the effort to learn 
how to use it.

However, functionality and design 
aren’t separate things. A large part of 
design includes understanding what 
needs people have and what technolo-
gies can be applied to solve those 
needs. Design isn’t just about the user 
interface “skin” of graphics, icons, and 
aesthetics that people see. It includes 
the internal “skeleton” of how the ap-
plication is organized, the conceptual 
model and metaphors conveyed to end 
users, as well as its functionality.

It’s also worth pointing out that in 
many of these examples about func-
tionality, the systems were designed 
by and used by people with intimate 
knowledge of software. The designers 
already had a deep understanding of 
what the problems at hand were and 
how people did their work. In other 
words, the designers were the users. 
That’s not really the case anymore, 
though. Information and communi-
cation technologies are pervasive in 
all aspects of modern society, from fi-
nance to manufacturing, from health 
care to consumer products. We can’t 
rely solely on our intuitions anymore 
because the users are no longer like us.

Second, while functionality is a key 
differentiator for technologies in the 

very early stages of adoption, it isn’t as 
strong a draw in the middle and late 
stages, especially when competitors 
have arrived that offer products with 
comparable functionality.

A lot of researchers have developed 
models of technology adoption. My fa-
vorite one is presented by Everett Rog-
ers in the well-known book Diffusion of 
Innovations, that summarizes the liter-
ature in that area. Rogers outlines five 
major factors that influence whether 
or not people adopt a given innovation. 
Note that in Rogers’ book, an innova-
tion can be not only a technology, but 
also a process or a habit. Here, I will fo-
cus only on technologies.

The five factors Rogers identifies 
are: relative advantage, compatibil-
ity (with one’s beliefs and existing in-
stalled base), complexity, trialability 
(how easy it is to try the technology), 
and observability (how easy it is to see 
others benefit from the technology). 
Rogers also presents the well-known 
technology adoption curve that seg-
ments the population based on when 
they adopt an innovation, labeling peo-
ple as innovators, early adopters, early 
majority, late majority, and laggards.

At this point, you can probably see 
where I’m going. Innovators and early 
adopters have a higher tolerance for 
risk and complexity, and often have 
significant pains that need to be ad-
dressed now. In these cases, function-
ality dominates factors like aesthetics, 
usability, simplicity, and cost. If you 
have ever seen (or, worse, had to use) 
anything created for the Department of 
Defense, you will probably agree it fits 
this description quite well.

However, the early majority, late 
majority, and laggards have very dif-
ferent profiles and thresholds for 

complexity and value. In these cases, 
the ability to create a product that fits 
into people’s lives plays a significant 
role, especially when competing prod-
ucts are available. This is where great 
design matters a lot, as demonstrated 
by products like the Nintendo Wii and 
the iPod. When the Wii first came to 
market, it was competing against the 
large and well-established base of 
Xbox and PlayStation consoles, and 
succeeded by dramatically simplifying 
game play and targeting casual gam-
ers rather than hard-core gamers. The 
iPod came out a few years after the first 
MP3 players were already being sold, 
and made huge inroads by forging a 
strong emotional connection to peo-
ple with its sleek form factor and fun 
user interface.

At its core, interaction design is 
about understanding at a deep and vis-
ceral level the needs, desires, values, 
and processes of people, and then ap-
plying those insights in the creation of 
technology. It’s about empathy, seeing 
and experiencing the world from the 
user’s point of view. And it’s about al-
ways remembering the mantra “The 
user is not like me.”

Reader’s comment
I totally agree with you. It is very important 
to address the issues of early adopters of the 
product. Also, like you pointed out regarding 
the Nintendo Wii, the emphasis on great 
design and innovation in a product/software 
is always dependent on how established 
the competitor’s product/software is. 
Whereas, for established products, like 
Microsoft Office, change and innovation 
in the product’s design has greater risk 
as users tend to get confused, like with the 
ribbon interface in Microsoft Office. UX, on 
the whole, is a major factor in early stages 
of adoption, but emphasis on it gradually 
fades away as a product becomes more 
popular (and users don’t like a change). 

Developers and designers are in peril 
when they ignore the functionality and 
UX after a product becomes very much 
established as they run into the risk of 
competitors rolling out a product with same 
functionality but better UX.

—Rahul Kavi

Michael Stonebraker is an adjunct professor at the 
massachusetts institute of technology. Jason hong is 
an associate professor of computer science at carnegie 
mellon university. 
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ACM 
Member 
News
Juan e. GiLBeRT honoReD 
foR incReasinG DiVeRsiTy 

when Juan e. 
gilbert recruits 
african-
american 
students for his 
doctorate 
program in 

computer science, he stresses 
that they will not spend their 
time simply “programming 
things.” instead, he explains how 
they will improve society.

how so? By describing 
how his students designed a 
voting machine that enables 
handicapped citizens to vote in 
elections via touchscreen, voice-
recognition, and other methods. 
Or by presenting his students’ 
ethnocomputing software, which 
teaches minority children about 
mathematics through computers 
that use hip hop music and video 
game-themed interfaces.

“Many african-americans 
and other underrepresented 
groups don’t want to go into 
computer science,” says gilbert, 
chairman of the College of 
engineering and Science’s 
human-Centered Computing 
Division at Clemson University. 
“they want to go into the 
‘helping’ disciplines instead, to 
make an impact upon others. But 
when i show them what we’re 
doing, they realize that computer 
science is an outstanding way 
to transform our society in a 
meaningful way.”

the same can be said of 
gilbert. he currently oversees 15 
african-american Ph.D. students. 
(Only 245 african-americans  
are enrolled in CS Ph.D. 
programs in Canada and the U.S., 
according to the latest taulbee 
Survey.) Overall, gilbert has 
directed six african-americans 
toward their Ph.D.’s since 2006. 
For these and other efforts, 
he recently received the U.S. 
Presidential award for excellence 
in Science, Mathematics and 
engineering Mentoring.

Ultimately, gilbert says, 
increasing the number of 
minorities in computer science 
benefits everyone. “You need 
to be around a variety of people 
with a variety of backgrounds 
to discover something new,” 
he says. “Diverse minds yield 
diverse solutions.”

—Dennis McCafferty

ACM LAUNCHES 
ENHANCED DIGITAL LIBRARY

The new DL simplifies usability, extends 

connections, and expands content with:

•   Broadened citation pages with tabs 
for metadata and links to expand 
exploration and discovery

•    Redesigned binders to create       
  personal, annotatable reading lists for     
  sharing and exporting

•   Enhanced interactivity tools to retrieve 
data, promote user engagement, and 
introduce user-contributed content

•   Expanded table-of-contents service     
for all publications in the DL

Visit the ACM Digital Library at: 

dl.acm.org

       

http://dl.acm.org
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T
here exiStS nO snappy term
no perfect storm, no big bang, 
not even a Kuhnian paradigm 
shift but computational ap-
proaches to analyzing the 

entire ecosystem around scientific dis-
covery are converging upon what may 
be a new era of deep knowledge min-
ing. And for one veteran researcher, the 
shift is happening none too soon.

“If we’re interested in science, the 
paper is nice, but the data is nicer,” 
says Michael Conlon, chief operating 
officer of the University of Florida’s 
Clinical and Translational Science 
Institute. “The publication processes 
have to change. The publication busi-
ness was developed for paper, with cer-
tain economies and a lot of character-
istics related to publishing a five-page 
paper, putting it in an envelope, and 
mailing it to people.”

Conlon is the principal investiga-
tor of VIVO, a cross-institutional, open 
source platform funded by a $12 mil-
lion grant from the U.S. National In-
stitutes of Health. VIVO is meant to 
connect the research community, via 
formal Semantic Web-compliant on-
tology and description technologies, to 
provide biographical information and 
links to research for scientists at partic-
ipating institutions. It is just one aspect 
of a very active cohort of research-span-

ning projects from language-based 
analytics for phrases that have proved 
influential over time, to network-based 
analysis of formally classified paper 
topics that might help predict where 
disparate fields may merge in the fu-

ture. And the utility of these resources 
is expected to go far past the scientific 
research community itself and into 
the public funding agencies and phil-
anthropic foundations betting on the 
next generation of breakthroughs.

Science  |  DOI:10.1145/2076450.2076455 Gregory Goth

The science of Better science 
Researchers are exploring networked computational analysis,  
formal classification, and topic modeling to better identify relevant  
scientists, ideas, and trends.

an open source platform, ViVo provides a detailed visualization of the connections  
between different liberal arts and sciences subdisciplines based on publications activity  
at participating institutions.
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(NSF) has adopted a mandatory data 
management plan that states “investi-
gators are expected to share with oth-
er researchers, at no more than incre-
mental cost and within a reasonable 
time, the primary data, samples, phys-
ical collections and other supporting 
materials created or gathered in the 
course of the work under NSF grants.” 
The VIVO platform, Conlon says, is 
an ideal vehicle for this task, and now 
offers an easy-to-use bookmarklet 
tool called VIVO Searchlight. When a 
reader finds a pertinent passage in a 
VIVO-compliant paper, he or she can 
highlight the passage and click on the 
Searchlight icon in the bookmark bar. 
The application then shows, on the 
same page, links to other researchers 
working on similar topics.

Tools such as VIVO Searchlight 
are likely to accelerate the process 
by which the information surround-
ing published works, what Evans 
and co-author Jacob Foster called 
metaknowledge in a Science paper 
published in February 2011, is pro-
cessed by machines and interpreted 
by several communities, including 
researchers, funding agencies, and 
philanthropic foundations. Ideally, 
the analysis may lead to a more em-
pirical assessment of ideas and allo-
cation of resources.

Part of what metaknowledge is 
about, Evans contends, is modeling 
the social context around science to 
find “diamonds in the rough”; cur-
rently, he says, those in the center of 
the system that is, researchers at in-
stitutions with a reputation for scien-
tific success have ideas that get am-
plified much more quickly than those 
in smaller regional universities and 
private research foundations.

“And I think there is an interest 
among reviewers, and certainly among 
governments, to find ways to counter-
balance the biases that are inherent 
to taking seriously the status order 
of academic science,” says Evans. “I 
think there’s a market for funding un-
derdogs, but there’s not a method for 
doing it.”

connecting ideas
There are classification schemes be-
yond VIVO that can help scientists 
and funding agencies predict possible 
sweet spots of experimentation. For 
example, as part of a post-doctoral 
project, researchers Mark Herrera, 
David Roberts, and Natali Gulbahce 
built an “idea network” model us-
ing the American Physical Society’s 
Physics and Astronomy Classification 
Scheme (PACS) to see if they could pre-
dict where discrete fields may some-
day merge. By using the PACS scheme 
and a community-finding algorithm, 
they were able to build a model show-
ing where papers in various fields of 
physics had built connections.

“The idea was predicting what 
fields are coming closer in this idea 
space, which fields are going to merge 
in the future,” Gulbahce says. She be-
lieves a model that allows this sort of 
insight might also give both research-
ers and funding agencies clues as to 
where high-payoff, “low-hanging fruit” 
concepts of these newly connected 
fields might be, as well as what may be 
complex problems that will take years 
to solve.

However, their work also exposed a 
current shortcoming the near-total 
lack of inter-field metadata and even 
intra-field metadata disparities.

Gulbahce says her team intended to 
use the Inspec bibliographic database, 
which includes computer science and 
engineering topics, as well as phys-
ics, instead of PACS, but found it not 

Quantifying Data
Both Conlon and James Evans, as-
sociate professor of sociology at the 
University of Chicago, believe enhanc-
ing computational resources around 
the community of scientists that 
is, finding a way to quantify who is 
working on what projects, where they 
are doing it, and how their work may 
be related to similar projects else-
where will yield greater efficiency in 
the scientific process and, ultimately, 
better science itself.

Not only is there nuance behind 
the empiricism of science that can-
not be captured in a published paper, 
Conlon says, there is also nuance be-
yond the paper, perhaps known only 
to a few members of a similar small 
community.

“I know the people who did this, I 
know their limitations, I know their 
physical setting I know many things 
that aren’t in the paper,” he says. Con-
lon believes finding a way to quantify 
the data supporting published works, 
as well as the works themselves, and 
then somehow linking that data to sim-
ilar work being done elsewhere, will be 
critical to advancing science.

“How can we expect to know things 
and pass on knowledge if you’re claim-
ing so much of that knowledge is in 
your head?” asks Conlon.

Conlon says platforms such as VIVO 
can help scientists more easily and 
quickly gain access to that type of “in 
your head” data not only to read papers 
more accurately, but also to test report-
ed research results.

“If somebody reports a result in a 
paper, can I get the same results? For 
science to work, you have to believe 
you can,” he says. “If you can’t get the 
same result, what kind of science is 
that?” Without Web-enabled cross-
referencing, Conlon says trying to find 
that kind of data is “a bit of Russian 
doll problem. You take apart the paper 
and get down to some bare bones, and 
it’s not enough, and then say I have to 
call them, and you just keep going to 
get to the level of specificity needed 
to reproduce the science. And in the 
computational disciplines, this is par-
ticularly frustrating.”

As of January 2011, making sup-
porting data available to other sci-
entists is not just a good idea. In the 
U.S., the National Science Foundation 

finding a way to 
quantify the data 
supporting published 
works, as well as the 
works themselves, 
and then somehow 
linking that data to 
similar work being 
done elsewhere, 
will be critical to 
advancing science, 
says Michael conlon.
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Technology Drives Global Social Change
technology has emerged as 
the primary driver of global 
social movements, according 
to an international survey from 
walden University. Yet, while 
the vast majority of adults feel 
that computer-based activity 
can make a big difference in 
influencing events, preferences 
on communications methods 
differ greatly according to 
nationality.

the report, “Social Change 
impact report: global Survey,” 

includes input from more than 
12,000 adults in Brazil, Canada, 
China, France, germany,  
great Britain, india, Japan, 
Mexico, Spain, and the U.S.  
here are some of the key findings 
of the research:

˲ The speed of change. eighty-
nine percent of adults feel that 
technology can turn a cause 
into a movement faster than any 
other means, and 24% of adults 
have used social networking as 
a vehicle to engage in societal 

change. adults in india (40%) and 
China (36%) are most active on 
using this technology in pursuing 
change, and those in Japan (5%) 
are the least.

˲ Tools of choice. there is 
a wide range of tech prefer-
ences for getting the word out. 
texting, for example, is very 
popular among people in india, 
as 36% use it to engage in social 
causes. But only 3% of those in 
germany do. 

˲ Going green. two-thirds of 

adults said the environment and 
green issues will have a major im-
pact on life in their nation. in the 
U.S. and great Britain, however, 
the critical concerns are conflict, 
war, and terrorism, as 74% and 
54% of adults respectively feel 
these topics will most greatly 
affect life in their own countries. 
regardless of the issue, 81% of 
adults worldwide say involve-
ment in positive social change is 
important to them personally.

—Dennis McCafferty

of scientific fields. Natural language 
processing technology, for instance, is 
yielding insight into unstructured data 
in existing bodies of work. David Blei, 
associate professor of computer sci-
ence at Princeton University, recently 
co-authored two papers using topic 
modeling in assessing the influence 
of ideas within the texts of scientific 
corpora. Blei found a definite corre-
lation between terms within papers 
that influenced fields and the number 
of citations those papers garnered in 
subsequent research. While his exist-
ing work is retrospective after all, he 
says, one cannot observe the language 
of future documents Blei says he is 
working on extending his models into 
predictive ones.

“The next step to this model 
would be to build in some higher 
level patterns ‘Some words take on 
this kind of envelope and some take 
on that kind of envelope’ and once 
you do that, you can recognize words 
that seem to be on the rise and those 
that seem to be on the fall,” Blei says. 
“That way you can think about sec-
ond-order dynamics, and then may-
be you can make a prediction. We’re 
working on that kind of thing now. 
It’s a simple change to the model, but 
a big change conceptually. We’re not 
going to claim we can predict the fu-
ture of science.”

Perhaps the most dynamic area in 
which Blei’s approach may find use 
is analyzing unstructured data, such 
as Twitter feeds about illness trends. 
Finding persistent linguistic patterns 
in such data may help scientists nar-

hierarchical enough and “too messy” 
(keywords are not always thoroughly 
assigned, she says). The 1966 Aero-
space Systems Conference record, for 
example, includes 132 conference pa-
pers, yet the entire record has just two 
keywords: C0000, “General and man-
agement topics,” and C3360L, “aero-
space control.”

The PACS and Inspec schemes also 
depend on different approaches to 
indexing keywords; Inspec uses ex-
perts in the field and PACS uses au-
thors to define them. This disparity, 
Gulbahce says, is indicative of the dif-
ficulty in creating comprehensive re-
search databases for either reference 
or predictive uses.

One possible route to classifying 
those disparate databases and texts 
could be the Dublin Core Metadata 
Initiative’s (DCMI’s) 15-element re-
source description set, according to 
Jane Greenberg, professor of informa-
tion and library science at the Univer-
sity of North Carolina, who has been 
active in DCMI’s Science and Meta-
data Community since its inception 
in 2008.

“That could be one role for Dublin 
Core, because it’s not a highly technical 
schema,” she says. “On the other hand, 
almost every formal metadata schema 
that exists for scientific data maps to 
the Dublin Core at some level.”

Topic Modeling
Researchers are increasingly inter-
ested in going beyond formal defini-
tional data to deduce influential past 
texts and possible future directions 

row their focus of more formal experi-
mentation and response.

“Drawing conclusions from ob-
servational data is a dicey business,” 
says Blei. But he also believes persis-
tent patterns revealed through this 
type of data may be helpful in narrow-
ing down areas where more rigorous 
methods of analysis can be better put 
into place.

“You can use the text as a noisy sig-
nal for the truth,” he says. “You want to 
find nuggets of repeated patterns sug-
gestive of something that could lead to 
the next controlled experiment.” 
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A
t thiS MOMent, millions of 
people around the world 
are happily using their 
computers without real-
izing their system has 

been hijacked. While they are answer-
ing email or browsing Web sites, cy-
bercriminals are surreptitiously using 
their computer to wreak havoc across 
the Internet and beyond. The com-
puter may be unleashing a torrent of 
spam, inflicting denial-of-service (DoS) 
attacks, or engaging in other malicious 
acts, such  as stealing passwords, trade 
secrets, and personal information.

Welcome to the nefarious world of 
botnets. “The sophistication level is 
getting ratcheted up,” states Merrick 
Furst, Distinguished Professor at Geor-
gia Tech’s College of Computing. Bot-
net code, which usually ranges from a 
few hundred to a few thousand bytes, 
infiltrates computer systems and pro-
vides a means of hijacking or control-
ling those machines to perform illegal 
tasks. Between 5% 10% of all Internet 
Protocol addresses have devices infect-
ed with some form of malware. Bots 
generate the vast majority of the spam 
that clogs computers and networks, 
Furst says. 

But the stakes have suddenly grown. 
Last June, TDL4 the fourth generation 
of a Windows PC botnet that first ap-
peared in 2008 surfaced. Researchers 
noticed immediately that the TDL4 bot-
net, also referred to as TDL-4 and TDSS 
(a string of characters that the malware 
generated when it dropped component 
files and registry entries in earlier ver-
sions), is difficult to detect and, so far, 
impossible to stop. The code hijacks a 
personal computer, eludes anti-mal-
ware applications, and uses custom en-
cryption to control computers. Antivirus 
company Kaspersky Lab has described 
TDL4 as the “most sophisticated threat 
today.” It is believed to have infected five 
million or more computers. 

under attack
Although viruses, worms, Trojan hors-
es, and rootkits have all made their 
mark over the last decade, security ana-

lysts are increasingly concerned about 
the impact of botnets. Many use social 
engineering techniques including 
promises of photos of naked celeb-
rities or free movies or music that 
trick individuals into clicking a link or 
downloading a file. Furst says botmas-
ters also use Google AdWords and ban-
ner ads to entice surfers to follow links 
or visit URLs that download bot code to 
their computer. As quickly as organiza-
tions like Google snuff out the fake ads, 
new ones appear. 

Roel Schouwenberg, a senior re-
searcher at Kaspersky Lab, says that 
while there is no way to know the exact 
scope of the problem, it is likely that 
hundreds of millions of computers 
worldwide belong to botnets. Making 
matters worse is that the perpetrators 
are not just hackers looking to take over 
computers and generate spam. “The 
bots are created and spread by crimi-

Society  |  DOI:10.1145/2076450.2076456 Samuel Greengard

The War against Botnets 
Increasingly sophisticated botnets have emerged during the last several years. 
However, security researchers, businesses, and governments are attacking botnets 
from a number of different angles—and sometimes winning.

Last June, TDL4— 
the fourth generation 
of a Windows Pc 
botnet that first 
appeared in 2008—
surfaced. it is difficult 
to detect and, so far, 
impossible to stop.

Distribution of TDL4-infected computers by country.

 Other 25%

 US 25%

The TDL4 botnet had infected 4,524,488 computers in the first 
three months of 2011, according to an analysis by Kaspersky Lab. 
No Russian users appear in the statistics because affiliate marketing 
programs do not pay for infecting computers located in Russia.

 AU 2%
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 IN 7%
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 IT 3%



news

FeBRuARY 2012  |   VoL.  55  |   No.  2  |   coMMunicaTions of The acM     17

nals looking to monetize machines,” 
says Schouwenberg. “They’re increas-
ingly looking to steal identities, credit 
card numbers, and trade secrets.”

These computers referred to as 
zombie systems lie in a dormant 
state until the perpetrator of the at-
tacks a.k.a. the “botmaster” de-
cides to unleash them. Then, with 
stealth abandon, they pursue their 
mission without users of infected 
computers knowing. “These types 
of programs surreptitiously spread 
themselves and create networks that 
are far more powerful than groups of 
independently infected systems,” ob-
serves Ira Winkler, a computer consul-
tant and former U.S. National Security 
Agency analyst who is author of Spies 
Among Us: How to Stop the Spies, Terror
ists, Hackers, and Criminals You Don’t 
Even Know You Encounter Every Day. 

But TDL4 is raising the stakes and 
ushering in a new era of complexity and 
risk. “TDL4 is an evolution in the de-
sign of botnets,” says A.L. Narasimha 
Reddy, J.W. Runyon Professor in the 
Department of Electrical and Com-
puter Engineering at Texas A&M Uni-
versity. “It combines rootkit and botnet 
features. TDL4 seems to communicate 
directly with command and control 
servers [that crooks use to manage the 
bot network], but it also communicates 
through a peer-to-peer network.”

TDL4 relies on an array of methods 
to evade the signature, heuristic, and 
proactive detection that antivirus pro-
grams typically use. It loads before the 
operating system starts. Communica-
tion between the command center and 
the bots is encrypted, and when TDL4 
detects that a command and control 
server has been taken out, it automati-
cally locates another server. In addi-
tion, a rootkit hides the presence of 
other types of malware in the code. 
Kaspersky Lab security analysts Sergey 
Golovanov and Igor Soumenkov say 
they have found evidence of a malicious 
SHIZ program embedded in the TDL4 
code. It causes search engine redirects 
to sites that download malware and in-
fect other systems.

In fact, Kaspersky Lab describes 
TDL4 as an attempt to design inde-
structible malware. Although the an-
tivirus company offers an anti-rootkit 
utility named TDSSKiller that cleans 
an infected system, eliminating TDL4 

is almost impossible. “The botnet uses 
a hybrid approach that makes it next to 
impossible to take down,” Schouwen-
berg says. “It is extremely stealthy you 
don’t see any of its files on a system
and you don’t see any [typical] traffic 
on an infected system. This, combined 
with peer-to-peer capabilities, changes 
the stakes.” 

The TDL4 plague appears to be 
growing worse. In October, researchers 
discovered the malware was being re-
written and modified to make it more 
resilient to antivirus detection and re-
moval. Some components, including 
its kernel-mode driver and user-mode 
payload, had changed. Moreover, the 
rootkit now creates a rogue partition 
on a computer to ensure its compo-
nents are intact.

“The damage TDL4 can do is the 
same as what other botnets could do in 
the past,” says Leyla Bilge, a researcher 
at International Secure System Lab. 
“They could steal information, they 
could attack another system, and they 
could send spam.” The difference, she 
says, is that it is becoming more diffi-
cult to protect systems against botnets 
and put malware out of operation us-
ing conventional detection and miti-
gation tools. “We are engaged in an 
arms race,” she concludes.

Defense Mechanisms
Battling botnets is an increasingly dif-
ficult proposition. As a result, research-

ers are attacking the problem from a 
number of different angles. At Texas 
A&M University, Reddy and a team of 
researchers have developed a technique 
that detects botnets including more 
common varieties like Conficker, Krak-
en, and Torpig that rely on so-called 
domain-fluxing or polymorphic Domain 
Name System (DNS) methods to evade 
detection. Domain-fluxing bots typically 
generate random domain names, but 
only one of them is real. For instance, 
Conficker-C generates up to 50,000 
random domain names per hour. This 
makes it extraordinarily difficult to find, 
identify, and eradicate the bot.

Researchers typically reverse-engi-
neer bot malware to understand the 
domain generation process and reach 
the command and control server. 
However, it is a slow and tedious task. 
Instead, Reddy’s approach examines 
the pattern and distribution of alpha-
betic characters in a domain name to 
determine whether it is malicious or 
legitimate. The researchers analyze 
DNS traffic to spot domain names the 
bot generates through an algorithm. 
“It can detect previously unknown bot-
nets by analyzing a small fraction of the 
network traffic,” Reddy says. In fact, 
Carnegie Mellon University’s CERT 
research lab plans to distribute a tool 
based on this approach.

Bilge and other researchers at In-
ternational Secure System Lab are 
taking a different approach. They 
have developed a tool called Exposure 
that identifies malicious domains 
by analyzing traffic patterns and ab-
normalities within the DNS. Telltale 
signs include domains that suddenly 
appear and then disappear immedi-
ately following an attack and domains 
comprised of many numbers but few 
meaningful words. Exposure sorts 
through data from known malicious 
domains and, once trained, uses the 
patterns to recognize botnet sites. In a 
test with a French Internet service pro-
vider (ISP), it ferreted out more than 
3,000 malicious domains.  

Meanwhile, Zhi-Li Zhang, Quest 
Chair Professor in the Department of 
Computer Science and Engineering at 
the University of Minnesota, is focus-
ing on alternating and changing do-
main names in a different way. In or-
der to spot botnets, Zhang’s research 
team examines failed DNS queries. 

“The bots are 
created and spread 
by criminals 
looking to monetize 
machines,” says 
Roel schouwenberg. 
“They’re increasingly 
looking to steal 
identities, credit  
card numbers,  
and trade secrets.”
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European Union’s Open Data Initiative 
while a few european Union (eU) 
countries—including France, 
the netherlands, and the United 
Kingdom—currently make  
their government data available 
to the public via the web, most 
eU members do not. that may 
soon change.

if approved by the member 
states, new open data proposals 
by neelie Kroes, the eU’s digital 
agenda commissioner, would 
force all eU countries to make 
their government data digitally 
available instead of on paper as 
most do now.

“we are sending a strong 

signal to administrations that 
your data is worth more if you 
give it away … so start releasing 
it now,” Kroes announced at  
the initiative’s launch. 
“taxpayers have already paid  
for this information; the least 
we can do is give it back to  
those who want to use it in 
new ways that help people and 
create jobs and growth.”

the data represents a huge 
opportunity for tech companies, 
which could be worth $53.5 
billion annually to the eU’s 
economy, she added. it is 
expected tech startups could 

benefit most from the new rules 
by turning the raw data into 
smartphone apps, such as maps, 
real-time traffic and weather 
information, price comparison 
tools, and more.

in an email interview, ryan 
heath, an eU Commission 
spokesperson, reports that “the 
proposals received favorable 
initial reactions from member 
states in the telecoms Council 
meeting of Dec. 13, but of course 
the real challenge is in the details 
and implementing the new rules 
once there is agreement. So we 
are at the start of a long journey.”

in terms of timing, heath says 
“we hope to achieve agreement 
within a year from the european 
Parliament and Council, and 
then each member state needs 
time to ‘transpose’ agreement 
into all their relevant national 
laws. So that process will still be 
going on in 2013.

“we hope various public 
authorities or national 
governments take the hint 
and get on with releasing 
data voluntarily in parallel 
with making the formal legal 
changes,” he adds.

—Paul Hyman

When a large number of failures occur 
it is frequently a sign that a botnet ex-
ists. The challenge, he admits, is iden-
tifying which failures are caused by 
bots rather than other factors. Never-
theless, “the more we can disrupt the 
command and control channel, the 
more difficult it is for the bot to suc-
ceed,” Zhang says.

Over the last few years, law enforce-
ment agencies and a handful of com-
panies, most notably Microsoft, have 
successfully taken down bots. In Sep-
tember, for example, Microsoft turned 
to the U.S. federal court system to shut 
down command and control servers 
running the Kelihos botnet. The com-
pany obtained a court order to pull the 
plug on 21 domains associated with the 
botnet, which is suspected of control-
ling 50,000 or more zombie machines. 
Microsoft was also instrumental in a 
takedown of the Rustock botnet earlier 
in 2011 and the Waledac botnet in 2010.

However, the botnet scourge is not 
going away anytime soon. Bilge be-
lieves future botnets will be even more 
sophisticated and problematic. In-
deed, “the infection medium is likely 
to switch from computers to mobile 
phones. Malware authors are always 
attracted to the systems that are most 
widely used,” she notes. Another po-
tential problem is cloud computing 
environments, which, lacking ad-
equate protection, have put powerful 
resources at the fingertips of cyber-
crooks, enabling them to spread mal-
ware even more quickly.

Zhang says better DNS security is 
required, including name authentica-
tion. “It would make things easier if 
we could detect unsavory Web sites, or 
other domain names associated with 
command and control servers.” In ad-
dition, “we have to figure out better 
ways to monitor and filter suspicious 
traffic,” he says. “The difficult thing is 
that the Internet is diverse and traf-
fic travels all over the world. Getting 
people to protect machines and ISPs 
to monitor sites is extraordinarily dif-
ficult.” Unfortunately, in many cases, 
there is little or no economic incen-
tive to protect these devices and sites.

In the end, a coordinated ap-
proach using technology tools such 
as honeypots, traffic analysis, and bi-

nary analysis combined with increased 
law enforcement and user awareness
offers the best chance for success. Yet 
as long as humans can be duped into 
clicking a malicious link or opening an 
infected file, the problem will persist. 
Perhaps the most important question 
is how big will the problem become be-
fore governments, ISPs, and the com-
puter science community takes the 
problem seriously. 

Further Reading

Bhatia, J.S., Sehgal, R.K., and Kumar, S. 
honeynet based botnet detection using 
command signatures, Advances in Wireless, 
Mobile Networks and Applications, Al-
Majeed, S.S., hu, C.-L., and nagamalai, 
D. (Eds.), Springer-Verlag, Berlin and 
heidelberg, Germany, 2011. 

Yadav, S., Reddy, A.K.K., Reddy, A.L.N.,  
and Ranja, S. 
Detecting algorithmically generated 
malicious domain names, 2010 Internet 
Measurement Conference, Melbourne, 
Australia, nov. 1–3, 2010.

Yin, C.Y., Ghorbani, A.A., and Sun, R.X. 
Research on new botnet detection strategy 
based on information materials, Advanced 
Materials Research 282–283, July 2011.

Zhang, J., Luo, X., Perdisci, R., Gu, G.,  
Lee, W., and Feamster, N. 
Boosting the scalability of botnet detection 
using adaptive traffic sampling, Proceedings 
of the 6th ACM Symposium on Information, 
Computer and Communications Security, 
hong Kong, March 22–24, 2011.
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a large number of 
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R
OBBY the rOBOt  never had 
many robot friends. Nor 
did HAL, the Terminator, 
or most other robots of 
popular lore. In the pub-

lic mind, robots have almost always 
been solitary creatures, carrying out 
their allotted tasks with single-mind-
ed purpose.

In the real world, robots have large-
ly kept to themselves as well. To date, 
most robotics research has focused 
on building individual, autonomous 
machines. But the era of the lone ro-
bot may be drawing to a close. As the 
robotics field has matured, research-
ers have started to explore the possi-
bilities of “social” machines capable 
of working together with minimal hu-
man supervision.

In theory, collaborative robots 
hold enormous potential. They could 
augment human workers in high-risk 
situations like firefighting or search 
and rescue, boost productivity in con-
struction and manufacturing, and 
even help us explore other planets. 
But teaching robots to collaborate is 
proving to be a tricky business, rais-
ing thorny conceptual problems that 
go far beyond the largely mechanical 
challenges of designing single-pur-
pose robots.

“Going from one robot to many in-
creases analytical and computational 
complexity in a way that becomes un-
manageable very quickly,” says Bert 
Tanner, an assistant professor at the 
University of Delaware who has been 
building robots designed to work to-
gether amid dangerous conditions 
such as fires or natural disasters.

Tanner’s team is working on a 
framework that would allow robots to 
gather data about their environment 
and alter their collective behavior 
in response to changing conditions. 
Rather than trying to build a universal 

robot that tries to do everything, the 
Delaware team is creating a group of 
robots with complementary skills. For 
example, one robot might be good at 
opening doors, while another might 
be good at flying through doorways en 
route to fight a fire.

Designing for this kind of close col-
laboration poses special challenges 
for robotics engineers, who have tra-
ditionally focused on the relatively 
more straightforward programming 
challenges of perception, cognition, 
and movement. “The multi-robot para-
digm brings a new dimension to these 
problems,” notes professor Manuela 
Veloso of Carnegie Mellon University’s 
Department of Computer Science. 

At the most basic level, collabora-
tive robots need access to each others’ 
sensory data, so they cannot only “see” 
via their fellow robots, but in some 
cases reconcile perceptual differences 
as well. They then must learn to merge 
that shared spatial data into a unified 
whole, so that the robots can converge 
effectively in a physical space.

These are nontrivial problems, but 
researchers face a far more difficult 
computational challenge in develop-
ing systems to support the distributed 
cognition necessary to support effec-
tive collaboration. To function as a 
team, robots must learn to negotiate 
decision-making processes in a distrib-
uted, multi-agent environment.

In principle, it would be easy 
enough to solve that problem by put-
ting one robot in charge of the others. 
But such a simplistic command-and-
control architecture would greatly lim-
it the potential of collaborative robots, 
especially in dangerous situations 
where any one of the robots could eas-
ily become damaged. Just as the Inter-
net is designed to withstand outages by 
re-routing data dynamically around the 
network, an effective robot team needs 
to adapt on the fly if one or more of its 
members becomes inoperable.

Distributed Robot cognition
Some of the earliest work on distrib-
uted robot cognition started in the late 
1990s, when Veloso’s CMU colleague 

The TResTLe project at carnegie Mellon 
university focuses on developing the 
architectural framework to coordinate 
robotic assembly teams.

The social Life  
of Robots 
Researchers are trying to build robots capable of working together 
with minimal human supervision. But will they ever learn to get along?

Technology  |  DOI:10.1145/2076450.2076457 Alex Wright

To function  
as a team,  
robots must learn  
to negotiate  
decision-making 
processes in a 
distributed,  
multi-agent 
environment.
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independently and come together, as 
needed, to accomplish common goals. 
Rather than put a single robot in charge 
of the entire operation, the robots would 
take turns overseeing particular tasks 
and issuing instructions to the other ro-
bots as needed. “The authority could be 
passed around,” Simmons explains.

Making matters more complicated, 
the robots needed to work together in 
a remote environment with long com-
munication delays. In addition to the 
20 minutes it takes a signal to travel 
from Earth to Mars, orbiting condi-
tions and thermal limitations meant 
the robots could communicate with 
Earth for at most three hours a day. 
Given these constraints, it would have 
been terribly inefficient for the ro-
bots to wait on continual instructions 
from Earth-based coordinators. The 
team instead began exploring a model 
of mixed autonomy, in which robots 
could function largely by themselves, 
but determine when they needed to 
stop and ask for help from the Earth-
bound human staff.

The communications constraints 
prompted the engineers to consider 
another thorny issue: how to program 
the robots to determine when to ask 
for help. “Robots are really, really bad 
at detecting when they are outside the 
bounds of their accepted behaviors,” 
says Simmons. “You find that people 
tend to realize pretty quickly that 
they’re in a situation that’s completely 
unfamiliar, but robots are bad at deter-
mining that they need help.” 

For example, a robot might try to 
insert an object into a container over 
and over again without realizing that 

the object is turned backward. With-
out the ability to diagnose the prob-
lem, the robot might attempt to repeat 
the procedure ad infinitum. And while 
it might be possible to control for a 
particular known error condition in 
advance, it is far more difficult to ab-
stract the problem to account for the 
vast array of potential unforeseen cir-
cumstances that could occur on a re-
mote planetary surface.

“At some point the robot needs to 
understand this isn’t working,” Sim-
mons says. “We looked a lot into how 
you can make predictions about how 
well the task is progressing in order to 
proactively repair multi-agent, multi-
robot plans. For instance, instead of 
waiting until something fails and try-
ing to do something [about it], maybe I 
can pull this resource off this task.”

Simmons’ work with NASA eventu-
ally gave rise to the Distributed Robot 
Architectures (DIRA) project, a frame-
work that allows robots to react to 
changing and unexpected conditions 
by replanning and renegotiating their 
working relationships. 

Simmons is now taking what he 
learned with NASA and applying it to 
more terrestrial endeavors. His team 
is currently trying to apply the DIRA 
framework to projects for General Mo-
tors on next-generation robotics for 
the manufacturing floor. 

DIRA tries to permit as much au-
tonomy as possible for each individual 
robot, while providing a multi-layered 
structure that helps the extended 
group function as a team. Simmons is 
now developing communication pro-
tocols that allow the robots to negoti-

Reid Simmons began working with 
NASA on designing cooperative robots 
for planetary exploration. 

“It became clear that sending up a 
single monolithic robot to do every-
thing was less than ideal,” says Sim-
mons. By building smaller, special-
purpose robots, the team could reduce 
the overall payload size while mitigat-
ing the risks of technical failure. “From 
the NASA perspective it had to with 
mass and redundancy,” he says. “The 
argument was that if you wanted to do 
it all it would be bigger and bulkier, 
even though you had multiple robots.”

Simmons and his NASA colleagues 
began exploring how to create teams of 
special-purpose robots that could work 

The Distributed 
Robot architectures 
framework tries 
to permit as much 
autonomy as possible 
for each individual 
robot, while providing 
a multi-layered 
structure that helps 
the extended group 
function as a team.

Awards 

2012 ACM Fellows Nominations
the aCM Fellows program was 
established by the aCM Council 
in June 1993 to recognize 
outstanding aCM members 
for technical, professional, 
and leadership contributions 
that advance the arts, sciences, 
and practices of information 
processing; promote the free 
interchange of ideas and 
information in the field; develop 
and maintain the integrity and 
competence of individuals in the 

field; and advance the objectives 
of aCM.

each candidate is evaluated 
as a whole individual and 
is expected to bring honor 
to the aCM. a candidate’s 
accomplishments are expected 
to place him or her among 
the top 1% of aCM members. 
in general, two categories of 
accomplishments are considered: 
achievements related to 
information technology and 

outstanding service to aCM or the 
larger computing community. a 
person selected as an aCM Fellow 
should be a role model and an 
inspiration to other members.

nominations and 
endorsements must be submitted 
online no later than Sept. 5, 
2012. For Fellows guidelines, go 
to http://awards.acm.org/html/
fellow nom guide.cfm/.

nomination information 
organized by a principal 

nominator should include 
excerpts from the candidate’s 
current curriculum vitae, listing 
selected publications, patents, 
technical achievements, honors, 
and other awards; a description of 
the work of the nominee, drawing 
attention to the contributions 
which merit designation 
as Fellow; and supporting 
endorsements from five aCM 
members. For the list of 2011’s 
aCM Fellows, see p. 23.

http://awards.acm.org/html/fellow_nom_guide.cfm/
http://awards.acm.org/html/fellow_nom_guide.cfm/
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ate their tasks and monitor progress, 
distribute sensory data, and cope with 
reliability issues when one member of 
the group malfunctions. By distribut-
ing the decision-making responsibili-
ties, these machines will likely prove 
more robust and able to adapt to un-
foreseen adverse conditions. 

Learning from Mistakes
In a similar vein, Manuela Veloso is ex-
ploring how to help robots reflect on 
their own experiences and learn from 
their successes and mistakes to im-
prove future decision making. 

Veloso’s team has discovered a great 
deal about robot learning by way of ro-
bot soccer. Her CMU team has built 
several robot soccer teams that have to 
play with and against each other in dif-
ferent configurations. To collaborate 
effectively, the robots must negotiate 
constraints and build coalitions with 
each other to solve problems. Veloso 
has found game theory particularly in-
structive in this regard, exploring how 
robots can learn to negotiate winning 
outcomes in cooperative, adversarial, 
or semi-cooperative situations.

Robot soccer also raises the ques-
tion of how groups of robots might be-
gin to negotiate relationships with fel-
low robots when they meet each other 
for the first time. As cooperative robots 
eventually find their way into the real 
world, there will inevitably be a grow-
ing need for robots to find ways to ne-
gotiate their initial encounters.

Veloso thinks that such open col-

laboration will likely depend on the 
development of standards and proto-
cols for robot interaction. “We must 
develop a model for robots to declare 
their actuation capabilities,” she ex-
plains. “It’s crucial.” 

Alas, no such model currently ex-
ists. Veloso has been pressing the U.S. 
National Science Foundation to fund 
research on open protocol standards, 
so far to no avail. However, she remains 
hopeful that the need for such stan-
dards will eventually prove self-evident.

Tanner also sees a need for more 
unifying frameworks to guide future 
collaborative robot development. “We 
don’t have a theory that can capture 
and express clearly how actions of one 
agent can enhance or inhibit the capa-
bilities of others, and then use that the-
ory to plan and coordinate cooperative 
behavior,” he notes.

For now, it seems that collaborative 
robots will continue to muddle along 
in their developmental stages, trying 
to do their jobs, improve their rela-
tionships, and bridge the communica-
tion gaps that continue to keep them 
apart. If robots ever manage to solve 
those problems, perhaps they will have 
something to teach the rest of us. 

Further Reading
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Exploiting factored representations for 
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and Multiagent Systems, honolulu, hawaii, 
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“you find that people 
tend to realize 
pretty quickly that 
they’re in a situation 
that’s completely 
unfamiliar,” says  
Reid simmons,  
“but robots are bad  
at determining that 
they need help.” 

Society

Modeling 
Ethnic 
Conflict
new england Complex Systems 
institute (neCSi) researchers 
have developed a computational 
model that shows social 
stability among various ethnic 
groups in the same country 
does not depend on integrated 
coexistence, but on well-defined 
topographical and political 
boundaries separating the 
different groups.

the neCSi researchers 
discovered that civil violence 
is not likely when diverse 
communities are so integrated 
that one group does not control 
others, or so segregated that 
geographic and political 
boundaries match demographic 
borders.

Led by neCSi president 
Yaneer Bar-Yam, the researchers 
tested their computational 
model on data from Switzerland, 
which is characterized by a 
history of social stability and 
economic prosperity, but 
contains diverse languages and 
religions, including French and 
german and italian, Catholic 
and Protestant.   

the researchers found 
that stability is maintained 
through the existence of natural 
boundaries, such as lakes 
and mountains, or political 
boundaries, such as cantons 
or quasi-autonomous member 
states, that often separate ethnic 
and religious groups, rather 
than through integrated social 
coexistence.

the model found that one 
Swiss area with an increased 
propensity for violence was the 
country’s northwest region, 
where the Jura mountains 
form a weak boundary between 
French and german-speaking 
communities. Violence erupted 
between the aforementioned 
two communities in this region 
during the 1970s.

the study’s most significant 
finding, says Bar-Yam, is that 
“it is possible to mitigate ethnic 
conflict using within-country 
borders that provide local 
autonomy.” 

the neCSi model might 
help resolve conflicts in other 
ethnically diverse countries and 
regions of the world, according 
to the researchers.

—Bob Violino



Innovations in wireless networking technology are 
driving our increasingly connected world, with mobile 
devices gaining acceptance for both professional and 
private use. The future promises a vast majority of 
devices relying on cloud services to enhance end user 
experiences—with services being a natural extension 
of such devices.

Designed for IT managers and developers, this session 
will provide an introduction to the exciting new world 
of cloud-enabled mobile computing. A few complex 
user scenarios possible with this new paradigm will 
be discussed, along with a hands-on tutorial for 
developing such mobile applications on Microsoft’s 
Windows Phone platform.

What you’ll learn: 
�  Why use cloud services with mobile devices? 
�   What user scenarios are possible by marrying cloud  

services with mobile devices?
�  How do you develop cloud-enabled mobile apps? 

Presenters: 
�   Arjmand Samuel, Senior Research Program Manager,  

Microsoft Research
�   Danny Dalal, Senior Development Lead,  

Microsoft Research

Moderator:
�   David B. Johnson, Rice University, Past President of  

ACM SIGMOBILE

Space for this free webinar is limited. Register Today!
Contact timanovsky@hq.acm.org for more information.

“The Cloud in Your Hands–
Marriage of Cloud Computing 

with Smart Devices”

ACM Presents Its First-Ever, Free Learning Webinar:

Presented live on Thursday, January 26, 2 PM EST

Register at  http://learning.acm.org/webinar/current
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acM fellows inducted
Forty-six men and women are recognized as 2011 ACM Fellows.

T
he aCM Fe LLOwS  Program 
was established by Coun-
cil in 1993 to recognize and 
honor outstanding mem-
bers of the Association for 

their achievements in computer sci-
ence and information technology and 
for their significant contributions to 
ACM’s mission. ACM Fellows serve as 
distinguished colleagues to whom the 
Association and its members look for 
guidance and leadership as the world 
of information technology evolves.

The ACM Council endorsed the es-
tablishment of a Fellows Program and 
provided guidance to the ACM Fellows 
Committee, taking the view that the 
program represents a concrete benefit 
to which any ACM member might as-
pire, and provides an important source 
of role models for existing and prospec-
tive ACM Members. The program is 
managed by the ACM Fellows Commit-
tee as part of the general ACM Awards 
program. For details on Fellows nomi-
nations, see p. 20.

ACM has recognized 46 of its mem- 
bers for their contributions to com-
puting that have provided funda-
mental knowledge to the computing 
field and generated multiple technol-
ogy advances. These 46 new induct-
ees bring the total number of ACM 
Fellows to 763. ACM will formally rec-
ognize the 2011 Fellows at its annual 
Awards Banquet on June 16, 2012, in 
San Francisco, CA.

“These women and men, who are 
some of the leading thinkers and prac-
titioners in computer science and en-
gineering, are changing how the world 
lives and works,” said ACM President 
Alain Chesnais. “They have mastered 
the tools of computing and computer 
science to address the many significant 
challenges that confront populations 
across the globe. These international 
luminaries are responsible for solu-
tions that are transforming our society 
for the better in health care, commu-
nications, cybersecurity, robotics, com-
merce, industry, and entertainment.”  

acM fellows
Serge Abiteboul
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Microsoft Research
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Aarhus University
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AT&T Labs - Research

Stephen W. Keckler
 NVIDIA Corporation/The University 
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Peter B. Key
Microsoft Research

Scott Kirkpatrick
The Hebrew University of Jerusalem
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Carnegie Mellon University

Susan Landau
Harvard University

Ming C. Lin
 University of North Carolina  
at Chapel Hill

Peter S. Magnusson
Google Inc.

Dahlia Malkhi
Microsoft Research

Keith Marzullo
 National Science Foundation/ 
University of California, San Diego

Satoshi Matsuoka
Tokyo Institute of Technology 

Nelson Max
University of California, Davis

Joseph S.B. Mitchell
Stony Brook University

Shubu Mukherjee
Cavium, Inc.

Beng Chin Ooi
National University of Singapore

Zehra Meral Özsoyoğlu
Case Western Reserve University

Janos Pach
 École Polytechnique Fédérale  
de Lausanne/Renyi Institute/ 
Courant Institute at NYU

Linda Petzold
 University of California,  
Santa Barbara

Martha E. Pollack
University of Michigan

Dan Roth
 University of Illinois at  
Urbana-Champaign

John W. Sanguinetti
Forte Design Systems

Margo Seltzer
 Harvard University/ 
Oracle Corporation

Amit Singhal
Google Inc.

Diane L. Souvaine
Tufts University

Divesh Srivastava
AT&T Labs-Research

Dan Suciu
University of Washington

Dean M. Tullsen
University of California, San Diego

Amin Vahdat
 University of California,  
San Diego/Google Inc.

David J. Wetherall
University of Washington

Frank Kenneth Zadeck
 L.J. Gonzer Associates/ 
IBM Research (Consultant)
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T
he FeDeraL COMMUniCatiOnS 
Commission (FCC) is charged 
with managing the wire-
less spectrum in the public 
interest. The U.S. Congress 

is considering legislation that would 
allow the FCC to conduct “incentive 
auctions” (Granted, it is difficult to 
think of an auction without incen-
tives, but we seem to be stuck with 
the phrase for now.) The most likely 
use of such auctions would be to re-
allocate spectrum from lower value 
over-the-air television and satellite 
services to more highly valued gen-
eral mobile wireless services. The 
Congressional Budget Office (CBO) 
estimated that these auctions could 
generate $24 billion in revenue for 
the federal government.

Reallocating the valuable spec-
trum resource could generate sub-
stantial benefits to consumers, yet, 
there is substantial debate. What is 
behind that debate? Mainly it is par-
ties trying to position the auction so 
they can secure more of the value for 
themselves.

Moving from command and control
Prior to the mid-1990s, the FCC allocat-
ed spectrum for specific wireless servic-
es such as AM or FM radio, television, 
satellite, cellular telephone service, 
ham radio, and even ice delivery. When-
ever a company wanted spectrum, it 
went to the FCC and argued that its 
service was extremely valuable and 
merited a block of spectrum. But this 
was cumbersome. Even when the FCC 
agreed with the company’s claims, the 
FCC still had to find unallocated spec-
trum or to reallocate spectrum rights 
from existing users. The latter could be 
very contentious. 

It was also suboptimal. Technologi-
cal change and change in consumer 
preferences is inevitable. Repurpos-
ing spectrum can accommodate these 
changes and increase welfare.

For example, the original cellular 
telephone licenses issued in the 1980s 
came from reallocating UHF television 
channels 70 83 in the 800MHz band. 
The television stations that had been 
operating in those bands either applied 
for new channel assignments in the 

lower UHF channels or shut down. The 
initial high demand for cellular service 
demonstrated the substantial value of 
mobile telephony, and the FCC decided 
to allocate more spectrum for mobile 
wireless service. 

What happened? In the 1990s the 
FCC reallocated and auctioned spec-
trum in the 1.8GHz band for “Personal 
Communication Service” (PCS). The FCC 
was able to use market mechanisms 
to repurpose the spectrum from its low-
value point-to-point microwave service 
to a higher-value use. The new PCS li-
censees had to pay the relocation costs 
of the incumbent microwave licensees. 
Both of those spectrum reallocations 
created substantial value to consum-
ers and revenue for the government 
in the case of the PCS spectrum.

The FCC’s PCS rules (ultimately also 
applied to the original cellular bands) 
were flexible; instead of picking a stan-
dard for technology or services to be 
provided, the FCC allowed firms to 
choose their own technology and busi-
ness plans. At the time CDMA technol-
ogy was unproven and would likely not 

economic and 
Business Dimensions 
incentive auctions
Reallocating valuable wireless spectrum can generate  
billions of dollars in revenue to the U.S. federal government  
while also benefiting consumers. 
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vide higher capacity and faster mobile 
broadband service. 

There is debate about how much 
more spectrum should be reallocated 
from over-the-air terrestrial televi-
sion. Current legislation targets up to 
120MHz, but more or less may be so-
cially optimal. One way to resolve this 
debate is to create an efficient market-
place where rights can be traded while 
minimizing transactions costs. 

The leading contender as a method 
for facilitating this transition is an 
incentive auction. In such auctions 
broadcasters would put their transmis-
sion rights up for auction in combina-
tion with additional rights from the 
FCC. Each broadcaster would be able 
to set its own minimum price to cease 
over-the-air transmission. The auction 
would aggregate broadcaster rights 
and FCC rights (for example, rights for 
unused frequencies) into packages for 
which new providers would bid.

Incentive auctions are likely to be 
somewhat complex, but we know they 
must include a few crucial factors. 
First, broadcasters must be able to 

have been chosen over GSM and all 
of the benefits from the introduction 
and use of that technology would not 
have occurred. Ultimately, providers 
have been able to implement their own 
choice of technology and upgrade from 
2G to 3G and now to 4G without FCC 
approval. And firms could offer voice, 
video, and data without having to apply 
for a change of service. 

While the FCC has made great 
strides in flexibility, it has not adopted 
full flexibility and still specifies some 
spectrum for particular uses such as 
satellite or broadcast television. Incen-
tive auctions are one way to facilitate 
the move to flexibility.

current Bands for Reallocation
Even with the reallocation of channels 
50 69, additional valuable spectrum is 
currently allocated for broadcast tele-
vision. Allocating a lot of spectrum to 
television may have been optimal in the 
1950s, but with only approximately 10% 
of U.S. households watching free over-
the-air, instead of subscription, televi-
sion, it is unlikely to be optimal today. 

At the same time, the last 25 years have 
seen an explosion in the usage of hand-
held mobile wireless devices and the 
value of spectrum for such services has 
increased substantially relative to the 
value of spectrum for television. 

The FCC relocated television broad-
casters from channels 50 69 during the 
transition to digital television and has 
auctioned this 700MHz spectrum. Ve-
rizon is already using some of the allo-
cation that it purchased at auction for 
new LTE services that promise to pro-

There is debate 
about how much 
more spectrum 
should be reallocated 
from over-the-air 
terrestrial television.
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profit from parting with their spectrum 
rights willingly. Economics says that 
such profit should be at least as large 
as the returns broadcasters would get 
from running their business without 
surrendering their broadcast license; 
otherwise they have no incentive to 
cease broadcasting voluntarily. 

A second big question for the auc-
tion is whether a broadcaster has only 
the right to broadcast in general or 
the right to broadcast on a specific fre-
quency. If a broadcaster has the right 
to any specific frequency, each broad-
caster has the possibility to make spec-
trum reallocation much more difficult. 
A single broadcaster with rights in the 
middle of a block of spectrum could de-
value the entire block. Multiple broad-
casters might each have such blocking 
power, complicating the transition. 

Such blocking rights would not, by 
themselves, make spectrum realloca-
tion impossible. Consider construction 
projects as an analogy. Many urban revi-
talization projects require aggregating 
many different rights, such as property 
from different sellers, zoning changes, 
and rights of way. The aggregation of 
rights necessary for such projects takes 
place frequently, however, such proj-
ects were probably more expensive and 
took longer than they might have had 
rights been distributed differently. 

In the case of spectrum, there is 
likely to be a substantial increase in 
the ability of new wireless providers 
to aggregate efficient-sized blocks 
of spectrum if the FCC has the right 
(and asserts it) to reassign broadcast 
frequencies (and pay for the reloca-
tion and compensate for the marginal 
differences in audience size). Such 
relocation is likely to have only very 
small effect on the ongoing value of 
a broadcaster that wants to maintain 
over-the-air service because the vast 
majority of broadcasters’ audiences 
view the signal via cable and satellite, 
not over the air. 

In most cases, around 90% of the 
audience would be unaffected if the 
broadcaster simply ceased over the air 
transmission; a small change in the 
coverage area would therefore have a 
de minimus effect on audience and on-
going station value. As a result, the FCC 
can facilitate efficient aggregation by 
exercising its right to reassign broad-
caster frequencies.

auction Mechanics
The auction will have several compo-
nents. First, broadcasters will state 
the prices they would accept for ter-
mination of their over-the-air-trans-
mission rights; and companies will 
bid to acquire the enhanced spectrum 
rights. After the auction, the money 
will be divided between the broad-
casters who cease transmission and 
the government, with compensation 
given to those broadcasters required 
to change frequencies. 

In the auction, bidders would not 
bid simply for a 6MHz block of spec-
trum around a television tower, but in-
stead would bid for geographic area li-
censes with rights to provide all sorts of 
services, subject to interference rules. 
In some areas, the demand for new ser-
vices would be low and in other areas 
high. Similarly, the value of continuing 
broadcasting would likely vary. At the 
market-clearing price, no additional 
broadcasters would want to give up 
their rights and no new provider would 
want to buy additional spectrum. 

This mechanism is quite flexible. 
If the FCC wanted to protect at least a 
minimal amount of over-the-air televi-
sion, it could set a limit on the amount 
of spectrum that could be converted 
away from television. Broadcasters 
who do not participate in the auction 
would be able to continue their broad-
casting business, with the possible 
need to change the frequency on which 
they transmit. Because of digital sig-
nals and receiver boxes, it is possible 
for them to retain the same “channel 
identity” for over the air viewers as box-
es can easily be re-initialized. 

One possible reason some broad-
casters have been voicing opposition 

to incentive auctions is that they would 
like a larger share of the auction rev-
enue. This is not the only consideration 
in coming to a deal, however. Combin-
ing the broadcaster rights with the re-
maining rights for white spaces and 
additional service flexibility should in-
crease the value of the spectrum. With 
budget concerns, the government will 
also want to have as much of the sur-
plus as it can. Lastly, and importantly, 
society wants the spectrum to be put to 
more efficient use. These are compel-
ling reasons to come to a deal.

A second proposal to clear the 
broadcast television band would be 
to auction “overlay rights” as advo-
cated by Tom Hazlett. A small num-
ber of overlay licenses would have the 
additional rights in any geographic 
area not covered by incumbent televi-
sion licensees. The overlay licensee 
would then have the incentive to pay 
the broadcaster to move from the spec-
trum so that the overlay licensee could 
make use of the spectrum. 

Using overlay licenses represents 
more closely the model required to 
build a high-rise building or shop-
ping mall. While it can work, there are 
significant transactions costs and ag-
gregations without a centralized mar-
ketplace can take substantial time, 
especially if the FCC does not have the 
rights to change the specific frequency.

conclusion
Incentive auctions designed to facili-
tate the transition of spectrum used 
for low-value services to higher-value 
services have the potential to unlock 
substantial value for consumers. By 
speeding the transition and minimiz-
ing holdout requirements, incentive 
auctions should lower transactions 
costs so that providers will be able to 
aggregate blocks of spectrum and geo-
graphic areas suitable to provide com-
petitive services to wireless consumers. 
The key is to ensure that transactions 
costs are low, rights are clearly defined, 
and the auctions move ahead in a rela-
tively rapid manner. 

Gregory Rosston (grosston@gmail.com) is the deputy 
director of the stanford institute for economic Policy 
research and stanford Public Policy Program. he has 
served in many roles at the federal communications 
commission, working to design spectrum auctions, 
implementing the telecommunications act of 1996, and 
evaluating the at&t/t-mobile merger among others.
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A
PPrOxiMateLY 20 YearS ago, 
a physicist at Harvard read 
studies of students who 
had passed physics cours-
es, yet showed little gain 

in their conceptual understanding 
of Newtonian physics. This “concep-
tual understanding” was measured 
by a newly developed test called the 
Force Concept Inventory (FCI). What 
this showed was that students could 
“plug and chug” using appropriate 
equations to solve standard prob-
lems on physics tests. But, when 
asked about a situation where a large 
truck runs into a small car, students 
could not correctly identify that the 
force exerted by the car on the truck 
was the same as that exerted by the 
truck on the car (applying Newton’s 
Third Law). The professor, Eric Ma-
zur, thought to himself, “oh, but 
not my students!” However, when 
he gave his students the FCI test he 
saw similar results. Even more poi-
gnantly, he recalls how, during the 
exam, a student asked “How should 
I answer these questions? According 
to the way you taught me, or accord-
ing to the way I usually think about 
these things?”4

Essentially, Mazur found that 
though students could solve the stan-
dard problems physicists generally 
accepted as demonstrating under-
standing of physics concepts, this 
did not mean students really saw the 

world as a physicist does. Students 
could “do” as the instructor did, but 
did not deeply understand. 

Just like physics instructors, we 
want computing students to not 
merely be able to parrot our actions, 
but to be able to have a deep under-
standing of the concepts and how to 
apply them.

So, do computing students struggle 

with deep understanding? Since our 
field has a notable lack of concept 
inventories3 or other commonly ac-
cepted assessments7 with which to 
document levels of such thinking, we 
cannot say with certainty. However, we 
do know we have serious issues in CS 
education. The high failure rates and 
lack of students interested in com-
puting, especially from diverse back-

education  
Peer instruction:  
a teaching Method to Foster 
Deep Understanding 
How the computing education community can learn from physics education.

DOI:10.1145/2076450.2076459 Beth Simon and Quintin Cutts



28    coMMunicaTions of The acM    |   FeBRuARY 2012  |   VoL.  55  |   No.  2

viewpoints

grounds, suggest that we are failing 
to transfer our ways of thinking to a 
broad audience.

similarities Between Physics 
and computing education 
Moreover, there are important paral-
lels between physics and computing 
instruction. Similar to physics prob-
lem solving, the most engaged part of 
many computing courses whether 
that be operating systems or intro-
ductory programming is when stu-
dents develop programs embodying 
the concepts of the course. Many in-
structors strongly value code writing 
including  out-of-class programming, 
laboratory assignments, and/or pro-
gram writing on exams as an assess-
ment of deep understanding of com-
puting concepts. 

Is it possible that students “plug 
and chug” in computing, not really un-
derstanding the concepts as we would 
like them to? That is, are we absolutely 
certain that, in the process of writing 
a program that exercises concept X, 
students fully grasp the behavior of 
X and the various appropriate deci-
sions regarding X we assume occurred 
in producing a working program? In 
short, what guaranteed evidence does 
a working program provide us about 
student understanding? We propose 
it can only assure us that our students 
can produce a working program oth-
er inferences on our part are mostly 
that just inferences. 

With the FCI, physics faculty were 
shown, through a “new” type of as-
sessment question, that their existing 
assessment approaches did not give 
them an accurate view of student un-

derstanding. We posit that the need 
exists for computing instructors to 
design assessments more directly tar-
geting understanding, not just doing, 
computing. And, of course, to adopt 
teaching approaches that support 
student development of these skills.

increasing Deeper understanding 
How can one foster deep understand-
ing in the standard educational envi-
ronment? Fortunately, Mazur did not 
throw up his hands at his student’s 
baffling question. He developed a 
teaching method called Peer Instruc-
tion (PI) that has been used in numer-
ous science and mathematics cours-
es. The cornerstone of PI involves 
students attempting to explain to 
each other how they understand core 
physics concepts via a series of decep-
tively simple-looking problems. The 
emphasis is not on getting to a right 
answer via a mechanical process; in-
stead, the right answer is apparent 
once the students use the appropri-
ate core concepts in their attempts to 
articulate their understanding of the 
problem and their solution to it. 

In a variety of studies, this approach 
has been shown to improve learn-
ing twofold over the standard lecture 
format.1,2 These dramatic learning ef-
fects, as well as PI’s documented use 
across a variety of disciplines, should 
make computing educators take note: 
to foster the desired level of under-
standing, it is the teaching method 
that Mazur addressed. Often the com-
puting community seems focused 
on what to teach, not how to teach it. 
While content is important, we need 
to focus more on theoretically and 
experimentally grounded methods, 
such as Peer Instruction, which are 
designed to support the development 
of deep understanding.

What is Peer instruction? 
In Peer Instruction, students gain 
preparatory knowledge before class 
(for example, through textbook read-
ing) and complete a pre-lecture quiz 
to both incentivize their preparation 
and to give them feedback on wheth-
er they are ready to learn in a lecture 
format. During class, lecture is inter-
spersed with or largely replaced by 
multiple choice questions (MCQs) 
and discussion. MCQs are designed 

What guaranteed 
evidence does a 
working program 
provide us 
about student 
understanding?
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by instructors to engage students in 
thinking about deep conceptual is-
sues or common misconceptions. 
This is instantiated via a four-part 
process: 

1. Students individually consider 
a question and select an answer (typ-
ically reporting it via use of a clicker; 
see http://cwsei.ubc.ca/resources/
clickers.htm). 

2. Students discuss in preassigned 
groups.

3. Students vote again on the same 
question.

4. Classwide discussion follows led 
by student explanations and the in-
structor modeling their way of under-
standing the problem. 

Each of the PI components is im-
portant. The initial solo vote (step 1) 
ensures that each student has com-
mitted to an answer and is at least at 
some level engaged with the problem. 
This is not only important in prepar-
ing the brain to learn from explana-
tion, but also necessary to prepare 
the student to contribute to his or her 
group’s discussion. The group discus-
sion (step 2) engages the students in 
articulating their understanding of 
the concepts, so that they can be sure 
they have arrived collectively at the 
correct answer. It is common to see 
students pointing at the projected 
screen, to be heard cautiously “try-
ing out” new technical terms, and to 
be speaking in partial sentences that 
other students then try to complete. 
During this time the instructor can 
circulate around the room, listening 
in to prepare to address common is-
sues or perhaps clarifying for a specif-
ic group. As a manner of incentivizing 
active discussion, each group is asked 

to reach consensus and agree on an 
answer.

The second vote guides the instruc-
tor on his or her facilitation role in the 
final component, the classwide discus-
sion. Even if the class has nearly all got 
the correct answer, it is valuable for the 
students to hear how others explain it. 
The noise level skyrockets when stu-
dents in a group agree on the answer, 
but have completely different reason-
ing. Additionally, it is very useful to ask 
students to explain why wrong answers 
are wrong, both as a means of contrast 
and to provide additional models of 
how to understand the problem. The in-
structor facilitates these contributions, 
and may offer their own way of thinking 
about and analyzing the question.

Purely as a feedback mechanism, 
when the vote and the student discus-
sion have not gone well, the instructor 
can identify that an issue exists and 
respond immediately, possibly with a 
mini-lecture on the topic. At this time, 
expert explanation has much greater 
value in supporting learning, as the 
students’ brains are primed to con-
nect the explanation with their per-
sonal understanding.

Peer Instruction has been used suc-
cessfully across CS subjects, from low-
er level CS0 and CS1 classes through to 
advanced level computer architecture 
and theory of computation.5,6 Comput-
ing students say they find Peer Instruc-
tion valuable for their learning in 
our experiences it is common for ap-
proximately 90% of a computing class 
to recommend that other instructors 
adopt PI. Quotes such as the following 
are common among students reflect-
ing on their use of PI in a computing 

class: “Discussing my understanding 
in comparison to my seatmates helped 
me gain a larger understanding of the 
material by approaching it from differ-
ent perspectives.”

conclusion
Peer Instruction is an active-learning 
teaching method that can be em-
ployed to increase student learning. It 
is an especially important method for 
the computing education community 
to embrace because of its emphasis on 
development of deep understanding 
of the subject, because of its relative 
ease of adoption within the standard 
educational framework, and because 
of its applicability across a wide spec-
trum of courses.

Even more importantly, the Peer 
Instruction process helps instructors 
learn what it is that is difficult about 
learning computing. Compared to 
other fields, we do not have a deep 
literature on misconceptions and 
challenges in learning computing. 
Peer Instruction takes the guesswork 
out of figuring out what your stu-
dents are struggling with. You do not 
have to try to read their minds. You 
can count their votes and listen in on 
their discussions. 
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T
here i S  a  technological revo-
lution in the air, not because 
new principles and technolo-
gies have been discovered, 
but because so many past 

technologies have simultaneously 
reached a state of maturity that they 
can be incorporated into everyday 
technology. These cusps in technol-
ogy produce new opportunities, but 
until the marketplace settles down, 
they also deliver considerable confu-
sion and chaos. Each of the changes 
discussed here seems relatively minor 
and inconsequential, but taken as a 
whole they pose considerable prob-
lems and potential risks. 

For years, the world of consumer 
information technology has been 
stable. The two primary manufactur-
ers of operating systems Apple and 
Microsoft both followed the same 
general principles with similar human 
interface guidelines. The smartphone 
market was young, with Palm, RIM 
(BlackBerry), and Nokia dominating 
the market. Most patent disputes were 
settled through negotiation, licens-
ing, or patent trades. Except for the 
regular releases of system upgrades, 
things were stable. Moreover, files and 
applications developed for one system 
could, on the whole, be read and ed-
ited on others.

Today, the long-standing stability 
of consumer information technology 
is being challenged. A wide range of 

sensors, communication channels, 
and powerful software tools are now 
robust and inexpensive enough for 
commercial deployment. New interac-
tion technologies enable new modes 
of operation. These changes have un-
leashed numerous wars among the 
providers of hardware, software, and 
services. The industry is in flux. Pat-
ent wars have erupted. The vendors 

of operating systems clash with the 
manufacturers of hardware, and both 
of them clash with service providers. 
Application developers are caught in 
the middle. Proprietary systems have 
again risen, presenting barriers that 
complicate the ability of people to 
function. We are now faced with a con-
fusing spectacle of incompatible sys-
tems: incompatible in software, data 
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format, gestures used for control, and 
in design philosophy. Nobody is well 
served by these differences.

Most important is the switch from 
operating with menus and dedicated 
hardware controls to using multi-
touch displays with a variety of finger 
taps, motions, and gestures. These 
changes have been followed by a pro-
liferation of new devices of varying 
sizes and characteristics: phones, tab-
lets and pads, specialized book read-
ers, game machines, and a multitude 
of intelligent information appliances. 
The world of the invisible, ubiquitous 
computer is here. 

Artificial intelligence is on the rise. 
It drives the recommendation systems 
on Web sites and digital video recorders 
for television. Language understand-
ing has reached the point where the 
answers to voice or text questions can 
be based on the individual’s previous 
choices, location, time of day, events 
on the calendar, and the opinions 
and activities of friends and “people 
like you.” AI is the backbone of many 
computer games where the automated 
characters are becoming increasingly 
realistic, crafty, and formidable. It has 
entered business decision making. It 
is being used in home devices from ro-
botic floor cleaners to the logic inside 
washing machines and microwave 
ovens. Even that most humble of de-
vices the home thermostat can now 
have machine-learning algorithms and 
sensors that enable it to observe house-
hold behavior, take into account the 
weather and other variables, and pro-
gram itself. Add a few million proces-
sors to terabytes of memory and we get 
reasonable voice understanding and 
translation capabilities, with a few en-
tertainment stops along the way to play 
“Jeopardy!” and chess. Movie crowd 
scenes are often AI generated. AI plays 
a role behind the scenes in financial 
transactions, credit assessment, and 
supply chain management. 

The point is that AI is now powerful 
enough to be commonplace. Not only 
does it assist in such mundane tasks 
as restaurant selection, but it helps 
out in critical safety situations such 
as military applications, the control 
of industrial equipment, and driving. 
The intelligent systems in modern, 
high-end automobiles watch the road, 
maintaining a safe distance from the 

vehicle ahead, warning whenever a car 
wanders from its assigned lane, read-
ing road signs to flash warnings to the 
driver and determine speed limits, 
and brake automatically when a col-
lision seems imminent. Self-driving 
cars already exist, although they are 
still considered research vehicles and 
are allowed on highways in only limit-
ed jurisdictions with a human watch-
ing over them. The human is seldom 
needed. When self-driving cars are 
shown to be reliable and safer than 
human drivers, introducing them into 
a world of mixed vehicles, some with 
intelligence and network communica-
tions, some without, will be fraught 
with difficulties.

These new technologies have given 
rise to a number of new forms of in-
teraction with the machines. This has 
many implications. One results from 
the ever-increasing complexity and 
self-directedness of the devices. Anoth-
er comes from the business opportuni-
ties being considered by the vendors. 

Complexity. It is no longer easy or 
even possible to understand why a ma-
chine has taken the action it did: not 
even the designer of the machine may 
know, because not only are the algo-
rithms complex and difficult to un-
derstand in the realities of a dynamic, 
ever-changing real environment, but 
the learning algorithms may have ad-
justed weights and rules in ways not 
easy to decipher. If the designers can-
not always predict or understand the 
behavior, what chance does the ordi-
nary person have? 

Business opportunities. Vendors see 
new opportunities to enhance and con-
trol their customer base through new 
proprietary forms of interaction and 
displays, data standards, gestures, and 

applications. These developments are 
accompanied by an increase in patent 
wars and legal fights over intellectual 
property. Proprietary standards are de-
signed to produce customer lock-in. 
Customers invest considerable time 
and effort to enter personal informa-
tion, records, and files. Moreover, the 
systems monitor customer activity in 
multiple ways, such as credit card trans-
actions, phone calls, GPS records, and 
Web site search behavior, collecting 
considerable information that allows 
more accurate recommendations and 
other helpful services. Even assuming 
that the customer is aware of this activ-
ity and has granted permission because 
the resulting high quality of suggestions 
and guidance has benefits, the large 
amount of time and effort to amass this 
information and to learn the unique 
method of use locks in the user. Any 
change would require a huge invest-
ment in time to learn the new system, 
often accompanied by considerable 
time and expense to transfer the infor-
mation, if indeed this were possible. 

The introduction of gesture control 
has also had an unfortunate side effect: 
fundamental principles of human-
computer interaction have fallen by 
the wayside, whether through the igno-
rance of the new developers or deliber-
ate disavowal in the attempt to develop 
differentiation among products. 

Consider these fundamental prin-
ciples of understandable interaction: 
a clear conceptual model; clear signi-
fiers to indicate the place and nature 
of the possible actions (commonly, 
but inappropriately, called “perceived 
affordances”); the principle of discov-
erability, where a person could deter-
mine the potential actions at any time 
simply by examining the menus; and 
feedback to disclose what action has 
just taken place. Note that all of these 
are fundamental principles of interac-
tion derived from understanding the 
psychology of the users. As a result, 
these are independent of the platform 
and the form of interaction. Whether 
the interaction is controlled by buttons 
and levers, steering wheel and foot ped-
als, mouse and keyboard, gestures in 
the air or touchpad, these fundamen-
tal psychological principles still apply. 
The principles will be implemented 
differently for different systems of con-
trol and interaction, but they must be 

any radical change 
in technology 
introduces both 
new strengths in 
performance and  
new vulnerabilities.
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followed if the resulting systems are to 
be understandable.

One major powerful operation that 
has been ubiquitous on all desktop 
operating systems since the 1980s is 
the undo command. In the new ges-
tural systems it is seldom present. Even 
when a system actually has an undo 
operation, the lack of discoverability 
means that most users will be unaware 
of its existence. Moreover, the vendors 
use different gestures to invoke it. Ap-
ple’s iOS supports undo via the shak-
ing gesture whereas Microsoft advo-
cates a “flick-down diagonal.” Neither 
is reliably present in applications. As a 
result, if the gesture fails, the user does 
not know whether the failure is due to 
poor execution of the gesture or the 
lack of implementation. I cannot find 
evidence for undo of data entry in the 
Android operating system, although 
I can find many people complaining 
about its absence. Google has imple-
mented minimal undo operations 
in its mail system through the use of 
touch buttons. These are not used for 
editing, but for correcting errors in la-
beling, deleting, or sending email.

Electronic book readers use propri-
etary standards so that books, maga-
zines, and newspapers often can be 
read only on the vendor’s e-readers. 
Similarly, annotations and markers 
within a book are not treated in a uni-
form manner by the vendors. Even the 
terms of engagement have changed: 
electronic books are not sold, they are 
leased, which means the normal rights 
associated with ownership of a physi-
cal copy do not apply to the electronic 
version, even though it was purchased 
from the same vendor that sells the 
physical version, and even though the 
electronic version may be more expen-
sive than the physical one. The tradi-
tional ability of a book owner to loan, 
give, or sell the physical copy to others 
has essentially disappeared.

All these changes and incompatibili-
ties lead us to walled gardens, with all 
sorts of discomforts and inconvenienc-
es. Other factors add to these problems. 
Although the rise of small applications 
sold in “marketplaces” or “app stores” 
has given rise to thriving small enter-
prises, sometimes even from student 
projects in college classes, the inability 
to use an app across platforms adds to 
the fragmentation. Cloud services fur-

ther complicate the story. Even assum-
ing that one always has high-bandwidth 
access to the services, they raise numer-
ous issues of security and privacy, cost, 
and transferability. High roaming fees 
for the use of data services, especially 
across national borders, prohibit most 
people from using these services while 
traveling internationally, even though 
this is when services such as maps and 
directions, translations, and recom-
mendations for hotels and restaurants 
would be of most value. To compound 
the problem, although data may be 
stored across the world, different na-
tions have different laws and even se-
cret policies about data protection, pri-
vacy, and access to information. 

Concerns about privacy and secu-
rity will spawn yet another set of prob-
lems, with further calls for national 
identity cards, password complexity, 
the rise of biometric identifiers and 
special tokens, all of which will be an-
nounced with high hopes and great 
promises. In the end, however, these 
different approaches will simply es-
calate the war between the black hats 
that will systematically defeat each 
method and the white hats that will 
have to keep introducing new proce-
dures. The everyday person can expect 
security to become so onerous that 
the difficulty of use plus the inabil-
ity to remember all the contradictory 
passwords, specialized devices, and 
biometrics will interfere with their 
ability to get their work done. This will 
either drive them away from usage or 
encourage them to develop hacks and 
workarounds that defeat the security.

conclusion
From one perspective, the technology 
cusp might cause a retreat to walled pro-
prietary gardens with creativity thwart-
ed because almost any new idea imme-
diately runs into a thicket of patent and 
intellectual property restrictions.

But from a different perspective, 
this cusp offers a rich set of exciting 
possibilities for the development of 
devices and applications that provide 
great value. Inexpensive access to com-
munication, computation, and related 
technologies empowers individuals 
all over the world in ways never before 
possible. We already see the results in 
the development of new businesses, ef-
fective new tools for learning and self-

education, and exciting forms of litera-
ture, art, music, and theater. 

afterward
In this column, I have not identified 
explicit risks nor given the usual set 
of examples of troublesome activi-
ties. So why is this column part of the 
“Inside Risks” series? Because the 
changes all entail risks of numerous 
sorts. Any radical change in technol-
ogy introduces both new strengths in 
performance and new vulnerabilities. 
It takes a while to work them out. Af-
ter all, when millions of people start 
using the new technology, they will do 
things never before considered, and 
this isn’t even taking into account the 
numerous malware creators who will 
relish the opportunity to find and ex-
ploit weaknesses.

The growth of proprietary sys-
tems and lack of standards will stifle 
creativity, or alternatively, chan-
nel creativity into developing work-
arounds not a very productive use 
of creative developers. 

A more serious problem is that the 
large number of non-technical people 
subjected to the technological whims 
will become confused (and properly 
so). This confusion can result in two 
extreme forms of behavior. First, in 
the “I don’t trust anything” form of 
behavior, they will try to act safely by 
refusing to open or download items, 
thereby missing valuable messages as 
well as preventing upgrades to software 
and protective packages intended to 
patch vulnerabilities. Acting safely can 
be dangerous. Second, in the “I don’t 
know what all these messages mean, so 
sure, yes, whatever” mode, they will ac-
cept everything, often being rewarded 
by appropriate software upgrades or 
the receipt of information they are in-
deed seeking. But in the end, their ma-
chines will be badly compromised.

Are there other risks? Of course. 
We know two things about unexpect-
ed events. First, they always occur. 
Second, when they do occur, they are 
unexpected. 
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and recipient of a lifetime achievement award from 
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Kode Vicious  
wanton acts of Debuggery
Keep your debug messages clear, useful, and not annoying.

Dear KV,
Why is it that people who add logging 
to their programs lack the creativity 
to differentiate their log messages? If 
they all say the same thing for exam-
ple, DEBUG it is difficult to tell what 
is going on, or even why the previous 
programmer added these statements 
in the first place.

suffering from similarity

Dear suffering,
Undifferentiated noise coming from 
a program is like the sound of finger-
nails on a blackboard: it is both annoy-
ing and useless and generates in the 
listener an instinctive need to make it 
stop violently, if necessary. Of course, 
no sane programmer adds identical 
debug statements in one instance. All 
software projects last longer than their 
original designers think they should. As 
with many of the problems that plague 
long-lasting software projects, debug 
statements accrete like barnacles on 
the bottom of a boat. And just like bar-
nacles, they have to be scraped off from 
time to time. People with a modern, 
Orwellian bent call this “refactoring”; 
I prefer to call it “cleaning up the stuff 
you should have cleaned up long ago.” 
If you are very lucky, then all of these 
statements are contained under some 
sort of conditional compilation direc-
tive or if (debug) statement. If they are 
simply littered throughout the code, 
you already have a bigger problem, as 
the original coder was either insane 
or incompetent.

Good debugging statements have 
a few things in common. The first re-
quirement is that they can be turned 
off. Many parents say children should 
be seen and not heard, and the same 
goes for software. If you are not ac-
tively debugging a system, then you 
should not see debugging output fly-
ing by or being dumped unceremoni-
ously into a log file. Second, like any 
other code you are going to put into 
a program, debug statements need to 
have meaning.

In a previous column (“File-System 

Litter,” October 2011) I showed a sim-
ple Emacs macro to insert debugging 
statements that in C and C++ would 
show you at which line in a file the 
program had been executing. Know-
ing which program statement you 
have just passed is the kind of debug 
logging that should be strictly tem-
porary and, I believe, should never be 
checked into a source repository. It is 
the kind of thing that will be forgotten 
once the original programmer goes 
on to another task, and once forgot-
ten will cause great annoyance when 
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found again. If you are really going to 
keep a debug statement around, then 
it ought to be more descriptive than 
a simple line and file. It needs to say 
why it is there: Is this a critical error? 
Does it indicate a problem that re-
quires human intervention?

These two questions bring me to 
the next requirement, which is that 
of levels. If you do not break your de-
bug messages down by level, then all 
of them will seem to the people who 
later run your software to be critical 
and thus cause great consternation. 
Most programmers now differentiate 
their debug messages so they fit into 
a small number of categories: info, 
warning, and error. An info message 
is informational; it is simply telling 
someone something about the state 
of the program but does not mean 
the program made a mistake or that 
a human needs to become involved. A 
warning is more severe than an info 
message and usually indicates that 
some person needs to know about 
the status of the program. Good tar-
gets for warnings are early indica-
tions that resources such as disk 
space or memory are running low 
and that some sort of human inter-
vention such as moving or remov-
ing old log files can clear away the 
problem. An error is just that an er-
ror in the program. The error clearly 
did not make the program crash, but 
something went wrong in such a way 
that a person needs to go in and clean 
up whatever mess the program made. 
In some systems, such as real-time 
control systems, an error will stop 
the program, but as users of modern 
desktop and server software are well 
aware, many systems log errors and 
then happily go back to doing what-
ever it was they were doing before the 
error occurred.

Now that we have a reasonable set 
of possible debug messages, let me 
say a bit about involving people when 
problems do occur. I have known 
many good systems administrators in 
my time, and the thing they like least 
is to have some program wake them 
up at 3 a.m. for no good reason. In 
fact, they will curse you and your soft-
ware if it cries wolf too often. Often 
is usually measured in single digits of 
3 a.m. wake-up calls. If you are going 
to insert a debug message that has 

even the slightest potential of wak-
ing up someone in the middle of the 
night, you had better be absolutely 
sure that it is going to be important, 
and that if it is a clearable error, that 
the person who gets woken up can 
clear it and go back to sleep. Have 
you ever seen a red-eyed systems ad-
ministrator at a 9 a.m. triage meet-
ing? If you have, then you know you 
do not want to see that again. If you 
are going to log problems in such a 
way that they demand a person’s at-
tention, then you had better be abso-
lutely sure the person they annoy can 
turn them off.

KV

Dear KV,
Why are companies so cheap with test 
hardware? I just spent two weeks de-
bugging a program in the middle of the 
night because a new piece of hardware 
we bought was available only in our live 
systems. If I had this hardware to test 
with before it was deployed, the prob-
lem would have been solved in less 
than half the time.

all nighter

Dear all,
It probably will not make you feel bet-
ter if I tell you that back in the day, long 
before I was a programmer, almost all 
debugging was done in the middle of 
the night, because the hardware was 
both expensive and rare. You could not 
stop running the payroll program just 
to let someone try to fix a bug in the sys-
tem, unless that bug stopped the pay-
roll program itself from running.

Of course, in our present circum-
stances of cheap and plentiful hard-
ware, there are fewer arguments 
against buying test hardware. If I am 
dealing with a particularly cheap cli-
ent, I will simply mark the test hard-
ware as “spares,” a simple ruse to 
make the accountants happy. Every-
one knows that things break and that 
you would hate to have to wait a week 
for a spare part to show up, so you 
must keep them on hand in a test 
system near you.

There are still times, though, when 
some esoteric piece of hardware is go-
ing to be too expensive to order as a 
spare. Here is my way of estimating 

how expensive is “too expensive.” If 
the piece of hardware costs more than 
50% of your yearly wage, then it is prob-
ably too expensive to buy a test version; 
any less, and it is time to negotiate with 
management, because your time is 
also worth money. The problem is that 
many companies do not recognize that 
fact because the accounting depart-
ment does not track hours, but they do 
notice how much each piece of hard-
ware costs. If you make $100,000 per 
year, a not-unlikely figure, then your 
hourly wage is about $50. If it takes 
two weeks to fix a problem, then that 
is 80 hours, or $4,000. If the problem 
could have been fixed in half the time, 
or 40 hours, then the company could 
save $2,000. Sitting around filling out 
time sheets is something most engi-
neers, thankfully, no longer have to 
do, but it still makes some sense to pay 
attention to what your time costs in 
particular, if you are trying to convince 
management to buy hardware that it 
considers to be an extra cost.

When I work on software for a new 
piece of hardware, I always include 
test hardware in the project budget, 
because, as you have already seen, it 
is better than staying up nights to fix 
problems in production. Oh, and don’t 
believe hardware vendors when they 
say a new piece of hardware is just like 
an old piece of hardware, only better, 
stronger, or faster. Their claim might 
be true, but it is also just as likely to 
expose a bug in your deployed code. 
Make sure to get test hardware for the 
new revision as well.

KV
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H
aV e YOU  eVer  tried to con-
vince someone to love you? 
Or has anyone ever tried to 
convince you to love them? 
A person can present the 

most logical and irrefutable arguments 
in the world about how well suited you 
are, how well you get along, how many 
critical values you share, and how com-
plementary your interests and skills ap-
pear. The arguments may even be true. 
But the problem is you just don’t feel 
it, so no amount of logic ever seems 
to overcome the lack of emotion. Con-
versely, if you feel the love, no amount 
of rational calculation can dissuade 
you, as the high divorce rate attests.

Security is like that as well. There is 
a reality to it. But there is also a feeling, 
right or wrong, that undergirds it as 
well. And those emotions are suscepti-
ble to manipulation, both strategic and 
accidental. Take, for instance, the U.S. 
Department of Homeland Security, and 
the myriad additional measures that 
have been put in place in airports since 
the attacks on 9/11 in order to make 
travelers feel more secure. Perhaps 
they actually also do make them more 
secure, but not as secure in actuality as 
efforts such as instituting consistent 
profiling and background checks on 
passenger lists that still remains largely 
anathema in a putatively democratic 
society.7 Certainly committed terrorists 
could, with time and effort and ingenu-
ity, overcome the procedural efforts put 
in effect by the TSA at airports by under-
taking such deceptions as printing fake 
boarding passes.8 Or they could find 
other, less well-secured targets against 

which to perpetrate their malfeasance. 
In the face of such reality, taking off 
increasing amounts of clothes prior to 
flying serves a primarily performative 
function, designed to induce compla-
cency and a (false) sense of security. But 
as long as that feeling is real, it does not 
really matter if the reality does not exist. 
At least until these security systems fail 
to protect us from harm.

For good or ill, emotions do not al-
ways operate according to rational cal-
culations. We are all aware of the impact 
of emotion on complex political, social, 
and economic processes through its in-
fluence on world markets in both bull-
ish and bearish phases. Yet this reality 
also holds tremendous implications for 
both the public and policymakers when 
it comes to the issue of how threats af-

fect how people think and feel about 
security as well and how they act on it. 

Take again, as an example, the in-
fluence of the color-coded alert system 
instituted by the Bush administration 
after the attacks of 9/11 on the mental 
and physical health of the U.S. popu-
lation. As should be recalled, this sys-
tem graded the security threat from 
green, associated with lower threat, to 
red, associated with high threat. When 
unspecified credible threats existed, 
the administration raised the level, 
and when intelligence indicated that 
threats appeared less imminent, the 
color level was lowered. Interestingly, a 
study of approximately 2,000 New York 
City Con Edison workers who serviced 
the areas in and around Ground Zero 
for several months after the attacks 

Privacy and Security 
emotion and Security 
Examining the role of human emotional response  
in making complex security-related decisions. 
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found that lowering as well as raising 
the alert level heightened serious symp-
toms of psychological distress, includ-
ing increased arousal, depression, and 
anxiety.5 Seemingly, just making the se-
curity threat more salient increases the 
negative outcomes associated with it. 

Profiling Probability
The challenge presented by fear is that 
it does not tend to respond as proba-
bility theory might dictate. Probability 
theory suggests that a linear relation-
ship should exist between the degree 
of threat and the likelihood and sever-
ity of response. But that is not what 
occurs. The implications of such find-
ings pose a conundrum for policymak-
ers. And in the case of cyberattacks 
and cyberexploitations, the problem 
is the emotions such as fear, or anger, 
can lead individuals to pay too much 
attention to the most obvious and vis-
ible threats, such as the risk of cyber-
attack, while paying insufficient at-
tention, or completely ignoring, those 
areas where the risk is actually very 
high, and where greater vigilance real-
ly is warranted, such as the possibility 
of cyberexploitation. 

In Prospect Theory models, in-
dividuals tend to weight probability 
not in the linear fashion advocated by 
standard normative models of prob-
ability theory, but rather by subjective 
functions that overvalue certain low-
probability events, such as cybercrime, 
assigning them more psychological 
importance than they might otherwise 
merit, while simultaneously under-
weighting moderate and high-probability 
events such as cyberexploitation, ren-
dering them less psychologically influ-
ential than they actually deserve. People 
also tend to place a great deal more im-

portance on events that are deemed cer-
tain or impossible,3 suggesting in part 
why so much emphasis is often placed 
in the public debate on identifying the 
perpetrators of particular events. Cer-
tainty justifies action and response in a 
way that uncertainty does not support. 

Threats do produce some fairly 
predictable emotional responses in 
people depending on the emotion 
they elicit. The problem is it may not 
always be possible to predict which 
emotion will be generated in the face 
of any given threat by particular indi-
viduals. Evolution is a smart system, 
and some of the responses generated 
by fear, such as improved hearing and 
sight, especially in the dark, have aid-
ed survival.2 This no doubt improves 
our ability to see predators, but may 
only cause anxiety disorders when the 
attackers are distant, unknown, or un-
knowable, as is typically the case in 
the realm of cybercrime. Furthermore, 
threats elicit different emotions in dif-
ferent people, with predictable diver-
gence in downstream consequences. 
For example, women are more likely 
to experience fear, while men are 
more likely to experience anger. This 
matters because fear tends to gen-
erate withdrawal, and a tendency to 
avoid confrontations that might lead 
to an escalation of conflict, or a risk of 
blowback effects. Fear can make indi-
viduals pessimistic about their likeli-
hood of prevailing in a conflict. On the 
other hand, anger tends to be quite 
activating, making individuals seek-
ing vengeance quite optimistic about 
their prospects for victory against op-
ponents.4 Thus, policymakers will en-
gender different levels of support for 
their proposed responses depending 
on whether they frame the threat as 
one that should induce fear or anger. 

communication strategies
Nevertheless, there are certain strate-
gies that decision makers can use that 
can prove more effective in communi-
cating the appropriate level of threat 
and security risk to the public. Like 
Paul Revere’s famous ride, credible 
threats should be communicated:

˲ by an expert and trustworthy source;
˲ it should be focused on a specific 

anticipated attack;
˲ it should motivate respondents to 

act; and 

seemingly, just 
making the security 
threat more salient 
increases the 
negative outcomes 
associated with it.
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˲ it should provide specific concrete 
actions individuals should take to 
counter the threat. 

In the realm of cybercrime, more 
effective and targeted communica-
tion strategies could help private 
citizens see and understand the dif-
ference between high-profile, low-
probability events, such as non-state 
actors (terrorists) who might pen-
etrate the Pentagon or major utili-
ties, and low-profile high-probability 
events such as that presented by in-
stallation of malware on users’ ma-
chines, compromising them. Such 
targeted communications strategies 
could also clarify the likelihood and 
risks of cyberexploitation, not only for 
holders of financial and identity in-
formation, but for any company that 
holds intellectual property, whether 
that is business plans, research and 
development work, patents, or other 
private information, including medi-
cal records.

Profound threats to security, of 
whatever form, can arouse deeply 
primitive responses in  people for 
a variety of reasons, not the least of 
which is the way in which they make 
our own mortality salient to us. While 
prospects for cyberexploitation may 
not arouse thoughts of death in people 
who become victims, fear of hackers 
penetrating the launch codes of nucle-
ar arsenals might easily do so. When 
death-related thoughts are made sa-
lient to people, they display heightened 
aggression toward those who threaten 
their world view.1,6 And the group re-
sponsible for any given attack may not 
necessarily be the one targeted for the 
aggression that results from frustra-
tion and a sense of vulnerability. 

conclusion
In short, many responses, including 
preemptive responses to presumed 
threats or attacks, are emotionally 
based. These responses may not 
help protect the assets and values 
that are most important and that we 
hold most dear. In fact, overreacting 
to some threats, and not responding 
properly to others may result in our 
failing to protect ourselves as well 
as we might if we understood more 
about the nature of how uncertainty 
affects decision making and percep-
tions of actual risk. 

The academic community, as well 
as the interested and informed pub-
lic, can help by more effectively com-
municating the nature of the objec-
tive risks posed form various aspects 
of cyber threat. And, more impor-
tantly, given the myriad real threats 
and challenges that face us individu-
ally and collectively, from climate 
change to pandemic disease to ter-
rorism, more properly calibrating 
threat to response, and risk to fear in 
the area of cybersecurity, can allow 
all of us to put more time and atten-
tion into preventing and responding 
to the realistic threats that confront 
us, rather than chasing the unrealis-
tic pursuit of existential security that 
eludes us all.  
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a professor of political science at brown university in 
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Many responses, 
including preemptive 
responses to 
presumed threats 
or attacks, are 
emotionally based.

Calendar 
of Events
February 16–17
international Symposium on 
engineering Secure Software  
and Systems,
eindhoven, netherlands,
Contact: etalle Sandro,
email: s.etalle@tue.nl

February 20–22
the 6th international 
Conference on Ubiquitous 
information Management  
and Communication,
Kuala Lumpur, Malaysia,
Sponsored: SigaPP,
Contact: Sukhan Lee,
email: lsh@exce.skku.ac.kr

February 22–24
Multimedia Systems  
Conference 2012,
Chapel hill, nC,
Sponsored: SigMM,
Contact: Mohamed hafeeda,
email: mhefeeda@cs.sfu.ca,
Phone: 778-782-7577

February 22–25
india Software engineering 
Conference 2012,
Kanpur, india,
Contact: Professor Sanjeev K 
aggarwal,
email: ska@iitk.ac.in

February 28–29
twelfth workshop on Mobile 
Computing Systems and 
applications,
San Diego, Ca,
Contact: gaetano Borriello,
email: gaetano@cs.washington.
edu

February 29–March 3
the 43rd aCM technical 
Symposium on Computer 
Science education,
raleigh, nC,
Sponsored: SigCSe,
Contact: Laurie Smith King,
email: lking@holycross.edu

March 3–7
Seventeenth international 
Conference on architectural 
Support for Programming 
Languages and Operating 
Systems,
London, U.K.,
Sponsored: SigOPS, SigPLan, 
SigarCh,
Contact: timothy L. harris,
email: tharris@microsoft.com

mailto:rose_mcdermott@brown.edu
mailto:s.etalle@tue.nl
mailto:lsh@exce.skku.ac.kr
mailto:mhefeeda@cs.sfu.ca
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mailto:lking@holycross.edu
mailto:tharris@microsoft.com
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Viewpoint  
what have we Learned about 
Software engineering? 
Upon closer examination, everything old appears  
to be new again in the realm of software engineering.

I
n Late 2010, a New York Times 
headline attracted my atten-
tion: “A Pinpoint Beam Strays 
Invisibly, Harming Instead of 
Healing A Radiation Setting 

Is Wrong, and Patients are Harmed.”a 
I did not immediately learn the cause 
of the New York Times-reported in-
cident, particularly if the cause was 
software-related, but it sure seemed 
a lot like the Therac-25 story of the 
mid-1980s.2 The Therac-25 was an 
earlier medical device involved in sev-
eral accidents where some patients 
were given fatal instead of therapeu-
tic doses of radiation. I have since 
learned the problem reported in the 
Times involved passing information 
among three incompatible comput-
ers.3 We apparently never learn.

The real message of the Therac-25 
incidents was not that there was a soft-
ware bug, but that software engineers 
missed a key engineering principle in 
designing that device. Any competent 
designer should be able to build soft-
ware that detects a failure and either 
corrects it or responds in a safe man-
ner. The problem with the Therac-25 
was that a single error was compound-
ed with a second error, and the device 
was not designed to handle multiple 
points of failure. Hardware engineers 
know how to build using multiple fail-

a New York Times (Dec. 28, 2010), A1; http://www.
nytimes.com/2010/12/29/health/29radiation.
html

ure modes, something that was new to 
most software designers. 

Software failures are well docu-
mented in the literature. On June 
4, 1996 on its maiden flight, an Ari-
ane 5 rocket exploded 38 seconds af-
ter launch.5 Again, software was the 
cause. In this case, reusing unmodi-
fied software when the specifications 
for it changed and eliminating suf-
ficient tests since “the code was cor-

rect” from the earlier Ariane 4 rocket 
were part of the problem.

Lesson Learned and unlearned
The messages learned from such ex-
amples as these are critical for pro-
ducing quality software. Software is a 
critical component of just about every 
device sold today. Even less safety-crit-
ical software has problems. The com-
puter I am using to write this column 

http://www.nytimes.com/2010/12/29/health/29radiation.html
http://www.nytimes.com/2010/12/29/health/29radiation.html
http://www.nytimes.com/2010/12/29/health/29radiation.html
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speed about every two years, while at 
the same time getting cheaper. This 
has allowed inefficient and poorly 
designed programs to survive. But 
the era of ever cheaper and faster ma-
chines is rapidly ending. Heat genera-
tion and power usage have radically 
slowed down the production of ever 
faster processors since around 2005, 
and programming is becoming more 
difficult, not easier, in order to use 
new multicore processors effectively.8 
What will be needed for many applica-
tions are not under-qualified comput-
er technicians, but better-qualified 
software engineers who understand 
the implications of parallel process-
ing in addition to all the other tech-
nologies that have arisen in the quest 
for effective trustworthy software.

conclusion
As a programmer since 1962 and a 
professor of computer science since 
1971 I have tried to instill the ideals of 
the field in my students. But I find it 
very frustrating when we are still talk-
ing about the same debugging tech-
niques that were “old” when I started 
teaching in 1971. It would be like in 
astronomy where each new genera-
tion of Ph.D.’s would have to first learn 
how to grind their own lenses as Galil-
eo did 400 years ago before beginning 
their studies. How could physics and 
astronomy have progressed as much 
as they have if they were similarly re-
stricted? Yet, we seem to be stuck re-
inventing the 1970s. I would hope we 
can do better. 
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downloads a new “critical update” to 
some piece of software on my machine 
almost every day. Even my Windows 7 
operating system seems to fail almost 
daily. What have we learned about pro-
ducing good software? My general im-
pression seems to be “Not much.” As 
for the accident written up in the New 
York Times I mentioned at the begin-
ning of this column, I could find no 
reference anywhere to the similarities 
to the Therac-25 accidents. Since the 
Therac-25 accidents occurred nearly 
30 years ago, I assume it was well be-
fore most current professionals (both 
journalists and IT personnel) were ply-
ing their trade and the incidents are 
rapidly moving into the realm of an-
cient history.

So how are we in the U.S. respond-
ing to these problems? As described 

by the U.S. Bureau of Labor Statis-
tics, the largest growth in the com-
puter field will “all require substan-
tial training beyond the basic skills 
of an operator but not the scientific 
education of a computer hardware 
engineer. It isn’t necessary to have a 
Bachelor of Science degree to be con-
sidered a software engineer.”1 My in-
terpretation of this statement a con-
tinual “dumbing down” of the ability 

of most software engineers is in store 
for the future.

For years Dave Parnas has been at 
the forefront in trying to get the field 
to regard software engineering as an 
engineering discipline, in deed as well 
as in name, by emphasizing good en-
gineering principles in the curricu-
lum of a computer science or related 
program.7 However, even if success-
ful, it makes little difference if most of 
the next generation of software engi-
neers does not even have a Bachelor of 
Science degree.

What are we teaching the next 
generation of software engineers? I 
have always used the lessons of the 
Therac-25 and Ariane 5 as important 
concepts in system design. Testing, 
debugging, verification, and cod-
ing programs are important tools in 
any software engineering toolbox. 
But what are programmers actually 
using? Two examples: “…, there are 
people who find debuggers to be an 
inferior tool and who prefer to use in-
program logging, or printf, state-
ments to find out where their pro-
gram is going wrong,”4 and “Investing 
in a large amount of software testing 
can be difficult to justify, particularly 
for a startup company.”6 Those are 
concepts whose negative impact was 
well understood and taught about in 
the 1970s. Haven’t we learned any-
thing since then?

What has saved the software engi-
neer is Moore’s Law. For over 50 years 
computers have been doubling in 

i find it very 
frustrating when  
we are still talking 
about the same 
debugging  
techniques that  
were “old” when  
i started teaching  
in 1971.

mailto:mvz@cs.umd.edu
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internet DeLaYS nOw  are as common as they are 
maddening. But that means they end up affecting 
system engineers just like all the rest of us. And when 
system engineers get irritated, they often go looking 
for what’s at the root of the problem. Take Jim Gettys, 
for example. His slow home network had repeatedly 
proved to be the source of considerable frustration, so 
he set out to determine what was wrong, and he even 
coined a term for what he found: bufferbloat.

Bufferbloat refers to excess buffering inside a 
network, resulting in high latency and reduced 
throughput. Some buffering is needed; it provides 
space to queue packets waiting for transmission, thus 
minimizing data loss. In the past, the high cost of 
memory kept buffers fairly small, so they filled quickly 
and packets began to drop shortly after the link 
became saturated, signaling to the communications 

protocol the presence of congestion 
and thus the need for compensating 
adjustments. 

Because memory now is significant-
ly cheaper than it used to be, buffering 
has been overdone in all manner of net-
work devices, without consideration for 
the consequences. Manufacturers have 
reflexively acted to prevent any and all 
packet loss and, by doing so, have in-
advertently defeated a critical TCP con-
gestion-detection mechanism, with the 
result being worsened congestion and 
increased latency. 

Now that the problem has been di-
agnosed, people are working feverishly 
to fix it. This case study considers the 
extent of the bufferbloat problem and 
its potential implications. Working to 
steer the discussion is Vint Cerf, popu-
larly known as one of the “fathers of 
the Internet.” As the co-designer of the 
TCP/IP protocols, Cerf did indeed play 
a key role in developing the Internet 
and related packet data and security 
technologies while at Stanford Univer-
sity from 1972−1976 and with the U.S. 
Department of Defense’s Advanced 
Research Projects Agency (DARPA) 
from 1976−1982. He currently serves as 
Google’s chief Internet evangelist. 

Van Jacobson, presently a research 
fellow at PARC where he leads the 
networking research program, is also 
central to this discussion. Considered 
one of the world’s leading authori-
ties on TCP, he helped develop the 
random early detection (RED) queue 
management algorithm that has been 
widely credited with allowing the Inter-
net to grow and meet ever-increasing 
throughput demands over the years. 
Prior to joining PARC, Jacobson was 
a chief scientist at Cisco Systems and 
later Packet Design Networks. 

Also participating is Nick Weaver, 
a researcher at the International 
Computer Science Institute (ICSI) 
in Berkeley, where he was part of the 
team that developed Netalyzr, a tool 
that analyzes network connections, 
and has been instrumental in detect-
ing bufferbloat and measuring its im-
pact across the Internet. 

BufferBloat: 
What’s Wrong 
with the 
internet? 

Doi:10.1145/2076450.2076464
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Rounding out the discussion is Jim 
Gettys, who edited the HTTP/1.1 speci-
fication and was a co-designer of the X 
Window System. He now is a member 
of the technical staff at Alcatel-Lucent 
Bell Labs where he focuses on systems 
design and engineering, protocol design, 
and free software development.

VinT ceRf: What caused you to do the 
analysis that led you to conclude you 
had problems with your home net-
work related to buffers in intermedi-
ate devices?

JiM GeTTys: I was running some 
bandwidth tests on an old IPsec (In-
ternet Protocol Security)-like device 
that belongs to Bell Labs and observed 
latencies of as much as 1.2 seconds 
whenever the device was running as 
fast as it could. That didn’t entirely 
surprise me, but then I happened to 
run the same test without the IPsec 
box in the way, and I ended up with 
the same result. With 1.2-second la-
tency accompanied by horrible jitter, 
my home network obviously needed 
some help. The rule of thumb for good 
telephony is 150-millisecond latency 
at most, and my network had nearly 10 
times that much.

My first thought was that the prob-
lem might relate to a feature called 
PowerBoost that comes as part of my 
home service from Comcast. That led 
me to drop a note to Rich Woundy at 
Comcast since his name appears on 

the Internet draft for that feature. He 
lives in the next town over from me, so 
we arranged to get together for lunch. 
During that lunch, Rich provided me 
with several pieces to the puzzle. To 
begin with, he suggested my problem 
might have to do with the excessive 
buffering in a device in my path rather 
than with the PowerBoost feature. He 
also pointed out that ICSI has a great 
tool called Netalyzr that helps you fig-
ure out what your buffering is. Also, 
much to my surprise, he said a num-
ber of ISPs had told him they were run-
ning without any queue management 
whatsoever that is, they weren’t run-
ning RED on any of their routers or 
edge devices.

The very next day I managed to get 
a wonderful trace. I had been having 
trouble reproducing the problem I 
had experienced earlier, but since I 
was using a more recent cable modem 
this time around, I had a trivial one-
line command for reproducing the 
problem. The resulting SmokePing 
plot clearly showed the severity of the 
problem, and that motivated me to 
take a packet-capture so I could see 
just what in the world was going on. 
About a week later, I saw basically the 
same signature on a Verizon FiOS [a 
bundled home communications ser-
vice operating over a fiber network], 
and that surprised me. Anyway, it be-
came clear that what I’d been experi-
encing on my home network wasn’t 
unique to cable modems.

VinT ceRf

The key issue 
we’ve been talking 
about is that all this 
excessive buffering 
ends up breaking 
many of the timeout 
mechanisms built 
into our network 
protocols.  
That gets us to  
the question  
of just how bad  
the problem really  
is and how much 
worse it’s likely  
to get as the speeds 
out at the edge  
of the net continue 
to increase. 
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ceRf: I assume you weren’t the only 
one making noises about these sorts 
of problems?

GeTTys: I had been hearing similar 
complaints all along. In fact, Dave Reed 
[Internet network architect, now with 
SAP Labs], about a year earlier had re-
ported problems in 3G networks that 
also appeared to be caused by excessive 
buffering. He was ultimately ignored 
when he publicized his concerns, but 
I’ve since been able to confirm that Dave 
was right. In his case, he would see daily 
high latency without much packet loss 
during the day, and then the latency 
would fall back down again at night as 
flow on the overall network dropped.

Dave Clark [Internet network archi-
tect, currently senior research scientist 
at MIT] had noticed that the DSLAM 
(Digital Subscriber Line Access Multi-
plexer) his micro-ISP runs had way too 
much buffering leading to as much as 
six seconds of latency. And this is some-
thing he had observed six years earlier, 
which is what had led him to warn Rich 
Woundy of the possible problem.

ceRf: Perhaps there’s an important 
life lesson here suggesting you may 
not want to simply throw away outliers 
on the grounds they’re probably just 
flukes. When outliers show up, it might 
be a good idea to find out why.

nicK WeaVeR: But when testing for 
this particular problem, the outliers ac-
tually prove to be the good networks.

GeTTys: Without Netalyzr, I never 
would have known for sure whether 

what I’d been observing was anything 
more than just a couple of flukes. Af-
ter seeing the Netalyzr data, however, I 
could see how widespread the problem 
really was. I can still remember the day 
when I first saw the data for the Inter-
net as a whole plotted out. That was 
rather horrifying.

WeaVeR: It’s actually a pretty 
straightforward test that allowed us 
to capture all that data. In putting 
together Netalyzr at ICSI, we started 
out with a design philosophy that one 
anonymous commenter later captured 
very nicely: “This brings new meaning 
to the phrase, ‘Bang it with a wrench.’” 
Basically, we just set out to hammer on 
everything except we weren’t inter-
ested in doing a bandwidth test since 
there were plenty of good ones out 
there already.

I remembered, however, that Nick 
McKeown and others had ranted 
about how amazingly over-buffered 
home networks often proved to be, so 
buffering seemed like a natural thing 
to test for. It turns out that would also 
give us a bandwidth test as a side con-
sequence. Thus we developed a pretty 
simple test. Over just a 10-second pe-
riod, it sends a packet and then waits 
for a packet to return. Then each time 
it receives a packet back, it sends two 
more. It either sends large packets 
and receives small ones in return, or 
it sends small packets and receives 
large ones. During the last five sec-
onds of that 10-second period, it just 

JiM GeTTys

in pulling on a string 
to figure out why 
my home router 
was misbehaving so 
badly, i discovered 
that all operating 
systems—Linux, 
Windows, and 
Macintosh alike—
also are guilty 
of resorting to 
excessive buffering. 
This phenomenon 
pervades the whole 
path. you definitely 
can’t fix it at any 
single location. 
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measures the latency under load in 
comparison to the latency without 
load. It’s essentially just a simple way 
to stress out the network. 

We didn’t get around to analyzing 
all that data until a few months after 
releasing the tool. Then what we saw 
were these very pretty graphs that gave 
us reasonable confidence that a huge 
fraction of the networks we had just 
tested could not possibly exhibit good 
behavior under load. That was a very 
scary discovery.

GeTTys: Horrifying, I think.
WeaVeR: It wasn’t quite so horrifying 

for me because I’d already effectively 
taken steps to mitigate the problem on 
my own network namely, I’d paid for 
a higher class of service on my home 
network specifically to get better be-
havior under load. You can do that be-
cause the buffers are all sized in bytes. 
So if you pay for the 4x bandwidth ser-
vice, your buffer will be 4x smaller in 
terms of delay, and that ends up acting 
as a boundary on how bad things can 
get under load. And I’ve taken steps to 
reduce other potential problems by 
installing multiple access points in my 
home, for example.

GeTTys: The problem is that the next 
generation of equipment will come 
out with even larger buffers. That’s 
part of why I was having trouble ini-
tially reproducing this problem with 
DOCSIS (Data over Cable Service Inter-
face Specification) 3.0 modems. That 
is, because I had even more extreme 
buffering than I’d had before, it took 
even longer to fill up the buffer and get 
it to start misbehaving.

ceRf: What I think you’ve just out-
lined is a measure of goodness that lat-
er proved to be exactly the wrong thing 
to do. At first, the equipment manu-
facturers believed that adding more 
buffers would be a good thing, primar-
ily to handle increased traffic volumes 
and provide for fair access to capacity. 
Of course, it has also become increas-
ingly difficult to buy a chip that doesn’t 
have a lot of memory in it.

WeaVeR: Also, to the degree that peo-
ple have been testing at all, they’ve been 
testing for latency or bandwidth. The 
problem we’re discussing is one of la-
tency under load, so if you test only qui-
escent latency, you won’t notice it; and 
if you test only bandwidth, you’ll never 
notice it. Unless you’re testing specifi-

GeTTys: I would argue that point. You 
can make things “better” in some very 
limited ways. But if all you’re measur-
ing is bandwidth, then you don’t see all 
the havoc you’re creating by contribut-
ing to the failure of even routine net-
work services such as lookups of IP ad-
dresses. Those kinds of failures are now 
commonplace in part because these 
big buffers and the long delays they’re 
causing are working at odds with the 
underlying protocols.

JacoBson: You’re preaching to the 
choir, Jim.

Excess buffering largely defeats TCP’s 
congestion-avoidance mechanisms, 
which rely on a low level of timely 
packet drops to detect congestion. 
With buffering, once packets reach 
a chokepoint, they start to queue. If 
more packets come in than can be 
transmitted, the queue lengthens. The 
more packets in the queue, the higher 
the latency. Eventually packets are 
dropped, notifying the communica-
tions protocol of the congestion. 

Bufferbloat allows these queues to 
grow too long before any packets are 
dropped. As a result, the buffers be-
come flooded with packets and then 
take time to drain before they can allow 
in any additional packets. All the end 
user sees of this is slowed response. 
Services that require low latency such 
as network gaming, VoIP, or chat pro-
grams can slow to the point of be-
coming unusable.

Also, because of the widespread na-
ture of the problem, there are growing 
concerns that the stability of the Inter-
net itself could be compromised.

ceRf: The key issue we’ve been talking 
about is that all this excessive buffering 
ends up breaking many of the timeout 
mechanisms built into our network 
protocols. That gets us to the question 
of just how bad the problem really is 
and how much worse it’s likely to get 
as the speeds out at the edge of the Net 
continue to increase. I’d assume the 
problem is only going to get worse as 
the buffers start to fill up even faster.

WeaVeR: No, actually, that will make 
things better. While it’s true that the 
larger problem has to do with buffers 
that are too big, if you look at your 

cally for behavior under load, you won’t 
even be aware this is happening.

Van JacoBson: I think there’s a 
deeper problem. We know the cause 
of these big queues is data piling up 
wherever there’s a fast-to-slow tran-
sition in the network. That generally 
happens either going from the Inter-
net core out to a subscriber (as with 
YouTube videos) or from the sub-
scriber back into the core, where a fast 
home network such as a 54-megabit 
wireless hits a slow 1- to 2-megabit In-
ternet connection.

In Jim’s case, a Linux machine de-
faulted to about a megabyte of data in 
transit, which amounts to several sec-
onds worth of delay over a 2-megabit 
line. That’s the way Linux ships, and 
that’s the way the YouTube servers 
come configured out of the box. Un-
less those things get reconfigured, they 
send a megabyte.

All that data flows through the net-
work until it piles up at the subscriber 
link. If some manufacturer were to pro-
duce a home router with a very small 
buffer, data would get thrown away, and 
that manufacturer would very quickly 
get a reputation for making crummy 
routers. Then a competitor would be 
sure to say, “That router has a 90% loss 
rate, so you want my box instead since 
it’s got enough memory to avoid losing 
anything at all.” That’s how we end up 
with marketplace pressure on manu-
facturers to put bigger and bigger buf-
fers into their equipment. 

GeTTys: This is not just a phenom-
enon at the broadband edge. In the 
course of pulling on a string to figure 
out why my home router was misbe-
having so badly, I discovered that all 
our operating systems Linux, Win-
dows, and Macintosh alike also are 
guilty of resorting to excessive buffer-
ing. This phenomenon pervades the 
whole path. You definitely can’t fix it at 
any single location.

JacoBson: Think of this as the net-
work version of “Mutually Assured 
Destruction.” Unless you can get ev-
erybody to cooperate on reducing the 
buffers for every piece of equipment, 
the right strategy for any provider is to 
increase its buffer. You can make your 
WiFi work better if you put more buffer 
into it. That’s also the way to make your 
router work better and to make your 
end system work better.
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own situation in terms of time rather 
than capacity and you can manage to 
double the performance on your link, 
then you ought to be able to cut your 
delay by half.

ceRf: Good point. The issue here 
seems to revolve around how long it 
takes for the buffer to fill up. If it’s on 
a slow line, it’s going to take forever, 
and then the buffer is going to hold all 
that stuff and permanently impair the 
round-trip time.

GeTTys: The fundamental observa-
tion, however, is a bit subtler in that 
there actually is no single right size 
for a buffer. Think about wireless, for 
example, where you can easily have 
two or three orders of magnitude vari-
ance in bandwidth. We have broad-
band systems that can run as much as 
100 megabits or more, but at the low 
end, they provision only 10 megabits 
or less. That’s an order-of-magnitude 
swing right there. No single static size 
makes sense all the time.

WeaVeR: What’s even worse is that if 
you think about it in terms of time
such that you size the buffer for X 
milliseconds rather than X kilobytes 
(which you can do with just a little 
more logic) that still doesn’t entirely 
do the job. It gives you a 90% solution 
because that will still induce some la-
tency under load. It will be bounded 
just to the point where it’s about the 
maximum latency or about the mini-
mum latency under load for a simple 
queue if you’re still looking to achieve 
full-TCP throughput.

JacoBson: It won’t even work with 
Jim’s WiFi example. Move your WiFi re-
ceiver two inches and your throughput 
can go from 100 megabits down to a 
megabit, which means your queue de-
lay will go up by a factor of 100. There’s 
just no static buffer-management strat-
egy and no static buffer size that 
will work in that situation.

ceRf: That suggests anything that’s 
going to work will have to be dynamic 
and adaptable. But it also raises the odd 
problem that your device at the edge 
of the Net might end up communicat-
ing with devices at various locations 
in the network with different path dy-
namics. That gets to a question about 
how you go about observing flows and 
distinguishing between them. Is that 
something that would become neces-
sary if we were to move at all toward dy-

that R&D aimed at maximizing the 
bandwidth between supercomputer 
centers. Remember that most of the 
network research in the U.S. has been 
funded so far by the NSF (National 
Science Foundation) with the goal of 
demonstrating very high bandwidth 
between academic institutions. This is 
great for the .01% of the Internet com-
munity that has those links available to 
them, but it doesn’t do much good for 
the billion other people in the world 
who have 2-megabit or less.

We’ve put a lot of effort into pro-
tocol, router, and algorithm develop-
ment that makes it possible for a single 
TCP to saturate a 40-gigabit link, but 
we haven’t put anything even remotely 
like that effort into producing usable 
cellphone data links, DSL links, or 
home-cable links. That’s where the re-
ally hard problem is because it requires 
that you start to think about how the 
buffering actually works and how it 
turns into latency.

ceRf: We actually are circling around 
the fact that this is a hard problem be-
cause of the environment. We should 
talk about whether we have a crisis on 
our hands right now and, if so, what’s to 
be done about it. 

GeTTys: We don’t even know wheth-
er the current state of things is going to 
remain stable. I get very nervous when 
I consider the spasmodic behavior of 
just a single TCP flow, with all these 
wild excursions going on much of the 
time. It certainly seems to me that our 
current situation is not at all static.

We’re seeing many new applica-
tions such as streaming video and 
off-site system backup, for example
that are far more likely to saturate the 
links. All these applications are starting 
to become much more routine at the 
same time that Windows XP is retiring. 
That’s actually a significant milestone 
because Windows XP didn’t imple-
ment window scaling, so it tended not 
to saturate links in quite the same way 
as anything released more recently. 
Maybe I’m being paranoid, but I really 
don’t like what I’m seeing right now.

WeaVeR: Does any major TCP stack 
exist now that doesn’t do proper win-
dow scaling and so doesn’t saturate ev-
erything up to a near-gigabit link?

GeTTys: I think they all do window 
scaling now at least anything more re-
cent than Windows XP. Windows, Mac 

namically adapting the buffer delay (if 
I might be permitted to use that term 
rather than buffer size) for all the vari-
ous flows you might be trying to engage 
with at any given time?

JacoBson: No. What you’ve actu-
ally got moving around on the Internet 
are packets, and it’s hard to tell which 
packets constitute a “flow.” What we 
do know, however, is that the data piles 
up wherever there’s a fast-to-slow tran-
sition, and nowhere else. The router 
on the upstream end of that transition 
knows there’s a big honking queue pil-
ing up. If you can somehow mitigate 
the queue at the point where you can 
actually see it forming, or at least signal 
the endpoints about the queue they’re 
creating and tell them they need to deal 
with that, you don’t need to do any sort 
of complicated flow analysis.

ceRf: Could this queue show up any-
where on the Net, and not just at the 
edges?

JacoBson: Theoretically, yes. But I 
think that theoretical conclusion has 
impeded a lot of work in this area be-
cause it leads people to think about the 
problem as potentially being anywhere. 
Yet the economics of the Internet tends 
to ensure a very high-bandwidth core 
where we aggregate traffic from a lot of 
low-bandwidth links. Remember also 
that the individual subscribers from 
whom you’re aggregating aren’t corre-
lated, so as you add together their dif-
ferent traffic streams, the traffic tends 
to get smoother. This is the point Nick 
McKeown made a few years ago when 
he was talking about excessive buffering 
in the core. There’s really no need for 
humongous buffers there since you’re 
dealing with these huge aggregates, re-
sulting in traffic that’s pretty smooth.

WeaVeR: The other issue regarding 
the Internet core is that the buffer gets 
to be really expensive once you start 
talking about 10-gigabit-plus links. 
Interestingly, if you talk to the Inter-
net2 folks, their complaints about core 
routers have to do with there not being 
enough buffering, since their test in-
volves single-stream TCP or few-stream 
TCP throughput on 10-gigabit links. 
For that, you actually do need a good 
amount of buffering, but that’s just not 
economically feasible right now for a 
lot of those core routers.

JacoBson: But that is something else 
that has impeded progress here all 
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OS X, and Linux are all very happy to run 
up to multigigabit speeds.

JacoBson: But the packet output 
isn’t driven by window scaling. Window 
scaling just gives you room to expand 
the window, but it expands only if the 
system defaults to a large window. For 
years, the default window was sized to 
fit the roughly 100-millisecond/1-mb-
ps TCP paths you typically found back 
then. At some point over the past five or 
six years, people have decided that the 
common path ought to be considered 
a gigabit or more. As a consequence, 
the buffer size has been bumped up to 
more than a megabyte.

WeaVeR: Unfortunately, that’s al-
most exactly the case. If you look at my 
house, in fact, going from my comput-
er to the file server, I’ve got a gig link at 
10-plus milliseconds.

JacoBson: Have you done the experi-
ment of varying the window size and 
then looking at throughput to your file 
server as a function of the window size 
to see whether or not you actually need 
the megabyte?

WeaVeR: No, I have not.
JacoBson: Well, I have, and the 

bandwidth flattops at an eight-packet 
window. I’m talking about a Linux file 
server running a very current kernel. 
Typically, the situation is that you’re in 
a home environment with large band-
width and very short delays, or you’re 
going out over the Internet where 
you’re going to encounter small band-
width and much longer delays often 

10 times or more longer than what 
you have at home. You could pick a 
window size that was appropriate for 
the Internet something like 100 ki-
lobytes, which is 10 kilobits into 100 
milliseconds and that would work 
more than adequately for your home 
environment as well.

But that just isn’t what we see any-
more. Instead, we ship several mega-
bytes, and that’s when you hear the 
complaint: “Oh my God, I’m seeing a 
second of delay.” Well, yes, of course. 
That’s how your system is configured.

GeTTys: What’s more, you find that 
sort of thing in several different plac-
es. The operating system itself may 
have problems. If you look at the de-
vice drivers, you’ll find they’ve also 
grown some very large buffers of their 
own. Basically, whenever you look in-
side any of our current operating sys-
tems, you’ll find a recurring theme of 
bufferbloat at multiple layers. 

That’s actually part of the problem: 
people are thinking of this as a system 
of layers, where they don’t have to wor-
ry about how everything actually works, 
either above them or below them. They 
aren’t really thinking through all the 
consequences of what they’re doing
and it shows!

If we do indeed face an impending 
crisis, what’s to be done? Bufferbloat 
presents a hard problem, with no sin-
gle right solution. And making head-

Van JacoBson

We’ve put a lot 
of effort into 
protocol, router, 
and algorithm 
development that 
makes it possible 
for a single TcP  
to saturate  
a 40-gigabit link,  
but we haven’t  
put anything 
remotely like that 
effort into producing 
usable links for 
cellphone data, 
DsL, or home cable. 
That’s the hard 
problem because  
it requires you  
think about how  
the buffering 
actually works  
and how it turns  
into latency. 
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way to mitigate the current situation 
will require a multipronged effort that 
involves ISPs, operating system imple-
menters, application vendors, and 
equipment manufacturers.

Since network hardware is clearly a 
primary culprit, it would seem that re-
ducing buffer size is all that ought to 
really be necessary. But buffer size can-
not be configured on most routers and 
switches. Nor can buffer size be static. 
It must be sized dynamically, meaning 
that both hardware and software mod-
ifications will be required. 

There also are some new queue-
management algorithms that are cur-
rently being studied. Although the clas-
sic RED queue-management approach 
serves as a starting point for some of 
this research, it is not itself equal to 
the present challenge. Still, efforts to 
create an improved version of RED are 
already under way.

ceRf: It certainly sounds as though 
equipment with smaller buffers would 
help keep a lot of the worst cases 
from occurring simply because there 
wouldn’t be enough buffer space to 
create as much of a problem. The other 
possibility, I guess, would be to provide 
a way to discard backed-up packets 
and send a summary report back to the 
source of congestion whenever you see 
queues building up. But that gets to this 
awkward problem of not knowing what 
the source of the congestion might be 

nicK WeaVeR

To the degree 
that people have 
been testing at 
all, they’ve been 
testing for latency 
or bandwidth. The 
problem we’re 
discussing is one of 
latency under load, 
so if you test only 
quiescent latency, 
you won’t notice it; 
and if you test only 
bandwidth, you’ll 
never notice it. 

unless you’re monitoring source/desti-
nation pair traffic or something along 
those lines. Given that we now seem to 
know something about the nature of 
the problem, can you speculate a little 
on what, if anything, might be done to 
attack it?

JacoBson: The approach you just 
described was the basic idea behind 
RED: whenever you’ve got a big queue, 
you should notify one or more of the 
endpoints that there’s a problem so 
they will reduce the window, which in 
turn will reduce the queue. That pro-
vides an alternative to tracking flows, 
which at best is a very state-intensive 
problem. And with IPv6, it can turn 
into an impossible problem because 
someone who doesn’t want to be po-
liced will just spread traffic over a zil-
lion addresses, and there’s no way 
to detect whether those are separate 
flows or all coming from a single user.

Instead of trying to infer the flows, 
you might just pick a uniformly dis-
tributed random number and, when 
the packet with that number comes 
up, mark or drop it. So if, say, 90% of 
the packets come from one source, you 
would have a 90% probability that the 
dropped packet is from that source.

WeaVeR: There’s also a cool little idea 
out of Case Western Reserve University 
for handling queue management re-
motely. Basically, their observation is 
that if you are on the path that all the 
traffic passes through for example, 
the NAT (network address translation) i
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that’s separate from the cable mo-
dem you can track delay increase. 
Once the delay increase gets above a 
threshold of, say, 100 milliseconds, you 
can start using the RED approach for 
queue management or whatever it is 
you need to do to get the traffic to back 
off. The problem with this, however, is 
that it provides only an 80% solution 
for the telephony crowd.

JacoBson: If I understand what is 
being proposed there, you’re putting 
in an appliance to measure delay, but 
if you’re looking at aggregated traffic, 
you don’t know how it de-aggregates.

WeaVeR: That’s partially why this pro-
posal focused on the home gateway. Ba-
sically, there aren’t all that many large 
flows going through your NAT box at 
any point in time.

JacoBson: But if you’re on the gate-
way, you’ve already got the queue, so 
you don’t need any state at all. The 
queue is its own state.

GeTTys: One of the reasons queue 
management is even being consid-
ered for home networks is because 
so many of the broadband networks 
don’t provide any. I recently read a pa-
per that indicated as much as 30% of 
residential broadband networks run 
without any queue management what-
soever. That leaves it to the home rout-
ers to handle the problem. Then we’ve 
got the additional complication of 
the huge dynamic range presented by 
wireless. Van has told me that classic 
RED cannot be used to address that 
particular problem.

ceRf: I’m trying to think about how 
we might start moving toward a solu-
tion. It seems there are at least three 
different pieces to consider. First, 
there’s the party who’s suffering the 
effects of bufferbloat in, say, a residen-
tial setting. Then there’s the service 
provider that, I believe, really wants to 
provide a better quality of service for its 
customers. Finally, there are all those 
equipment and software vendors that 
might be persuaded to address the 
problem if they thought it would make 
the ISPs and end users happier.

The question is: under what condi-
tions might we get all those parties to 
cooperate? Or is this going to remain 
largely a research problem?

WeaVeR: Well, there have been a 
couple of cases where the application 
vendors concluded they were caus-

ing too much damage and therefore 
started making changes. BitTorrent 
is the classic example. It is shifting to 
delay-based congestion control specifi-
cally to: (a) be friendlier to TCP because 
most of the data carried by BitTorrent 
really is lower-priority stuff; and (b) 
mitigate the “you can’t run BitTorrent 
and Warcraft at the same time” prob-
lem. So, there’s some hope.

GeTTys: Right. There are also a num-
ber of queue-management algorithms 
other than classic RED that we’re ready 
to start experimenting with. Van is 
working with Kathie Nichols [founder 
and CEO of Pollere Inc., specializing 
in network architecture and perfor-
mance] on something they’re calling 
RED Lite, and we hope to start playing 
around with that soon. There’s also a 
queue-management algorithm called 
SFB (Stochastic Fair Blue) that’s been 
implemented in Linux and we’re now 
getting ready to try it out.

A number of us are trying now to set 
up OpenWrt (a Linux-based program 
for embedded devices) so we can build, 
at least as a proof of principle, a home 
router that’s well behaved and might 
even function reasonably well. 

JacoBson: There’s also a separate 
piece that’s important to understand. 
Because there is no static answer to this 
problem, there’s no answer that’s right 
for all environments, and any answer 
needs to evolve over time. People need 
some no-brainer, easy-to-use measure-
ment tools that say, “Your home rout-
er’s delay is getting really bad.”

For example, one group that’s mas-
sively affected by this bufferbloat prob-
lem is YouTube. It’s in a position to ob-
serve the congestion at the upstream 
end of the residential links. It would be 
really simple to add instrumentation to 
their servers to measure the buffering 
delay on each video sent out and then 
associate that with the destination IP 
address. That could be viewed at the 
individual level (via the player), the pre-
fix level, or the network level to provide 
some understanding of where the de-
lays are occurring.

GeTTys: The only place where the 
problem really matters is where you 
hit that point of bandwidth transition. 
Anywhere else, the excessive buffering 
might not matter at all, apart from be-
ing a waste of memory. But out at the 
edge of the network, we’re certainly 

getting hurt pretty badly right now. 
That applies to the operating systems, 
the home routers, the broadband gear 
you find in people’s homes, and the 
broadband gear that’s installed at the 
ISP end. So, among those four places, 
we certainly ought to focus on produc-
ing some simple tools that can help 
people identify where their problems 
are coming from.

JacoBson: I have four family mem-
bers in my household. It used to be 
that none of us watched video over the 
Net, but now everybody watches video 
or plays games over the Net, or tries to 
do both at the same time. It only takes 
one person watching YouTube while 
somebody else is watching Netflix to 
completely saturate the Internet-to-
home link.

That’s not the fault of YouTube or 
Netflix or anybody in the household. 
It’s just the way people are using the In-
ternet now. This is a problem we need 
to fix so that people can continue using 
the Internet the ways they’ve grown ac-
customed to.

The bufferbloat problem is likely to 
worsen as the demand grows for Inter-
net-intensive activities such as stream-
ing video and remote data backup and 
storage, with the online user experi-
ence bound to deteriorate as a conse-
quence. The problem is most visible at 
the edge of the network, but evidence 
of it can also be found in the Internet 
core, in corporate networks, and in 
the boundaries between ISPs. Besides 
calling for simple tools that people 
can use to find and measure buffer-
bloat, active queue management for 
all devices is also in order. The best 
algorithm for the job remains to be de-
termined, however. 
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you Don’t 
Know Jack 
about shared 
Variables 
or Memory 
Models

a gOOgLe SearCh for “threads are evil” generates 
18,000 hits, but threads—evil or not—are ubiquitous. 
Almost all of the processes running on a modern 
Windows PC use them. Software threads are typically 
how programmers get machines with multiple  
cores to work together to solve problems faster.  
And often they are what allow user interfaces to 
remain responsive while the application performs  
a background calculation. 

Threads are multiple programs running at the same 
time but sharing variables. Typically, every thread 

can access all of the application’s 
memory. Shared variables are either 
the core strength of threads or the root 
of their evil, depending on your per-
spective. They allow threads to com-
municate easily and quickly, but they 
also make it possible for threads to get 
in each other’s way. 

Although shared variables are at the 
core of most programs, even experts 
are often confused about the rules for 
using them. Consider the following 
simple example.

To implement a function incr that 
increments a counter x, your first at-

Doi10.1145/2076450.2076465

  Article development led by 
        queue.acm.org

Data races are evil.
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tempt might be

void incr()
{
   x++;
}

Many would immediately object 
that this isn’t guaranteed to pro-
duce the correct answer when called 
by multiple threads. The statement 
x++ is equivalent to x=x+1, which 
amounts to three steps: Getting the 
value of x; adding one; and writing 
the result back to x. In the unlikely 

case that two threads coincidentally 
perform these in lockstep, they will 
both read the same value, both add 
one to it, and then both write the 
same value, incrementing x by only 
one instead of two. A call to incr() 
does not behave atomically; it is vis-
ible to the user that it is composed 
of different steps. (Atomicity means 
different things to different com-
munities; our use is called isolation 
by database folks.) 

We might address the problem by 
using a mutex, which can be locked 
by only one thread at a time: 

void incr() 
{ 
 mtx.lock(); 
 x++; 
 mtx.unlock(); 
} 

In Java, this might look like 

void incr()
{
 synchronized(mtx) {
  x++;
 }
}

http://SHUTTERSTOCK.COM
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or perhaps just 

synchronized void incr()
{
 x++;
}

 
Those would all work correctly, but 

mutex calls can be slow, so the result 
may run slower than desired.

What if we are concerned only 
about getting an approximate count? 
What if we just leave off the mutex, 
and settle for some inaccuracy? What 
could go wrong?

To begin with, we observed that 
some actual code incrementing such a 
counter in two threads without a mutex 
routinely missed about half the counts, 
probably a result of unfortunate tim-
ing caused by communication be-
tween the processors’ caches. It could 
be worse. A thread could do nothing 
but call incr() once, loading the val-
ue zero from x at the beginning, get 
suspended for a long time, and then 
write back one just before the program 
terminates. This would result in a final 
count of one, no matter what the other 
threads did.

Those are the cases that are less sur-
prising and easier to explain. The final 
count can also be too high. Consider a 
case in which the count is bigger than 
a machine word. To avoid dealing with 
binary numbers, assume we have a 
decimal machine in which each word 
holds three digits, and the counter x 
can hold six digits. The compiler trans-
lates x++ to something like 

tmp_hi = x_hi; 
tmp_lo = x_lo; 
(tmp_hi, tmp_lo)++; 
x_hi = tmp_hi; 
x_lo = tmp_lo; 

where tmp_lo and tmp_hi are machine 
registers, and the increment operation 
in the middle would really involve sev-
eral machine instructions. 

Now assume that x is 999 (x_hi = 
0, and x_lo = 999), and two threads, 
a blue and a red one, each increment 
x as shown in Figure 1 (remember 
that each thread has its own copy of 
the machine registers tmp_hi and 
tmp_lo). The blue thread runs almost 
to completion; then the red thread 
runs all at once to completion; finally 

the blue thread runs its last step. The 
result is that we incremented 999 
twice to get 2000. This is difficult to 
explain to a programmer who doesn’t 
understand precisely how the code is 
being compiled. 

The fundamental problem is that 
multiple threads were accessing x 
at the same time, without proper 
locking or other synchronization to 
make sure that one occurred after the 
other. This situation is called a data 
race which really is evil! We will get 
back to avoiding data races without 
locks later. 

another Racy example
We have only begun to see the prob-
lems caused by data races. Here is an 
example commonly tried in real code. 
One thread initializes a piece of data 
(say, x) and sets a flag (call it done) 
when it finishes. Any thread that later 
reads x first waits for the done flag, as 
in Figure 2. What could possibly go 
wrong? 

This code may work reliably with 
a “dumb” compiler, but any “clever” 
optimizing compiler is likely to break 
it. When the compiler sees the loop, 
it is likely to observe that done is 
not modified in the loop (that is, it is 
“loop-invariant”). Thus, it gets to as-
sume that done does not change in 
the loop. 

Of course, this assumption isn’t ac-
tually correct for our example, but the 
compiler gets to make it anyway, for 
two reasons: compilers were tradition-
ally designed to compile sequential, 
not multithreaded code; and because, 
as we will see, even modern multi-
threaded languages continue to allow 
this, for good reason. 

Thus, the loop is likely to be trans-
formed to 

tmp = done; while (!tmp) {} 

or maybe even 

tmp = done; if (!tmp) while (true) {}
 

In either case, if done is not already 
set when a red thread starts, the red 
thread is guaranteed to enter an 
infinite loop. 

Assume we have a “dumb” compiler 
that does not perform such transfor-
mations and compiles the code exactly 

although shared 
variables are  
at the core of  
most programs,  
even experts  
are often confused 
about the rules  
for using them. 
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as written. Depending on the hard-
ware, this code can still fail. 

The problem this time is that the 
hardware may optimize the blue 
thread. Nearly all processor architec-
tures allow stores to memory to be 
saved in a buffer visible only to that 
processor core before writing them 
to memory visible to other processor 
cores.2 Some, such as the ARM chip 
that is probably in your smartphone, 
allow the stores to become visible to 
other processor cores in a different 
order. On such a processor the blue 
thread’s write to done may become 
visible to the red thread, running on 
another core, before the blue thread’s 
write to x. Thus, the red thread may 
see done set to true, and the loop 
may terminate before it can retrieve 
the proper value of x. Thus, when the 
red thread accesses x, it may still get 
the uninitialized value. 

Unlike the original problem of 
reading done once outside the loop, 
this problem will occur infrequently, 
and may well be missed during test-
ing. 

Again the core problem here is that 
although the done flag is intended to 
prevent simultaneous accesses to x, it 
can itself be simultaneously accessed 
by both threads. And data races are 
evil! 

Bits and Bytes
So far, we have talked only about data 
races in which two threads access ex-
actly the same variable, or object field, 
at the same time. That has not always 
been the only concern. According to 
some older standards, when you de-
clare two small fields b1 and b2 next 
to each other, for example, then up-
dating b1 could be implemented with 
the following steps: 

1. Load the machine word contain-
ing both b1 and b2 into a machine reg-
ister. 

2. Update the b1 piece in the ma-
chine register. 

3. Store the register back to the lo-
cation from which it was loaded. 

Unfortunately, if another thread 
updates b2 just before the last step, 
then that update is overwritten by 
the last step and effectively lost. If 
both fields were initially zero, and 
one thread executed b1 = 1, while the 
other executed b2 = 1, b2 could still 

be zero when they both finished. Al-
though the original program was well 
behaved and had no data races, the 
compiler added an implicit update to 
b2 that created a data race.

This kind of data-race insertion 
has been clearly disallowed in Java for 
a long time. The recently published 
C++11  and C11 standards also disal-
low it. We know of no Java implemen-
tations with such problems, nor do 
modern C and C++ compilers general-
ly exhibit precisely this problem. Un-
fortunately, many do introduce data 
races under certain obscure, unlikely, 
and unpredictable conditions. This 
problem will disappear as C++11 and 
C11 become widely supported.

For C and C++, the story for bit-
fields is slightly more complicated. 
We’ll discuss that more, later. 

and the Real Rules are…
The simplest view of threads, and the 
one we started with, is that a multi-
threaded program is executed by in-
terleaving steps from each thread. 
Logically the computer executes a step 
from one thread, then picks another 
thread, or possibly the same one, ex-
ecutes its next step, and so on. This is 
a sequentially consistent execution. 

As already shown, real machines 
and compilers sometimes result in 
non-sequentially consistent execu-
tions: for example, when the assign-
ment to a variable and a done flag are 
made visible to other threads out of 
order. Sequential consistency, how-

ever, is critical in understanding the 
behavior of real shared variables, for 
two reasons: 

˲ Essentially all modern languages 
(Java, C++11, C11) do in fact promise 
sequential consistency for programs 
without data races. This guarantee is 
normally violated by a few low-level 
language features notably, Java’s 
lazySet() and C++11 and C11’s ex-
plicit memory_order... specifications, 
which are easy to avoid (with the pos-
sible exception of OpenMP’s atomic 
directive) and which we’ll mostly ig-
nore here. Most programmers will 
also want to ignore these features. 

˲ So far we have been a bit impre-
cise about what constitutes a data 
race. Since this has now become a crit-
ical part of our programming rules, we 
can make it more precise as follows: 
two memory operations conflict if they 
access the same memory location and 
at least one of the accesses is a write. 
For our purposes, a memory location 
is a unit of memory that is separately 
updatable. Normally every scalar (un-
structured) variable or field occupies 
its own memory location; each can be 
independently updated. Contiguous 
sequences of C or C++ bit fields, how-
ever, normally share a single location; 
updating one potentially interferes 
with the others.

Two conflicting data operations 
form a data race if they are from dif-
ferent threads and can be executed “at 
the same time.” But when is this pos-
sible? Clearly that depends on how 

figure 1. Two interleaved multi-word increments.

tmp_hi = x_hi; 
tmp_lo = x_lo; 
(tmp_hi, tmp_lo)++;   // tmp_hi = 1, tmp_lo = 0 
x_hi = tmp_hi;        // x_hi = 1, x_lo = 999, x = 1999 
          x++;        // red runs all steps 
                      // x_hi = 2, x_lo = 0, x = 2000 
x_lo = tmp_lo;        // x_hi = 2, x_lo = 0 

figure 2. Waiting on a flag. 

Blue Thread other Threads

x = ...; 
done = true;

while (!done) {} 
... = x;
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shared variables behave, which we’re 
trying to define.

We break this circularity by con-
sidering only sequentially consistent 
executions: two conflicting operations 
in a sequentially consistent execution 
execute at the same time, if one ap-
pears immediately after the other in 
that execution’s interleaving. Now we 
can say that a program is data race
free if none of its sequentially consis-
tent executions has a data race.

Here we have defined a data race 
in terms of data operations explicitly 
to exclude synchronization operations 
such as locking and unlocking a mu-
tex. Two operations on the same mu-
tex do not introduce a data race if they 
appear next to each other in the inter-
leaving. Indeed, they could not useful-
ly control simultaneous data accesses 
if concurrent accesses to the mutexes 
were disallowed.

Thus, the basic programming mod-
el is: 

˲ Write code such that data races 
are impossible, assuming that the im-
plementation follows sequential con-
sistency rules. 

˲ The implementation then guaran-
tees sequential consistency for such 
code (assuming that the low-level fea-

tures previously mentioned are avoid-
ed).

This is very different from promis-
ing full sequential consistency for all 
programs; our earlier examples are 
not guaranteed to work as expected, 
since they all have data races. None-
theless, when writing a program, 
there is no need to think explicitly 
about compiler or hardware memory 
reordering; we can still reason entirely 
in terms of sequential consistency, as 
long as we follow the rules and avoid 
data races. 

This has some consequences that 
often surprise programmers. Con-
sider the program in Figure 3, where 
x and y are initially false. When rea-
soning about whether this has a data 
race, we observe that there is no se-
quentially consistent execution (that 
is, no interleaving of thread steps) in 
which either assignment is executed. 
Thus, there are no pairs of conflicting 
operations, and hence certainly no 
data races. 

Work at a higher Level
So far, our programming model still 
has us thinking of interleaving thread 
execution at the memory-access or in-
struction level. Data races are defined 

in terms of accesses to memory loca-
tions, and sequential consistency is 
defined in terms of interleaving in-
divisible steps, which are effectively 
machine instructions. This is an en-
tirely new complication. A program-
mer writing sequential code does not 
need to know about the granularity 
of machine instructions and whether 
memory is accessed a byte or a word at 
a time. 

Fortunately, once we insist on data-
race-free programs, this issue disap-
pears. A very useful side effect of our 
model is that a thread’s synchroniza-
tion-free regions appear indivisible or 
atomic. Thus, although our model is 
defined in terms of memory locations 
and individual steps, there is really no 
way to tell what those steps and mem-
ory locations are without introducing 
data races.

More generally, data-race-free pro-
grams always behave as though they 
were interleaved only at synchroniza-
tion operations, such as mutex lock/
unlock operations. If this were not the 
case, synchronization-free code sec-
tions from different threads would ap-
pear to interleave as in figures 4 and 5.

In the first case (Figure 4), no such 
interleaved code sections contain 
conflicting operations, and each sec-
tion effectively operates on its own 
separate set of memory locations. The 
instruction interleaving is entirely 
equivalent to one in which these code 
sections execute one after the other as 
shown in the figure, with the only vis-
ible interleaving at synchronization 
operations (not shown).

In the second case (Figure 5), two 
code sections contain conflicting op-
erations on the same memory loca-
tion. In this case there is an alternate 
interleaving in which the conflicting 
operations appear next to each other, 
and a data race is effectively exhibited, 
as shown. Thus, this cannot happen 
for data-race-free programs.

This means that, for a data-race-
free program, any section of code 
containing no synchronization opera-
tions behaves as though it executes 
atomically (that is, all at once) without 
being affected by other threads and 
without another thread being able to 
see any variable values occurring in 
the middle of that code section. Thus, 
insisting on data-race-free programs 

figure 4. conflict-free interleaving is not observable. 

r1 = x;
 r2 = y;
v = r1;
 w = r2;
z = 2;

r1 = x;
v = r1;
z = 2;
 r2 = y;
 w = r2;

figure 5. interleaving with conflict implies a data race.

r1 = x;
 r2 = y;
v = r1;
 w = r2;
y = 2;

r1 = x;
v = r1;
 r2 = y;
y = 2;
 w = r2;

adjacent conflicting operations;
data race}

figure 3. is there a data race if initially x = y = false?

Blue Thread Red Thread

if (x) y = true; if (y) x = true; 
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has some pleasant consequences: 
˲ We no longer care whether mem-

ory is updated a byte or a word at a 
time. Properly written code can’t tell 
any more than it could for sequential 
code. 

˲ Library calls that do not use inter-
nal synchronization behave as if they 
execute in a single step. The interme-
diate states cannot be seen by another 
thread. Thus, such libraries can con-
tinue to specify only the overall effect 
of making a call, not which intermedi-
ate values might be taken by variables. 
Of course, that is what we have been 
doing all along, but it really makes 
sense only with data-race freedom. 

˲ Reasoning about multithreaded 
programs is still hard, but without 
data races, it’s not as hard as people 
often claim. In particular, we don’t 
have to care about all possible ways of 
interleaving threads’ instructions. At 
most, we care about the interleavings 
of synchronization-free regions. 

Of course, all of these properties 
require that the program be data-race-
free. Today, detecting and avoiding 
data-race bugs can be far from easy. 
Later we discuss recent progress to-
ward making it easier. 

In particular, to ensure data-race-
freedom, it suffices to ensure that syn-
chronization-free code sections that 
run at the same time neither write, nor 
read and write, the same variables. 
Thus, we can prune a significant num-
ber of instruction-level interleavings 
that need to be explored for this pur-
pose. 

Libraries can be (and generally 
are) designed to cleanly partition the 
responsibility for avoiding data races 
between library and client code. In 
the client code, we reason about data 
races at the level of logical objects, 
not memory locations. When decid-
ing whether it is safe to call two library 
routines simultaneously, we need to 
make sure only that they don’t both ac-
cess the same object, or if they do, that 
neither access modifies the object. It 
is the library’s responsibility to make 
sure that accesses to logically distinct 
objects do not introduce a data race 
as a result of unprotected accesses to 
some internal hidden memory loca-
tions. Similarly, it is the library’s re-
sponsibility to make sure that reading 
an object doesn’t introduce an inter-

nal write to the object that can create 
a data race. 

With the data-race-free approach, 
library-implemented container data 
types can behave as built-in integers 
or pointers; the programmer does 
not need to be concerned with what 
goes on inside. As long as two differ-
ent threads don’t access the same 
container at the same time, or they are 
both read accesses, the implementa-
tion remains hidden. 

Again, while all of these proper-
ties simplify reasoning about paral-
lel code, they assume that the library 
writer and the client are responsible 
for obeying the prescribed disciplines. 

But What if Locks are Too slow?
The most common way to avoid data 
races is to use mutexes to ensure mu-
tual exclusion between code sections 
accessing the same variable. In cer-
tain contexts, other synchronization 
mechanisms such as OpenMP’s barri-
ers are more appropriate. Experience 
has shown, however, that such mecha-
nisms are insufficient in a few cases. 
Mutexes don’t work well with signal or 
interrupt handlers, and they often in-
volve significant overhead, even if they 
have started to get faster on recent 
processors. 

Unfortunately, many environ-
ments, such as Posix threads, have 
not provided any real alternatives so 
people cheat. Pthreads code common-
ly contains data races, which are typi-
cally claimed to be “benign.” Some 
of these are outright bugs, in that the 
code, as currently compiled, will fail 
with small probability. The rest often 
risk getting “miscompiled” by compil-
ers that either outright assume there 
are no data races4 and are hence mis-
led by bad assumptions or that just 
produce some of the surprising effects 
previously discussed. 

To escape this dilemma, most 
modern programming languages pro-
vide a way to declare synchronization 
variables. These behave as ordinary 
variables, but since accesses to them 
are considered to be synchronization 
operations, not data operations, syn-
chronization variables can be safely 
accessed from multiple threads with-
out creating a data race. In Java, a 
volatile int is an integer that can 
be accessed concurrently from multi-

When writing  
a program,  
there is no need 
to think explicitly 
about compiler  
or hardware 
memory reordering; 
we can still reason 
entirely in terms 
of sequential 
consistency,  
as long as  
we follow  
the rules and  
avoid data races.  
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ple threads. In C++11, you would write 
atomic<int> instead (volatile 
means something subtly different in 
C or C++). 

Compilers treat synchronization 
variables specially, so our basic pro-
gramming model is preserved. If there 
are no data races, threads still behave 
as though they execute in an inter-
leaved fashion. Accessing a synchro-
nization variable is a synchronization 
operation, however; code sequences 
extending across such accesses no 
longer appear indivisible. 

Synchronization variables are 
sometimes the right tool for very sim-
ple shared data, such as the done flag 
in Figure 2. The only data race here 
is on the done flag, so simply declar-
ing that as a synchronization variable 
fixes the problem. 

Remember, however, that synchro-
nization variables are difficult to use 
for complex data structures, since 
there is no easy way to make multiple 
updates to a data structure in one 
atomic operation. Synchronization 
variables are not replacements for 
mutexes.

In cases such as that shown in Fig-
ure 2, synchronization variables often 
avoid most of the locking overhead. 
Since they are still too expensive, both 
C++11 and Java provide some explicit 
experts-only mechanisms that allow 
you to relax the interleaving-based 
model, as mentioned before. Unlike 
programming with data races, it is 
possible to write correct code that 
uses these mechanisms, but our ex-
perience is that few people actually 
get this right. Our hope is that future 
hardware will reduce the need for it
and hardware is already getting better 
at this. 

Real Languages
Most real languages fit our basic mod-
el. C++11 and C11 provide exactly this 
model. Data races have “undefined 
behavior;” they are errors in the same 
sense as an out-of-bounds array ac-
cess. This is often referred to as catch
fire semantics for data races (though 
we do not know of any cases in which 
machines have actually caught fire as 
the result of a data race). 

Although catch-fire semantics are 
sometimes still controversial, they are 
hardly new. The Ada 83 and 1995 Posix 

thread specifications are less precise, 
but took basically the same position.

C++11 and C11 provide synchro-
nization variables as atomic<t> and 
_Atomic(t), respectively. In addition 
to reading and writing these variables, 
they support some simple indivisible 
compound operations; for example, 
incrementing a synchronization 
(atomic) variable with the “++” opera-
tor is an indivisible operation.

The situation for managed lan-
guages is more complex, mostly be-
cause of the security requirements 
they add to support untrusted code. 
Java fully supports our programming 
model, but it also, with only limited 
success, attempts to provide some 
guarantees for programs with data 
races. Although data races are not 
officially errors, it is now clear that 
we cannot precisely define what pro-
grams with data races actually mean.8 
Data races remain evil. 

Toward a future Without evil?
We have discussed how the absence 
of data races leads to a simple pro-
gramming model supported by com-
mon languages. There simply does 
not appear to be any other reasonable 
alternative.1 Unfortunately, one sticky 
problem remains: guaranteeing data-
race-freedom is still difficult. Large 
programs almost always contain bugs, 
and often those bugs are data races. 
Today’s popular languages do not pro-
vide any usable semantics to such pro-
grams, making debugging difficult. 

Looking forward, it is imperative 
that we develop automated tech-
niques that detect or eliminate data 
races. Indeed, there is significant 
recent progress on several fronts: 
dynamic precise detection of data 
races;5,6 hardware support to raise an 
exception on a data race;7 and lan-
guage-based annotations to eliminate 
data races from programs by design.3 
These techniques guarantee that the 
considered execution or program has 
no data race (allowing the use of the 
simple model), but they still require 
more research to be commercially vi-
able. Commercial products that de-
tect data races have begun to appear 
(for example, Intel Inspector), and 
although they do not guarantee data-
race-freedom, they are a big step in 
the right direction. We are optimistic 

that one way or another, we will (we 
must!) conquer evil (data races) in the 
near future. 
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COMPUter-SYSteM LOgS  provide a glimpse into the 
states of a running system. Instrumentation occasion-
ally generates short messages that are collected in  
a system-specific log. The content and format of logs  
can vary widely from one system to another and even 
among components within a system. A printer driver 

might generate messages indicating 
that it had trouble communicating 
with the printer, while a Web server 
might record which pages were re-
quested and when.

As the content of the logs is varied, 
so are their uses. The printer log might 
be used for troubleshooting, while the 
Web-server log is used to study traffic 
patterns to maximize advertising rev-
enue. Indeed, a single log may be used 
for multiple purposes: information 
about the traffic along different net-
work paths, called flows, might help a 
user optimize network performance 
or detect a malicious intrusion; or call-
detail records can monitor who called 
whom and when, and upon further 
analysis can reveal call volume and drop 
rates within entire cities.

This article provides an overview 
of some of the most common applica-
tions of log analysis, describes some of 

the logs that might be analyzed and the 
methods of analyzing them, and eluci-
dates some of the lingering challenges. 
Log analysis is a rich field of research; 
while it is not our goal to provide a lit-
erature survey, we do intend to provide a 
clear understanding of why log analysis 
is both vital and difficult.

Many logs are intended to facilitate 
debugging. As Brian Kernighan wrote 
in Unix for Beginners in 1979, “The most 
effective debugging tool is still care-
ful thought, coupled with judiciously 
placed print statements.” Although to-
day’s programs are orders of magnitude 
more complex than those of 30 years 
ago, many people still use printf to log 
to console or local disk, and use some 
combination of manual inspection and 
regular expressions to locate specific 
messages or patterns. 

The simplest and most common use 
for a debug log is to grep for a specific 

advances and 
challenges in 
Log analysis

Doi:10.1145/2076450.2076466

  Article development led by 
        queue.acm.org

Logs contain a wealth of information to help 
manage systems.

By aDaM oLineR, aRchana GanaPaThi, anD Wei Xu

http://queue.acm.org


56    coMMunicaTions of The acM    |   FeBRuARY 2012  |   VoL.  55  |   No.  2

practice

message. If a server operator believes 
that a program crashed because of a 
network failure, then he or she might 
try to find a “connection dropped” mes-
sage in the server logs. In many cases, it 
is difficult to figure out what to search 
for, as there is no well-defined mapping 
between log messages and observed 
symptoms. When a Web service sud-
denly becomes slow, the operator is un-
likely to see an obvious error message 
saying, “ERROR: The service latency in-
creased by 10% because bug X, on line 
Y, was triggered.” Instead, users often 
perform a search for severity keywords 
such as “error” or “failure”. Such sever-
ity levels are often used inaccurately, 
however, because a developer rarely has 
complete knowledge of how the code 
will ultimately be used.

Furthermore, red-herring messages 
(for example, “no error detected”) may 
pollute the result set with irrelevant 
events. Consider the following message 
from the BlueGene/L supercomputer:

YY-MM-DD-HH:MM:SS NULL RAS 
BGLMASTER FAILURE ciodb exit-
ed normally with exit code 0

The FAILURE severity word is unhelp-
ful, as this message may be generated 
during nonfailure scenarios such as sys-
tem maintenance.

When a developer writes the print 
statement of a log message, it is tied 
to the context of the program source 
code. The content of the message, how-
ever, often excludes this context. With-
out knowledge of the code surround-
ing the print statement or what led 
the program onto that execution path, 
some of the semantics of the message 
may be lost that is, in the absence of 
context, log messages can be difficult 
to understand.

An additional challenge is that log 
files are typically designed to represent 
a single stream of events. Messages 
from multiple sources, however, may be 
interleaved both at runtime (from mul-
tiple threads or processes) and statically 
(from different modules of a program). 
For runtime interleaving, a thread ID 
does not solve the problem because a 
thread can be reused for independent 
tasks. There have been efforts to in-
clude message contexts automatically 
(X-Trace,4 Dapper12) or to infer them 
from message contents,15 but these can-

not completely capture the intents and 
expectations of the developer.

The static interleaving scenario is 
more challenging because different 
modules may be written by different 
developers. Thus, a single log message 
may have multiple interpretations. 
For example, a “connection lost” mes-
sage might be of great importance to 
the author of the system networking 
library, but less so for an application 
author who is shielded from the error 
by underlying abstractions. It is often 
impossible for a shared-library author 
to predict which messages will be use-
ful to users.

Logging usually implies some inter-
nal synchronization. This can compli-
cate the debugging of multithreaded 
systems by changing the thread-inter-
leaving pattern and obscuring the prob-
lem. (This is an example of a so-called 
heisenbug.) A key observation is that a 
program behaves nondeterministically 
only at certain execution points, such as 
clock interrupts and I/O. By logging all 
the nondeterministic execution points, 
you can faithfully replay the entire pro-
gram.7,14 Replay is powerful because you 
can observe anything in the program by 
modifying the instrumentation prior 
to a replay. For concurrent programs 
or those where deterministic execution 
depends on large amounts of data, how-
ever, this approach may be impractical.

Log volume can be excessive in a 
large system. For example, logging every 
acquire and release operation on a lock 
object in order to debug lock contention 
may be prohibitively expensive. This dif-
ficulty is exacerbated in multimodule 
systems, where logs are also heteroge-
neous and therefore even less amenable 
to straightforward analysis. There is an 
inherent cost to collecting, storing, sort-
ing, or indexing a large quantity of log 
messages, many of which might never 
be used. The return on investment for 
debug logging arises from its diagnostic 
power, which is difficult to measure.

Some users need aggregated or sta-
tistical information and not individual 
messages. In such cases, they can log 
only aggregated data or an approxima-
tion of aggregated data and still get a 
good estimate of the required statis-
tics. Approximation provides statisti-
cally sound estimates of metrics that 
are useful to machine-learning analy-
ses such as PCA (principal component 

Log analysis can 
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or debug system 
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understanding 
a system’s 
performance  
is often related  
to understanding 
how the resources 
in that system  
are used.
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analysis) and SVM (support vector ma-
chine8). These techniques are critical 
in networked or large-scale distributed 
systems, where collecting even a single 
number from each component carries 
a heavy performance cost. This illus-
trates the potential benefits of tailoring 
instrumentation to particular analyses.

Machine-learning techniques, es-
pecially anomaly detection, are com-
monly used to discover interesting log 
messages. Machine-learning tools usu-
ally require input data as numerical 
feature vectors. It is nontrivial to convert 
free-text log messages into meaningful 
features. Recent work analyzed source 
code to extract semi-structured data 
automatically from legacy text logs and 
applied anomaly detection on features 
extracted from logs.15 On several open 
source systems and two Google produc-
tion systems, the authors were able to 
analyze billions of lines of logs, accurate-
ly detect anomalies often overlooked by 
human eyes, and visualize the results in a 
single-page decision-tree diagram.

Challenges remain in statistical 
anomaly detection. Even if some mes-
sages are abnormal in a statistical 
sense, there may be no further evi-
dence on whether these messages are 
the cause, the symptom, or simply 
innocuous. Also, statistical methods 
rely heavily on log quality, especially 
whether “important” events are logged. 
The methods themselves do not define 
what could be “important.”

Static program analysis can help dis-
cover the root cause of a specific mes-
sage by analyzing paths in the program 
that could lead to the message. Static 
analysis can also reveal ways to improve 
log quality by finding divergence points, 
from which program execution might 
enter an error path; such points are ex-
cellent candidates for logging instru-
mentation.16 Static analysis techniques 
are usually limited by the size and com-
plexity of the target system. It takes 
hours to analyze a relatively simple pro-
gram such as Apache Web Server. Heu-
ristics and domain knowledge of the 
target system usually make such analy-
ses more effective.

Performance
Log analysis can help optimize or debug 
system performance. Understanding a 
system’s performance is often related 
to understanding how the resources in 

that system are used. Some logs are the 
same as in the case of debugging, such 
as logging lock operations to debug a 
bottleneck. Some logs track the use of 
individual resources, producing a time 
series. Resource-usage statistics often 
come in the form of cumulative use per 
time period (for example, b bits trans-
mitted in the last minute). One might 
use bandwidth data to characterize net-
work or disk performance, page swaps 
to characterize memory effectiveness, 
or CPU utilization to characterize load-
balancing quality.

Like the debugging case, perfor-
mance logs must be interpreted in 
context. Two types of contexts are espe-
cially useful in performance analysis: 
the environment in which the perfor-
mance number occurs and the work-
load of the system.

Performance problems are often 
caused by interactions between compo-
nents, and to reveal these interactions 
you may have to synthesize information 
from heterogeneous logs generated by 
multiple sources. Synthesis can be chal-
lenging. In addition to heterogeneous 
log formats, components in distributed 
systems may disagree on the exact time, 
making the precise ordering of events 
across multiple components impossi-
ble to reconstruct. Also, an event that is 
benign to one component (for example, 
a log flushing to disk) might cause seri-
ous problems for another (for example, 
because of the I/O resource conten-
tion). As the component causing the 
problem is unlikely to log the event, it 
may be hard to capture this root cause. 
These are just a few of the difficulties 
that emerge.

One approach to solving this prob-
lem is to compute influence, which in-
fers relationships between components 
or groups of components by looking for 
surprising behavior that is correlated in 
time.10 For example, bursty disk writes 
might correlate in time with client com-
munication errors; a sufficiently strong 
correlation suggests some shared influ-
ence between these two parts of the sys-
tem. Influence can quantify the interac-
tion between components that produce 
heterogeneous logs, even when those 
logs are sparse, incomplete, and with-
out known semantics and even when 
the mechanism of the interaction is 
unknown. Influence has been applied 
to production systems ranging from 

autonomous vehicles such as Stanley13 
(where it helped diagnose a danger-
ous swerving bug10) to supercomputers 
such as BlueGene/L1 (where it was able 
to analyze logs from more than 100,000 
components in real time9).

Methods that trace a message or re-
quest as it is processed by the system 
are able to account for the order of 
events and the impact of workload. For 
example, requests of one type might be 
easily serviceable by cached data, while 
requests of another type might not be. 
Such tracing methods often require 
supporting instrumentation but can be 
useful for correctness debugging in ad-
dition to understanding performance.

A salient challenge in this area is the 
risk of influencing the measurements 
by the act of measuring. Extensive log-
ging that consumes resources can com-
plicate the task of accounting for how 
those resources are used in the first 
place. The more we measure, the less 
accurately we will understand the per-
formance characteristics of the system. 
Even conservative tracing mechanisms 
typically introduce unacceptable over-
head in practice.

One approach to reduce the perfor-
mance impact of logging is to sample. 
The danger is that sampling may miss 
rare events. If you have millions or even 
billions of sampled instances of the 
same program running, however, you 
may be able to maintain a low sampling 
rate while still capturing rare events.

An efficient implementation of sam-
pling techniques requires the ability to 
turn individual log sites on and off with-
out restarting execution. Older systems 
such as DTrace require statically instru-
mented log sites.2 Recent advances in 
program rewriting can be used to instru-
ment arbitrary sites in program binaries 
at runtime. One recent effort in this 
direction is Fay, a platform for the col-
lection, processing, and analysis of soft-
ware execution traces3 that allows users 
to specify the events they want to mea-
sure, formulated as queries in a declara-
tive language; Fay then inserts dynamic 
instrumentation into the running sys-
tem, aggregates the measurements, and 
provides analysis mechanisms, all spe-
cific to those queries. When applied to 
benchmark codes in a distributed sys-
tem, Fay showed single-digit percentage 
overheads. Dynamic program rewriting 
combined with sampling-based logging 
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will likely be a key solution to problems 
requiring detailed logs at scale.

security
Logs are also used for security appli-
cations, such as detecting breaches 
or misbehavior, and for performing 
postmortem inspection of security in-
cidents. Depending on the system and 
the threat model, logs of nearly any 
kind might be amenable to security 
analysis: logs related to firewalls, login 
sessions, resource utilization, system 
calls, network flows, and so on.

Intrusion detection often requires 
reconstructing sessions from logs. 
Consider an example related to in-
trusion detection that is, detecting 
unauthorized access to a system (see 
the figure here). When a user logs 
into a machine remotely via SSH, that 
machine generates log entries corre-
sponding to the login event. On Mac 
OS X, these look like the messages as 
depicted in the accompanying figure 
(timestamp and hostname omitted) 
that show a user named user47 access-
ing the machine interactively from a 
specific IP address and port number.

Common sense says these logout 
messages match the previous login 
messages because the hexadecimal 
session numbers match (0x3551e2); 
we know the second of these lines, 
which does not include the session 
number, is part of the logout event 
only because it is sandwiched between 
the other two. There is nothing syntac-
tic about these lines that would reveal, 
a priori, that they are somehow associ-
ated with the lines generated at login, 
let alone each other.

In other words, each message is evi-
dence of multiple semantic events, in-
cluding the following: the execution of 
a particular line of code, the creation 
or destruction of an SSH session, and 
the SSH session as a whole.

A log analyst interested in security 
may then ask the deceptively simple 
question: Does this SSH session consti-
tute a security breach?

The answer may depend on a num-
ber of factors, among them: Have there 
been an abnormally large number of 
failed login attempts recently? Is the 
IP address associated with user47 fa-
miliar? Did user47 perform any sus-
picious actions while the session was 
active? Is the person with username 
user47 on vacation and thus should 
not be logging in? 

Note that only some of these ques-
tions can be answered using data in the 
logs. You can look for a large number of 
failed login attempts that precede this 
session, for example, but you cannot 
infer user47’s real identify, let alone his 
or her vacation schedule. Thus, a par-
ticular analysis works on logs that are 
commensurate with the type of attack 
they wish to detect; more generally, the 
power of an analysis is limited by the in-
formation in the logs.

Log analysis for security may be sig-
nature based, in which the user tries to 
detect specific behaviors that are known 
to be malicious; or anomaly based, 
in which the user looks for deviation 
from typical or good behavior and flags 
this as suspicious. Signature methods 
can reliably detect attacks that match 
known signatures, but are insensitive to 
attacks that do not. Anomaly methods, 
on the other hand, face the difficulty of 
setting a threshold for calling an anom-
aly suspicious: too low, and false alarms 
make the tool useless; too high, and at-
tacks might go undetected.

Security applications face the distin-
guishing challenge of an adversary. To 
avoid the notice of a log-analysis tool, 
an adversary will try to behave in such a 
way that the logs generated during the 
attack look exactly or approximately
the same as the logs generated during 

correct operation. An analysis cannot 
do much about incomplete logs. Devel-
opers can try to improve logging cover-
age,16 making it more difficult for adver-
saries to avoid leaving evidence of their 
activities, but this does not necessarily 
make it easier to distinguish a “healthy” 
log from a “suspicious” one.

Prediction
Log data can be used to predict and pro-
vision for the future. Predictive models 
help automate or provide insights for 
resource provisioning, capacity plan-
ning, workload management, schedul-
ing, and configuration optimization. 
From a business viewpoint, predictive 
models can guide marketing strategy, 
ad placement, or inventory management.

Some analytical models are built 
and honed for a specific system. Ex-
perts manually identify dependencies 
and relevant metrics, quantify the re-
lationships between components, and 
devise a prediction strategy. Such mod-
els are often used to build simulators 
that replay logs with anticipated work-
load perturbations or load volumes in 
order to ask what-if questions. Exam-
ples of using analytical models for per-
formance prediction exist on I/O sub-
systems, disk arrays, databases, and 
static Web servers. This approach has 
a major practical drawback, however, 
in that real systems change frequently 
and analysis techniques must keep up 
with these changes.

Although the modeling techniques 
may be common across various sys-
tems, the log data mined to build the 
model, as well as the metrics predicted, 
may differ. For example, I/O subsystem 
and operating-system instrumentation 
containing a timestamp, event type, 
CPU profile, and other per-event met-
rics can be used to drive a simulator to 
predict I/O subsystem performance. 
Traces that capture I/O request rate, 
request size, run count, queue length, 
and other attributes can be leveraged to 
build analytical models to predict disk-
array throughput.

Many analytical models are single 
tier: one model per predicted metric. In 
other scenarios a hierarchy of models is 
required to predict a single performance 
metric, based on predictions of other 
performance metrics. For example, Web 
server traces containing timestamps, 
request type (GET vs. POST), bytes re-

The first three messages.

sshd[12109]: Accepted keyboard-interactive/pam for user47 from 
171.64.78.25 port 49153 ssh2
com.apple.SecurityServer[22]: Session 0x3551e2 created
com.apple.SecurityServer[22]: Session 0x3551e2 attributes 0x20
…
com.apple.SecurityServer[22]: Session 0x3551e2 dead
com.apple.SecurityServer[22]: Killing auth hosts
com.apple.SecurityServer[22]: Session 0x3551e2 destroyed



practice

FeBRuARY 2012  |   VoL.  55  |   No.  2  |   coMMunicaTions of The acM     59

quested, URI, and other fields can be 
leveraged to predict storage response 
time, storage I/O, and server memory. 
A model to predict server response time 
under various load conditions can be 
composed of models of the storage 
metrics and server memory. As another 
example, logs tracking record accesses, 
block accesses, physical disk transfers, 
throughputs, and mean response times 
can be used to build multiple levels of 
queuing network models to predict the 
effect of physical and logical design de-
cisions on database performance.

One drawback of analytical models 
is the need for system-specific domain 
knowledge. Such models cannot be 
seamlessly ported to new versions of the 
system, let alone to other systems. As 
systems become more complex, there 
is a shift toward using statistical mod-
els of historical data to anticipate future 
workloads and performance.

Regression is the simplest statistical 
modeling technique used in prediction. 
It has been applied to performance 
counters, which measure execution 
time and memory subsystem impact. 
For example, linear regression ap-
plied to these logs was used to predict 
execution time of data-partitioning 
layouts for libraries on parallel proces-
sors, while logistic regression was used 
to predict a good set of compiler flags. 
CART (classification and regression 
trees) used traces of disk requests speci-
fying arrival time, logical block number, 
blocks requested, and read/write type to 
predict the response times of requests 
and workloads in a storage system.

Both simple regression and CART 
models can predict a single metric per 
model. Performance metrics, howev-
er, often have interdependencies that 
must each be predicted to make an in-
formed scheduling or provisioning de-
cision. Various techniques have been 
explored to predict multiple metrics 
simultaneously. One method adapts 
canonical correlation analysis to build 
a model that captures interdependen-
cies between a system’s input and per-
formance characteristics, and leverages 
the model to predict the system’s per-
formance under arbitrary input. Recent 
work used KCCA (kernel canonical cor-
relation analysis) to model a parallel 
database system and predict execution 
time, records used, disk I/Os, and other 
such metrics, given query character-

istics such as operators used and esti-
mated data cardinality.6 The same tech-
nique was adapted to model and predict 
performance of map-reduce jobs.5

Although these techniques show the 
power of statistical learning techniques 
for performance prediction, their use 
poses some challenges.

Extracting feature vectors from 
events logs is a nontrivial, yet critical, 
step that affects the effectiveness of a 
predictive model. Event logs often con-
tain non-numeric data (for example, 
categorical data), but statistical tech-
niques expect numeric input with some 
notion of distributions defined on the 
data. Converting non-numeric informa-
tion in events into meaningful numeric 
data can be tedious and requires do-
main knowledge about what the events 
represent. Thus, even given a predic-
tion, it can be difficult to identify the 
correct course of action.

Predictive models often provide a 
range of values rather than a single 
number; this range sometimes repre-
sents a confidence interval, meaning 
the true value is likely to lie within that 
interval. Whether or not to act on a pre-
diction is a decision that must weigh 
the confidence against the costs (that 
is, whether acting on a low-confidence 
prediction is better than doing noth-
ing). Acting on a prediction may depend 
on whether the log granularity matches 
the decision-making granularity. For 
example, per-query resource-utilization 
logs do not help with task-level sched-
uling decisions, as there is insufficient 
insight into the parallelism and lower-
level resource-utilization metrics.

Reporting and Profiling
Another use for log analysis is to pro-
file resource utilization, workload, 
or user behavior. Logs that record 
characteristics of tasks from a clus-
ter’s workload can be used to profile 
resource utilization at a large data 
center. The same data might be lever-
aged to understand inter-arrival times 
between jobs in a workload, as well as 
diurnal patterns.

In addition to system management, 
profiling is used for business analytics. 
For example, Web-server logs character-
ize visitors to a Web site, which can yield 
customer demographics or conversion 
and drop-off statistics. Web-log analysis 
techniques range from simple statistics 

Predictive models 
often provide a 
range of values 
rather than a 
single number; this 
range sometimes 
represents a 
confidence interval, 
meaning the true 
value is likely to lie 
within that interval.
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that capture page popularity trends to 
sophisticated time-series methods that 
describe access patterns across multi-
ple user sessions. These insights inform 
marketing initiatives, content hosting, 
and resource provisioning.

A variety of statistical techniques 
have been used for profiling and re-
porting on log data. Clustering algo-
rithms such as k-means and hierarchi-
cal clustering group similar events. 
Markov chains have been used for pat-
tern mining where temporal ordering 
is essential.

Many profiling and alerting tech-
niques require hints in the form of 
expert knowledge. For example, the k-
means clustering algorithm requires 
the user either to specify the number of 
clusters (k) or to provide example events 
that serve as seed cluster centers. Other 
techniques require heuristics for merg-
ing or partitioning clusters. Most tech-
niques rely on mathematical represen-
tations of events, and the results of the 
analysis are presented in similar terms. 
It may then be necessary to map these 
mathematical representations back 
into the original domain, though this 
can be difficult without understanding 
the log semantics.

Classifying log events is often 
challenging. To categorize system 
performance, for example, you may 
profile CPU utilization and memory 
consumption. Suppose you have a per-
formance profile for high CPU utiliza-
tion and low memory consumption, 
and a separate profile of events with 
low CPU utilization and high memory 
consumption; when an event arrives 
containing low CPU utilization and 
low memory consumption, it is un-
clear to which of the two profiles (or 
both) it should belong. If there are 
enough such events, the best choice 
might be to include a third profile. 
There is no universally applicable rule 
for how to handle events that straddle 
multiple profiles or how to create such 
profiles in the first place.

Although effective for grouping 
similar events and providing high-
level views of system behavior, pro-
files do not translate directly to op-
erationally actionable insights. The 
task of interpreting a profile and 
using it to make business decisions, to 
modify the system, or even to modify the 
analysis, usually falls to a human.

Logging infrastructures
A logging infrastructure is essential for 
supporting the variety of applications 
described here. It requires at least two 
features: log generation and log storage. 

Most general-purpose logs are unstruc-
tured text. Developers use printf and 
string concatenations to generate mes-
sages because these primitives are well 
understood and ubiquitous. This kind 
of logging has drawbacks, however. 
First, serializing variables into text is ex-
pensive (almost 80% of the total cost of 
printing a message). Second, the analy-
sis needs to parse the text message, 
which may be complicated and expensive.

On the storage side, infrastructures 
such as syslog aggregate messages 
from network sources. Splunk indexes 
unstructured text logs from syslog and 
other sources, and it performs both 
real time and historical analytics on the 
data. Chukwa archives data using Ha-
doop to take advantage of distributed 
computing infrastructure.11

Choosing the right log-storage solu-
tion involves the following trade-offs:

˲ Cost per terabyte (upfront and 
maintenance)

˲ Total capacity
˲ Persistence guarantees
˲ Write access characteristics (for ex-

ample, bandwidth and latency)
˲ Read access characteristics (ran-

dom access vs. sequential scan)
˲ Security considerations (access 

control and regulation compliance)
˲ Integration with existing infra-

structure
There is no one-size-fits-all policy for 

log retention. This makes choosing and 
configuring log solutions a challenge. 
Logs that are useful for business intel-
ligence are typically considered more 
important than debugging logs and 
thus are kept for a longer time. In con-
trast, most debug logs are stored for as 
long as possible but without any reten-
tion guarantee, meaning they may be 
deleted under resource pressure.

Log-storage solutions are more use-
ful when coupled with alerting and 
reporting capabilities. Such infrastruc-
tures can be leveraged for debugging, 
security, and other system-manage-
ment tasks. Various log-storage solu-
tions facilitate alerting and reporting, 
but they leave many open challenges 
pertaining to alert throttling, report ac-
celeration, and forecasting capabilities.

Profiles do not 
translate directly 
to operationally 
actionable  
insights. The task  
of interpreting  
a profile and using 
it to make business 
decisions, to modify 
the system,  
or even to modify 
the analysis,  
usually falls  
to a human. 
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conclusion
The applications and examples in 
this article demonstrate the degree 
to which system management has be-
come log-centric. Whether used for 
debugging problems or provisioning 
resources, logs contain a wealth of in-
formation that can pinpoint, or at least 
implicate, solutions.

Although log-analysis techniques 
have made much progress recently, 
several challenges remain. First, as sys-
tems become increasingly composed of 
many, often distributed, components, 
using a single log file to monitor events 
from different parts of the system is dif-
ficult. In some scenarios logs from en-
tirely different systems must be cross-
correlated for analysis. For example, 
a support organization may correlate 
phone-call logs with Web-access logs to 
track how well the online documenta-
tion for a product addresses frequently 
asked questions and how many custom-
ers concurrently search the online doc-
umentation during a support call. Inter-
leaving heterogeneous logs is seldom 
straightforward, especially when time-
stamps are not synchronized or present 
across all logs and when semantics are 
inconsistent across components.

Second, the logging process itself 
requires additional management. 
Controlling the verbosity of logging is 
important, especially in the event of 
spikes or potential adversarial behav-
ior, to manage overhead and facili-
tate analysis. The logging mechanism 
should also not be a channel to prop-
agate malicious activity. It remains a 
challenge to minimize instrumenta-
tion overhead while maximizing infor-
mation content.

A third challenge is that although 
various analytical and statistical mod-
eling techniques can mine large quan-
tities of log data, they do not always 
provide actionable insights. For exam-
ple, statistical techniques could reveal 
an anomaly in the workload or that the 
system’s CPU utilization is high but 
not explain what to do about it. The in-
terpretation of the information is sub-
jective, and whether the information 
is actionable or not depends on many 
factors. It is important to investigate 
techniques that trade off efficiency, ac-
curacy, and actionability.

There are several promising research 
directions. Since humans will likely re-

main a part of the process of interpret-
ing and acting on logs for the foresee-
able future, advances in visualization 
techniques should prove worthwhile. 

Program analysis methods, both 
static and dynamic, promise to in-
crease our ability to automatically  
characterize the interactions and cir-
cumstances that caused a particular 
sequence of log messages. Recent work 
aims to modify existing instrumenta-
tion so that logs are either more ame-
nable to various kinds of analysis or 
provide more comprehensive informa-
tion. Although such modifications are 
not always possible, insights into how 
to generate more useful logs are often 
accompanied by insights in how to 
analyze existing logs. Mechanisms to 
validate the usefulness of log messages 
would improve log quality, making log 
analysis more efficient.

As many businesses become in-
creasingly dependent on their com-
puting infrastructure not to mention 
businesses where the computing infra-
structure or the services they provide 
are the business itself so does the 
importance of this relationship. We 
have seen a rise in tools that try to infer 
how the system influences users: how 
latency affects purchasing decisions; 
how well click patterns describe user 
satisfaction; and how resource-sched-
uling decisions change the demand 
for such resources. Conversely, recent 
work suggests that user activity can be 
useful for system debugging. Further 
exploration of the relationships be-
tween user behavior (workload) and 
system behavior may prove useful for 
understanding what logs to use, when, 
and for what purpose.

These research directions, as well as 
better logging standards and best prac-
tices, will be instrumental in improving 
the state of the art in log analysis. 
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Text-Mining 
the Voice of 
the People

Doi:10.1145/2076450.2076467

Statistical techniques help public leaders  
turn text in unstructured citizen feedback  
into responsive e-democracy. 

By nichoLas eVanGeLoPouLos anD Lucian Visinescu 

aS reCent aDVanCeS in information and communication 
technologies continue to reshape the relationship 
between governments and citizens, opportunities 
emerge at both ends. Citizens route their voices 
through new electronic channels, hoping to have  
their opinions heard at any time from any place.  
Governments can listen, understand, and adapt to 
social changes as they unfold. But what technologies 
would allow governments and citizens alike to  
make the most of it? Incorporating such input into 
administrative processes is not always straightforward. 
Citizen input data reflects a variety of unstructured 
formats, including mobile phone SMS messages  
and online text submissions. New approaches to  
the analysis of such unstructured data promise to  
offer solutions that amplify the citizens’ voice,  
ensuring it is heard by government. 

In recent years, best practices in governance 
have expanded to include Internet and wireless 
technologies that help governments improve the 
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quality of services to their citizens. 
These technologies also leverage a 
new kind of citizen empowerment, al-
lowing direct participation in political 
discourse. Consequently, the political 
vocabulary has been enriched with 
terms like e-government and e-democ-
racy. E-government is typically defined 
as the use of innovative ICTs (such as 
Web-based applications and applica-
tions based on wireless devices) that 
aim to provide citizens and businesses 
with convenient, high-quality access to 
government information and services.6 
The main players in e-government sys-
tems are politicians who enact laws; 
public administrators who translate 
the law into domain-specific regula-
tions and processes; programmers 
who implement these processes by 
designing and implementing related 
systems; and citizens who are end us-
ers of the systems.21 

The evolution of e-government sys-
tems is captured by different imple-
mentation stages (such as initial pres-
ence, extended presence, interactive 
presence, transactional presence, ver-
tical integration, horizontal integra-

tion, and totally integrated presence).8 
More on e-government, including defi-
nitions, models, technology, theories, 
methods, and limitations, was covered 
in Heeks and Bailur,11 a special issue 

of the European Journal of Information 
Systems,12 and Yildiz.24 

In our digital age, e-government 
helps give citizens access to govern-
ment information and personal ben-
efits while promoting general com-
pliance, efficient spending of money, 
integrating government-to-government 
information and services, and encour-
aging general participation in politi-
cal life.6 Parts of these services are also 
available in developing countries,17 
though related projects are not always 
successful, especially in Africa.10 

With Internet proliferation, govern-
ments have become e-governments, 
citizens e-citizens, and democracies 
e-democracies. Even though there is 
no consensus, a broadly accepted defi-
nition of e-democracy is one provided 
by Steven Clift, founder and executive 
director of e-democracy.org: “any use 
of the Internet for political purposes 
either by governments, politicians, 
media, political parties, civil society 
organizations, or citizens.”13 

Informative background on e-de-
mocracy principles, definitions, and 
implementation can be found in the 
Council of Europe’s Recommenda-
tion CM/Rec of the Committee of Min-
isters to member states on electronic 
democracy.3 In terms of phone lines,22 
cellphones, and Internet connections,9 
e-democracy involves a learning curve23 
that can be steep, especially for cer-

analysis of text data starts with compilation of a term-frequency matrix a, counting the 
occurrences of each term in each document (=comment). the initial dimensionality 
of this matrix is number of terms by number of documents (see the figure here). term 
dimensionality is typically reduced by excluding trivial english words, low-frequency 
terms, and term conflation (such as stemming or lemmatization). the purpose of 
this reduction is not just computational efficiency but, more important, avoidance of 
spurious language patterns. the final version of the term-frequency matrix typically 
undergoes transformation and normalization. the structure of the term-frequency 
matrix is perused with the purpose of extracting latent components of meaning 
through Singular Value Decomposition (SVD), a matrix operation that extracts 
simultaneous least-squares principal components of two sets of variables, namely 
the set of terms and the set of documents. SVD is therefore an extension of Principal 
Component analysis, the operation that decomposes a set of variables into an ordered 
set of orthogonal components such that the smallest possible number of components 
explains the largest possible variance in the original data. SVD products include the 
term eigenvectors U, the document eigenvectors V, and the diagonal matrix of singular 
values Σ. as in statistical factor analysis, these matrices can be combined to produce 
factor loadings for terms UΣ and factor loadings for documents VΣ. the loadings 
can then be rotated to produce interpretable content factors5,19; for an illustrative 
numerical example, see Sidorova et al. appendix C.19 
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tain socioeconomic strata in the digi-
tal divide. Studies of the influence of 
communication technologies on the 
interaction of citizens and their govern-
ments show small but significant dif-
ferences across technologies.2 A short 
discussion in the following sections on 
the role of technology in e-government 
and e-democracy (with a focus on In-
ternet and wireless phones) supports 
understanding of the two case studies 
explored later in this article. 

enabling Platform 
The importance of the Internet as an 
enabling platform for e-government 
and e-democracy is well established 
through a number of research stud-
ies.3,9 A less obvious option until re-
cently cellphones and especially 
short message service (SMS) commu-
nication is an increasingly important 
asset in the political world. M-govern-
ment, or “the utilization of all kinds 
of wireless and mobile technology, 
services, applications, and devices for 
improving benefits to the parties in-
volved in e-government, including citi-

zens, businesses, and all government 
units,”15 emerged in the early 2000s as 
an alternative to the relative passivity 
and infrastructure-intensive nature of 
Web browser-based e-government. Its 
use is seen in China, Kenya, Saudi Ara-
bia, and other countries. Both Internet 
connectivity and cellphones empower 
citizens, encouraging participation in 
political discourse that occasionally 
crosses national borders, as explored 
in the first case study. 

Among 10 recommendations pro-
posed by a panel of experts at the 
second conference on “Working To-
gether to Strengthen Our Nation’s 
Democracy” in Washington, D.C., Au-
gust 2009 (http://www.whitehouse.
gov/files/documents/ostp/opengov/
sond2%20final%20report.pdf), the 
first recommendation was “Involve the 
American public in meaningful delib-
erations about important policy ques-
tions.” The suggested “next step” 
was “Pursue discussions with the 
White House Office of Public Engage-
ment, supply relevant information 
(including case material), and offer 

opportunities to observe different ap-
proaches and to consider how they 
might be adapted for this purpose.”7 
Similar approaches for soliciting and 
rewarding citizen feedback are being 
practiced today by a number of U.S. 
cities and states, as well as by various 
national governments, including the 
U.K. (the 2010 Spending Challenge 
project partnering with Facebook) 
and Greece (the 2011 Make Innova-
tion Work competition). 

Acquiring and using feedback pro-
vided by citizens is a key e-democracy 

 key insights
����Governments worldwide use mobile 

telephony, the internet, and other 
technologies to engage citizens 
in political dialogue, giving rise to 
e-democracy. 

����Text-mining contributes to the dialogue 
between citizens and their governments, 
using concept extraction to close the 
loop in government decision support. 

����enabling technologies that let the 
voice of the people be heard represent 
an opportunity for active, responsible 
citizen participation. 

Dear Prz, 
welcome to 

Africa!

“We, the 
people!”

What about
Nigeria?

We R proud
of U!

How do we
eradicate
poverty?

figure 2. african citizens sending comments and questions to the White house through sMs, July 2009. 

http://www.whitehouse.gov/files/documents/ostp/opengov/sond2%20final%20report.pdf
http://www.whitehouse.gov/files/documents/ostp/opengov/sond2%20final%20report.pdf
http://www.whitehouse.gov/files/documents/ostp/opengov/sond2%20final%20report.pdf
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challenge. ICTs, including cellphones 
and Internet access, serve as techno-
logical mediation between political 
administrative systems and citizens.1 
However, as citizen input often takes 
the form of unstructured text, adminis-
trations and other political institutions 
need tools that help sift through moun-
tains of textual data, uncovering hidden 
value; Figure 1 outlines a framework 
for supporting citizen involvement by 

incorporating their feedback in the ad-
ministrative decision-making process, 
with citizens expressing themselves 
in the form of online comments and 
text messages sent by mobile phones. 
The messages are then summarized 
through concept-based processing 
methods to extract the meaning of the 
collected textual data and feed it back 
to elected decision makers. 

However, such feedback is not free 

of bias. One obvious and potentially 
significant form is self-selection, since 
some citizen groups may simply be 
more willing to participate in such 
feedback, trying to promote their own 
political agendas. A 2010 Pew Research 
Center report found that income, edu-
cation, and age continue to be signifi-
cant sources of bias in citizen partici-
pation in e-government.20 The specific 
algorithm used for concept-based pro-
cessing is another potential source 
of bias. Finally, analysts’ own subjec-
tive interpretation can influence the 
quality of summarization labels. To 
mitigate subjectivity bias, analysts can 
work in groups and follow consensus-
building procedures. 

Techniques and algorithms capable 
of summarizing high-level semantic 
content in unstructured text have been 
proposed in the context of text min-
ing, machine learning, natural lan-
guage processing, and information re-
trieval14; included are Latent Semantic 
Analysis (LSA), probabilistic LSA, Non-
Negative Matrix Factorization, and La-
tent Dirichlet Allocation. For analyzing 
the two case studies here, we used LSA, 
aiming to understand and summarize 
the thematic (topical) structure in citi-
zens’ messages. LSA was introduced by 
researchers at Bell Communications 
Research as an information-retrieval 
method for improving search-engine 
query performance. It was pioneered 
in the 1990s by psychologists theoriz-
ing it mathematically describes cogni-
tive functions of the human mind. The 
stream of research on LSA reached 
a milestone with publication of the 
Handbook of Latent Semantic Analysis 
in 2007 (see the sidebar “Latent Se-
mantic Analysis”). 

figure 3. Labels and high-loading document counts for the 10 topic factors extracted by  
applying Lsa to the 902 sMs messages in the first case study. 

0 40 80 120

Hello Your Excellency

God Bless You, President Obama

Welcome to Africa

"We The People"

Help Kenya Change

Help the African Countries

President Obama, You Are an Inspiration

[Comments on] Not Visiting Nigeria

Inspiring Speech, President Obama

Choice of Visiting Ghana

Comment Count:

Theme Label
Topic Importance Chart

Table 2. high-loading documents for factor f10.1. 

country Message Text MessageiD f10.1 Loading

Nigeria It was really cool of Mr. obama to visit ghana instead of 
Nigeria or any of the other African country for that matter. 
The message was absolutely clear. 

M807 0.5666

guinea Why have you chosen ghana for your first visit to black 
Africa? 

M416 0.5367

South Africa Question for Mr. obama: Why have you chosen ghana for 
your first or second visit in Africa? 

M443 0.5333

Nigeria Thank you Mr. President for visiting Africa (ghana). Your 
visit is indeed a challenge and wakeup call to the horrible 
political system in my country Nigeria. 

M764 0.5272

Nigeria President B. obama, your visit to ghana is a visit for the 
entire continent to wake up from its slumber. 

M889 0.4726

Niger Welcome to ghana, President Barack obama. Choosing 
this country for your visit is not a hazardous act knowing 
ghana is an example of democratic country. Is democracy 
a challenge that has to be cultivated or just a behavior that 
should be adopted by Africans? Thank you. 

M009 0.457

Congo, 
democratic 
Republic

Mr. President why have you chosen ghana among all 
African countries? 

M149 0.4476

Nigeria dear President obama, your message to African leaders 
during the historic visit to ghana will no doubt shape our 
future. I hope Nigerian leaders will take a cue from that. 

M664 0.4357

Nigeria Your visit to ghana was perfect and timely, but if there is 
one nation that needs a visit it is Nigeria so its leaders will 
learn to shun corruption. 

M673 0.4334

Table 1. Top-loading terms for factor 
f10.1. 

stemmed Term f10.1 Loading

ghana 1.7473

visit- 1.7195

Nigeria- 0.6712

chosen 0.5868

obama 0.5854

countri- 0.5662

African- 0.5485

messag- 0.537

leader- 0.4893
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The two case studies demonstrate 
how LSA helps incorporate citizen 
feedback into e-democracy. To that 
end, we employ a methodological 
twist (originally introduced in 2008) in 
LSA extraction of articulated factors 
of meaning through rotation of the 
corresponding mathematical compo-
nents.19 The reason we chose this twist 
is the interpretability of the extracted 
topical factors, a property that benefits 
e-democracy by producing meaningful 
summaries of citizen feedback. 

sMs Messages from africa 
In July 2009, following the G8 sum-
mit in L’Aquila, Italy, U.S. President 
Barack Obama visited Ghana in West-
ern Africa. In anticipation of a presi-
dential speech scheduled for July 11 
in Accra, Ghana, the White House en-
couraged African citizens to send their 
comments and questions through 
SMS (see Figure 2) from July 3 to July 
11, 2009; see the America.gov archive 
(http://www.america.gov) for the elec-
tronic version of the invitation. To fa-
cilitate access for Africans, the White 
House provided four short codes 
and four additional phone numbers. 
Participants could text in English or 
French. We obtained a sample of 902 
of those SMS messages from America.
gov, analyzed them using LSA, and 
now discuss specific details of our 
method implementation: 

In order to represent all messages 
accurately, we corrected some obvi-
ous typos and spelled out some ab-
breviations. We manually identified 
typos and abbreviations through ex-
amination of the extracted vocabulary; 
replacement was done automatically. 
We removed a few duplicate messages 
and split up some messages that were 
accidentally concatenated. Of the 902 
messages, 98 were originally in French, 
which we translated into English. 

Following best practices in analyzing 
textual data, we represented our collec-
tion of documents in matrix format us-
ing the Vector Space Model.18 Following 
standard text-processing operations, we 
performed raw text cleaning, tokeniza-
tion, stemming, filtering, term weight-
ing, and dimensionality reduction.4 For 
the rest of our analysis, we followed the 
LSA factor-analysis approach,5 whereby 
the factors represent socially construct-
ed components of meaning.16 Since we 

were interested in a mid-level analysis 
of semantic granularity, we extracted 
10 factors. As is typically done in factor 
analysis of numerical data, we obtained 
high-loading terms and high-loading 
documents for each factor. In order to 
explain the factors in the way they are 
articulated by humans, we performed 

varimax rotations of the term loadings 
and reciprocated the same rotations on 
the document loadings. 

We interpreted and labeled the 
resulting rotated factors through a 
co-examination of each factor’s high-
loading terms and documents; Table 
1 lists the top-loading terms for factor 

Table 3. Topics with example messages, ordered by importance. 

factor count Topic Label example Message sample accuracy

F10.1 118 Choice of Visiting 
ghana 

M673: Your visit to ghana was perfect 
and timely, but if there is one nation that 
needs a visit it is Nigeria so its leaders 
will learn to shun corruption. 

80.00%

F10.2 116 Inspiring Speech, 
President obama 

M856: his speech was very inspiring to 
the youth. Please visit us in Kenya. 

84.62%

F10.5 104 [Comments on] Not 
Visiting Nigeria 

M626: President obama, thank you for 
not visiting Nigeria. our government 
does not deserve legitimization. 

56.25%

F10.7 98 President obama,  
You Are an Inspiration 

M225: We are proud of you. The 
inspiration is beyond measure. You make 
us believe as Kenyans. Yes we can. 

44.44%

F10.4 97 help the African 
Countries 

M424: Mr. President, what can you do 
for Africa? Can you help us have good 
governance in Africa, chiefs of states 
less corrupt who fight to remain in 
power and make their people suffer? 
Thank you Mr. President obama. 

77.78%

F10.6 91 help Kenya Change M028: Come to Kenya and call for 
change since you are the son of a 
Kenyan. 

100.00%

F10.8 79 "We The People" M774: We the people of Africa thank you 
very much for not forgetting about us. 

76.92%

F10.9 77 Welcome to Africa M436: Welcome to Africa Mr. President. 25.00%

F10.3 66 god Bless You, 
President obama

M658: We ethiopians are proud of you 
President obama and may god bless 
you. 

85.71%

F10.10 57 hello Your excellency M396: hello your excellency Mr. obama. 
My question is: Why you went to ghana? 
Thank you. 

75.00%

FACTOR 6
Help Kenya 

Change

FACTOR 10
Hello Your

Excellency!

figure 4. Drilling across the country dimension. 

http://America.gov
http://www.america.gov
http://America.gov
http://America.gov
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F10.1, and Table 2 lists selected high-
loading documents for the same fac-
tor. At this point it was obvious that the 
factor primarily discusses the White 
House’s choice of Ghana for Obama’s 
visit (highest loadings), as opposed to 
Nigeria, making passing reference to 
sending a message to African leaders 
(lower loadings). Our label for factor 
F10.1 is “Choice of Visiting Ghana.” 
Following a similar examination of 
high-loading terms and documents, 
we labeled all 10 factors (see Figure 
3). The number of high-loading docu-
ments served as a measure of impor-
tance for each topic theme (factor). 
This message count includes cross-
loading documents. We ranked topic 
factors by importance, or in descend-
ing order of SMS document count. 

The topic-importance chart in 
Figure 3 is one of the main results of 
our LSA treatment of the African SMS 
messages. Such a chart is essential 
in helping leaders summarize and 
understand the voice of their people; 
for each factor (topic), Table 3 lists 
a representative high-loading mes-
sage, bridging the semantic abstrac-
tion grain, represented by the topic 
labels, with individual document 
grain, represented by example mes-
sages. Table 3 also lists classification 
accuracy based on a random sample 

of 100 messages and consensus be-
tween two of the authors. In terms of 
e-democracy, such example messages 
can help leaders stay connected with 
individual citizens. 

Further analysis of our data by drill-
ing across the country dimension pro-
vides a better understanding of how 
the importance of the identified top-
ics (factors) varies by country; Figure 
4 shows countries that contributed at 
least four messages for two selected 
factors: The “help Kenya change” re-
quest was brought up mainly by Ke-
nyan citizens, whereas the “hello your 
Excellency” greeting was more dis-
persed around the African continent. 
Such analysis highlights the mass-
customization aspect of e-democracy, 
helping leaders localize political dia-
logue with their citizens and become 
aware of local priorities. 

saVe award 
In 2009 President Obama launched 
the “Securing Americans’ Value and 
Efficiency [SAVE] Award” (http://www.
whitehouse.gov/save-award), aiming 
to make the U.S. government more ef-
fective and efficient at spending tax-
payer money. Initially it sought ideas 
from federal employees, but the pro-
gram was expanded to include any 
person who could log onto the SAVE 
Award Web page and wished to con-
tribute. The winner Trudy Givens of 
Portage, WI, a Bureau of Prisons em-
ployee who proposed elimination of 
printing and mailing of thousands of 
Federal Register copies to employees 
who don’t need them since they are 
available online was invited to the 
White House (http://www.whitehouse.
gov/blog/2011/01/28/welcoming-our-
2010-save-award-winner). All finalists 
and all SAVE Award submissions were 
sent to the agencies for potential ac-
tion and inclusion in the President’s 
FY2012 federal budget (http://www.
whitehouse.gov/blog/2010/11/15/and-
top-saver). 

Overall, the program received more 
than 18,000 ideas. Using an offline 
browser, we then downloaded 16,537 
submitted ideas. The analysis present-
ed here focuses on the Department of 
Homeland Security, about which 1,481 
contributing ideas were submitted. 
For our concept-based analysis of this 
dataset we used the same LSA method 

it is up to  
the leaders  
to harness  
the wisdom  
of the political 
crowds and to  
the citizens to 
seek a higher level 
of participatory 
democracy. 

http://www.whitehouse.gov/save-award
http://www.whitehouse.gov/save-award
http://www.whitehouse.gov/blog/2011/01/28/welcoming-our-2010-save-award-winner
http://www.whitehouse.gov/blog/2011/01/28/welcoming-our-2010-save-award-winner
http://www.whitehouse.gov/blog/2011/01/28/welcoming-our-2010-save-award-winner
http://www.whitehouse.gov/blog/2010/11/15/and-top-saver
http://www.whitehouse.gov/blog/2010/11/15/and-top-saver
http://www.whitehouse.gov/blog/2010/11/15/and-top-saver
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we described in the first case study. 
Our results include a topic importance 
chart (see Figure 5) in which the most 
popular money-saving idea theme was 
consolidation of DHS-wide operations 
and IT systems. Other important idea 
themes included cutting full-time em-
ployee work hours and a number of 
“green policy” ideas (such as electronic 
documents to save paper, mandatory 
recycling programs, and motion-sen-
sor switches to save energy). 

conclusion 
We analyzed 902 SMS messages sent to 
President Obama by African people in 
July 2009 with reference to his visit to 
Ghana (case study 1) and 1,481 ideas 
submitted by American citizens to 
the SAVE 2010 award, concerning the 
U.S. Department of Homeland Secu-
rity (case study 2). In each, our analysis 
demonstrated the effectiveness of LSA 
as a concept-based method for pro-
cessing unstructured text and closing 
the loop in the political dialogue be-
tween leaders and citizens. 

Concept-based methods for process-
ing unstructured text have improved 
and are today capable of contributing 
to the political dialogue between lead-
ers and citizens. The two case stud-
ies demonstrate how LSA and similar 
methods can benefit e-democracy by 
distilling the voice of the people. It is 
then up to the leaders to harness the 
wisdom of the political crowds and to 
the citizens to seek a higher level of par-
ticipatory democracy. Democracy is the 
prerequisite, of course, with the people 
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confident enough to speak freely. In any 
case, the technology is ready to help. 
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when Creating SOFtware, developers usually explore 
different ways of achieving certain tasks. These 
alternatives are often eliminated or abandoned early  
in the process, based on the idea that the flexibility  
they afford would be difficult or impossible to exploit 
later. This article challenges this view, advocating an 
approach that encourages developers to not only 
avoid premature commitment to certain design 
choices but to actively develop promising alternatives 
for parts of the design. In this approach, dubbed 
Programming by Optimization, or PbO, developers 
specify a potentially large design space of programs 
that accomplish a given task, from which versions 
of the program optimized for various use contexts 
are generated automatically, including parallel 
versions derived from the same sequential sources. 
We outline a simple, generic programming language 
extension that supports the specification of such 
design spaces and discuss ways specific programs 

that perform well in a given use context 
can be obtained from these specifica-
tions through relatively simple source-
code transformations and powerful de-
sign-optimization methods. Using PbO, 
human experts can focus on the creative 
task of devising possible mechanisms 
for solving given problems or subprob-
lems, while the tedious task of deter-
mining what works best in a given use 
context is performed automatically, sub-
stituting human labor by computation. 

The potential of PbO is evident from 
recent empirical results (see the table 
here). In the first two use cases mixed 
integer programming and planning
existing software exposing many de-
sign choices in the form of parameters 
was automatically optimized for speed. 
This resulted in, for example, up to 52-
fold speedups for the widely used com-
mercial IBM ILOG CPLEX Optimizer 
software for solving mixed-integer pro-
gramming problems.21 In the third use 
case verification problems encoded 
into propositional satisfiability the 
proactive development of alternatives 
for important components of the pro-
gram were an important part of the 
design process, enabling even greater 
performance gains. 

Performance Matters 
Computer programs and the algo-

 key insights

����Premature commitment to design 
choices during software development 
often leads to loss of performance and 
limited flexibility. 

����Pbo aims to avoid premature design 
choices and actively develop design 
alternatives, leading to large and  
rich design spaces of programs  
that can be specified through simple  
generic extensions of existing 
programming languages. 

����advanced optimization and machine-
learning techniques make it possible 
to perform automated performance 
optimization over the large spaces of 
programs arising in Pbo-based software 
development; per-instance algorithm 
selectors and parallel algorithm 
portfolios can be obtained from the same 
sequential source. 

Programming 
by 
optimization 

Doi:10.1145/2076450.2076469

Avoid premature commitment, seek design 
alternatives, and automatically generate 
performance-optimized software. 

By hoLGeR h. hoos 
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rithms on which they are based fre-
quently involve different ways of get-
ting something done. Sometimes, 
certain choices are clearly preferable, 
but it is often unclear a priori which of 
several design decisions will ultimate-
ly give the best results. Such design 
choices can, and, routinely, do, occur 
at many levels, from high-level archi-
tectural aspects of a software system 
to low-level implementation details. 
They are often made based on consid-

erations of maintainability, extensi-
bility, and performance of the system 
or program under development. This 
article focuses on this latter aspect 
of a system’s performance, consider-
ing only sets of semantically equiva-
lent design choices and situations in 
which the performance of a program 
depends on the decisions made for 
each part of the program for which one 
or more candidate designs are avail-
able, even though these choices do not 

affect the program’s correctness and 
functionality. Note this premise differs 
fundamentally from that of program 
synthesis, in which the primary goal is 
to come up with a design that satisfies 
a given functional specification. 

It may appear that (partly due to the 
sustained, exponential improvement 
in computer hardware over more than 
five decades) software performance is 
a relatively minor concern. However, 
upon closer inspection this is far from 

Magiccube5D, a fully functional five-dimensional analogue of Rubik’s cube.
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true. Problems that are NP-hard and 
considered computationally intracta-
ble are at the heart of a range of chal-
lenging tasks encountered in practical 
applications of considerable impor-
tance for the worldwide economy, in-
cluding scheduling, time-tabling, 
resource allocation, production plan-
ning and optimization, computer-aid-
ed design, and software verification. 

We expect that, as economic con-
straints tighten, finding good solu-
tions to these problems will, in many 
cases, become more difficult. For ex-
ample, resource-allocation problems 
are typically easy to solve if there is an 
abundance of resources relative to the 
demands in a given situation. Con-
versely, as demands substantially ex-
ceed available resources, no allocation 
will satisfy all of them, and, slightly 
less obvious, this fact is typically easy 
to demonstrate. It is between these 
extremes that the difficult cases arise, 
where the demands and available re-
sources are balanced enough that find-
ing a satisfactory allocation or dem-
onstrating that none exists becomes 
computationally difficult.a 

A natural tendency toward this 
critically constrained, computation-
ally difficult case can be expected in 
many real-world contexts. The under-
constrained case is typically economi-
cally wasteful, providing an incentive 
for increasing demand on resources 
by, say, enlarging the customer base, 
taking on more projects, or reduc-
ing availability of resources (such as 
by scaling back personnel or equip-
ment allotment). On the other hand, 

a This argument is closely related to the notion 
of “critical constrainedness,” as described by 
Cheeseman et al.6

the overconstrained case typically 
corresponds to lost market opportu-
nity and can cause substantial strain 
within an organization, providing an 
incentive to increase resource avail-
ability. Furthermore, growing aware-
ness and concern about the limita-
tions of natural resources (such as oil 
and natural gas), along with increased 
competition in larger markets and 
just-in-time delivery of goods and ser-
vices, provide further incentives to 
find solutions to computationally dif-
ficult problems as quickly as possible. 
That is why the performance of algo-
rithms, and of the software based on 
them, matters. 

Premature Design choices 
In most (if not all) cases, the key to solv-
ing computationally challenging prob-
lems lies in a combination of design 
choices, with effects on performance 
often interacting in complex, unex-
pected ways. These choices are typi-
cally heuristic in the sense that their 
efficacy can be demonstrated empiri-
cally yet remains inaccessible to the 
analytical techniques used for proving 
theoretical complexity results. In some 
cases, choosing among design alterna-
tives is made at development stages 
preceding the generation of actual 
code; in others, design decisions have 
far-reaching effects on other choices, 
when, say, deciding on higher-level 
architectural aspects of a system or on 
specific data structures widely used 
within a larger piece of software. How-
ever, one of several design alternatives 
is often chosen at or after the imple-
mentation stage, and such a choice, 
while not constraining other parts of 
the system, may have a substantial ef-
fect on overall performance. 

Sometimes, decisions of the latter 
type are deferred to a post-implementa-
tion stage and left to the user by expos-
ing them as parameters.b More often, 
however, they are hard-coded, either by 
means of constants within a program 
or module or by retaining some pieces 
of code while abandoning alternatives. 
Especially when implementing heu-
ristic mechanisms, programmers usu-
ally make these design choices based 
on intuition, experience, and perhaps 
some ad hoc experimentation.

What Pbo Means 
Experience in designing high-perfor-
mance heuristic solvers for NP-hard 
problems shows that building software 
this way leads to suboptimal results in 
terms of performance and adaptability 
to different use contexts. Furthermore, 
considering preliminary evidence 
from application areas ranging from 
numerical computation to sorting al-
gorithms, similar concerns arise when 
tackling polynomial-time computa-
tional problems. We therefore advo-
cate an approach in which many design 
choices are deliberately left open by 
means of retaining alternative realiza-
tions of components or mechanisms 
and by exposing a large number of pa-
rameters.15,18,24 These choices are then 
made by means of running a meta-
algorithmic optimization procedure, 
optimizing the empirical performance 
obtained in a given use context. Such a 
use context is characterised by a set (or 
distribution) of inputs representative 
of those encountered in a situation in 
which a given program is used. 

The PbO approach is based on the 
idea of avoiding premature commit-
ment to certain design choices and 
actively developing promising alter-
natives for parts of the design. Rath-
er than build a single program for a 
given purpose, software developers 
specify a rich and potentially large 
design space of programs. From this 
specification, programs that perform 
well in a given use context are gener-
ated automatically through powerful 
optimization techniques. 

PbO allows human experts to focus 

b Many users, especially those lacking deep in
sight into the program or system under con
sideration, tend to keep these parameters at 
their default values.

speedups achieved through Pbo in conjunction with an automated configurator19,20 
for performance optimization of solvers for three prominent nP-hard problems in  
various application contexts; these speedups are with respect to default configurations  
determined by human experts based on substantial manual effort, and both ends of  
the ranges shown refer to averages over large sets of benchmark instances. 

Problem solver # Parameters # configurations speedup Reference

Mixed integer programming CPLeX 76 1.9 × 1047 2–52 × hutter et al.21

Planning LPg 62 6.5 × 1017 3–118 × Vallati et al.35

Propositional satistisfiability  
hardware and software  
verification

SPeAR 26 8.3 × 1017 3–525 × hutter et al.18
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on the creative task of imagining pos-
sible mechanisms for solving given 
problems or subproblems, while the 
tedious job of determining what works 
best in a given use context is performed 
automatically, substituting human la-
bor with computation. More complex 
designs (such as per-instance selec-
tors11,25,40 and parallel portfolios10,17) 
can be generated automatically from 
the same design-space specification 
(and sources; see Figure 1). Such de-
signs are increasingly relevant, since 
they achieve high performance across 
a range of use contexts. 

influence on software 
Development and Deployment 
In 2007, our group at the University of 
British Columbia first employed, un-
wittingly, the key idea behind PbO in 
the context of collaborative work on 
SAT-based software verification.18 Us-
ing off-the-shelf solvers for the propo-
sitional satisfiability problem (SAT) 
has become a standard approach for 
formally verifying hardware and soft-
ware. In the project, the idea was to 
produce a SAT solver that would be es-
pecially well suited for dealing with SAT 
instances produced by a specific static 
checker, CALYSTO.2 In initial stages 
of the work (carried out by Domagoj 
Babić  and Alan Hu of the ISD Labora-
tory in the computer science depart-
ment), a new SAT solver dubbed SPEAR 
was developed, including a range of 
techniques from the SAT literature. 
Because it was unclear which combi-
nation of techniques would be most 
effective for solving the SAT instances 
produced by CALYSTO, the initial ver-
sion of SPEAR could be configured flex-
ibly through parameters exposed to the 
user. On the other hand, finding set-
tings for these parameters that would 
result in good solver performance on 
the instances of interest proved chal-
lenging, even for its primary designer, 
Babić . Therefore, the team decided to 
use the automated algorithm configu-
ration procedure ParamILS (described 
later)20 to accomplish the task. 

What happened next can be seen as 
the genesis of the PbO paradigm: After 
seeing how much better the configura-
tions found by ParamILS performed 
than his manually tuned default set-
tings, Babić  decided to expose addi-
tional design choices. Some of them 

had been previously hardwired into the 
program; others had been implement-
ed, tested, and then abandoned; yet 
others were newly implemented alter-
natives to existing mechanisms within 
SPEAR. This ultimately led to a version 
of SPEAR that could be configured via 
26 parameters, jointly giving rise to 
8:34 · 1017 configurations of the solver.c

ParamILS turned out to be able to 
achieve speedups of a factor of more 
than 500 for the software-verification 
instances produced by CALYSTO com-
pared to the default configuration of 
SPEAR that had been manually deter-
mined with considerable effort by its 
designer.18 This automatically opti-
mized configuration of SPEAR won the 
QF BV category of the 2007 Satisfiability 
Modulo Theories Competition (http://
www.smtcomp.org/2007/), using sev-
eral components, including clause and 
variable elimination mechanisms, that 
appeared to be ineffective during ear-
lier, manual-configuration attempts. 
Moreover, the same highly paramet-
ric version of SPEAR, when automati-
cally optimized for solving SAT-encod-
ed hardware verification instances, 
achieved substantial speedups over the 
(then) state-of-the-art solver MiniSAT 

c These parameters control all fundamental 
mechanisms behind modern SAT solvers, in
cluding variable selection, clause learning, re
starts, and simplification strategies.

2.0.18 Comparing the configurations 
specifically optimized for SAT-encod-
ed hardware and software verification 
produced a number of interesting ob-
servations; for example, the configura-
tion optimized for software verification 
was found to use a more aggressive re-
start mechanism and a simpler phase-
selection heuristic than the one opti-
mized for hardware verification. 

The example of SPEAR reflects the 
two key elements of the PbO approach: 

˲ Specification of large, rich com-
binatorial design spaces of programs 
that solve a given problem by avoid-
ing premature commitment to certain 
design choices and development of 
promising alternatives for parts of the 
design; and 

˲ Automated generation of programs 
that perform well in a given use context 
from this specification by means of op-
timization techniques that realize the 
performance potential inherent in a 
given design space. 

These concepts can be realized to 
various degrees and are present to 
some extent in practices already used 
within computing science and beyond. 
Our goal is to formulate and establish 
an approach to software development 
and, indeed, to the solution of compu-
tational problems that explicitly recog-
nizes these elements, as well as provide 
conceptual support and tools that fa-
cilitate advanced forms of PbO. 

figure 1. Developers specify a potentially large design space of programs that accomplish  
a given task; from it, versions of the program optimized for different application contexts 
are generated automatically; per-instance selectors and parallel portfolios of programs  
can be derived from the same specification. 
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Based on observations from SPEAR 
(and elsewhere), we distinguish four 
levels of PbO: 

Level 0. Settings of the parameters 
exposed by an existing piece of soft-
ware are optimized for a given use 
context (characterized by, say, a set 
of typical input data), also known as 
parameter tuning or algorithm con-
figuration; 

Level 1. The design space represent-
ed by an existing piece of software is 
extended by exposing design choices 
hardwired into code. Such choices in-
clude certain magic constants, or liter-
als that, when modified, could affect 
performance but not the program’s 
correct function, as well as hidden pa-
rameters and named constants that 
could take different values without 
compromising the program’s correct-
ness. Further examples of hardwired 
choices are variables set to constant 
values but not exposed as externally 
accessible parameters and abandoned 
design alternatives, or pieces of code 
that could be used in addition to or 
instead of active code without compro-
mising correctness but that are no lon-
ger reachable during execution of the 
current version of the program; 

Level 2. Design choices considered 
during the normal course of the soft-
ware-development process are actively 
kept and exposed to the user; 

Level 3. The software-development 
process is structured and carried out 
in a way that seeks to provide design 
choices and alternatives in many per-
formance-relevant components of a 
project; and 

Level 4. The software-development 
process is centered on the idea of pro-
viding design choices and alternatives 
in all parts of a project that might bene-
fit from them; design choices that can-
not be justified convincingly are not 
made prematurely. 

While levels 0 and 1 deal with exist-
ing software and essentially involve 
adding one or more phases to the 
development process based on PbO 
principles, levels 2 4 integrate PbO 
tightly into software creation. These 
higher levels of PbO typically involve 
assessing the cost of developing alter-
natives against the value ascribed to 
the possible gains in performance (a 
topic discussed later). Note that lev-
els 3 and 4 lend themselves to a team 
approach, where various team mem-
bers contribute alternative designs for 
functionally equivalent components. 
The first example in the table can be 
classified as level 0 and the second 
as level 1, while the late-development 
stages of the SPEAR SAT solver fall be-
tween levels 2 and 3. 

It is possible to apply the PbO para-
digm with existing methods and tools, 

particularly since research on automat-
ed algorithm configuration has yielded 
several powerful techniques (discussed 
later). Nevertheless, especially at the 
highest levels of PbO-based software 
development, substantial benefit can 
be gained from using dedicated tools. 
Software development using dedicated 
PbO support involves three key stages 
(see Figure 2): 

˲ Developers write the source code 
for a program in a language generi-
cally extended with constructs that 
explicitly declare alternative blocks 
of code and parameters that are to be 
exposed on the command line; for a 
programming language <L>, we call 
the thus extended language PbO-<L>. 
This enriched source specifies a de-
sign space of programs rather than a 
single program; 

˲ A tool we call the “PbO weaver” 
transforms this PbO-<L> specifica-
tion into a program written entirely 
in language <L> that exposes the de-
sign choices specified in the original 
source as parameters; it also produces 
a description of the respective design 
space; and 

˲ A second tool called the “PbO de-
sign optimizer” produces from the 
parametric <L>-source a fully instan-
tiated <L>-source, that is, a version of 
the program in which all design choic-
es are made in a way that results in de-
sirable performance characteristics on 
benchmark inputs characteristic of a 
given use context. This version of the 
program can then be deployed, in the 
case of compiled languages <L> (such 
as C and C++) after compilation. 

The PbO-based approach to soft-
ware development can provide sub-
stantially increased flexibility to soft-
ware developers, providers, and users 
alike. In particular, it makes it possible 
to automatically customize software 
for optimized performance in differ-
ent use contexts. This optimization 
can be carried out automatically by the 
software developer, provider, and even 
user; furthermore, it can, in principle, 
be performed at the level of a paramet-
ric executable and does not require 
sources to be made available to the 
provider or user. PbO also provides a 
generic way for creating software that 
periodically and automatically adapts 
itself for optimized performance as the 
use context changes over time. This 

figure 2. Developers produce a Pbo-enhanced source code in their language of choice, 
<L>, from which the Pbo weaver generates parametric source code in pure <L>, as well 
as a description of the design space; the Pbo design optimizer uses this parametric source, 
along with benchmark input data, to produce a fully instantiated version of the source code, 
optimized specifically for deployment in the given use context. 
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process could be set up to take place 
entirely client-side or be delivered as 
an Internet service. In the latter case, 
input data from the actual application 
is collected client-side and transmitted 
to the service provider, where the PbO 
design optimizer is run to produce a 
new software configuration that is then 
transmitted back to the client and de-
ployed there. 

Another attractive feature of PbO 
involves the ability to generate multi-
ple programs for a given purpose that 
are automatically combined into a 
per-instance selector; that is, a mecha-
nism that selects one of them to be run 
on given input data based on charac-
teristics of that data or into a parallel 
portfolio that runs them concurrently 
on the same input, optimized for a giv-
en use context. These complex designs 
are generated from the same design-
space specification (in the form of a 
PbO-<L> source) that gives rise to a 
single, optimized program. PbO thus 
offers generic and automated ways 
of taking advantage of the fact that 
large design spaces typically contain 
programs that work well on differ-
ent kinds of input data; it also offers 
a generic, automated way of generat-
ing parallel programs from inherently 
sequential sources. To construct port-
folios and per-instance selectors, the 
PbO weaver must produce a suitably 
modified parametric source for the 
component programs, as well as for 
an execution controller that launches, 
monitors, and terminates the compo-
nent programs as needed. Moreover, 
the PbO design optimizer must also 
produce fully instantiated sources 
(or parameter settings) for all compo-
nent programs; when building a per-
instance selector, it also makes use 
of a “feature extractor” that computes 
from given input data the features that 
serve as the basis for determining the 
component program to be run.

Design-space specification 
To facilitate specification of design 
spaces, we introduce three basic mech-
anisms; the first two provide dedicated 
support for exposing parameters and 
specifying alternative blocks of code, 
respectively. Level 1 of PbO (explored 
earlier) reflects the need for both 
mechanisms one required to expose 
magic constants and hidden param-

sets of interchangeable blocks of code 
representing design alternatives (pos-
sibly nested and distributed across 
the source code), and one for logging 
the current value of arbitrary (typed) 
expressions at runtime. Depending 
on PbO weaver settings, information 
logged this way could be written to 
one or more files (particularly to stan-
dard output) or to a database; it could 
also be sent directly to an execution 
controller, using other mechanisms 
(such as remote procedure calls and 
network sockets). Details on these 
constructs are provided in the online 
Appendix. 

Meta-algorithmic optimization 
Following specification of a design 
space, meta-algorithmic optimization 
procedures are used to automatically 
find a program with desirable perfor-
mance characteristics within it. In the 
simplest case, these procedures deter-
mine a single, fully instantiated pro-
gram with performance (measured ac-
cording to a user-defined metric, such 
as average runtime) optimized for a 
given set of inputs. Since choices can 
be exposed as parameters (handled by 
the PbO weaver described in the Appen-
dix), the problem solved by these meta-
algorithmic optimization procedures 
corresponds to the well-known algo-
rithm-configuration problem (some-
times called the “parameter tuning 
problem”), which can be described as 
follows: Given a target algorithm A that 
can be configured via a set of exposed 
parameters, a set of input data I and a 
performance metric m, find a param-
eter configuration of A that yields opti-
mized performance on I, as measured 
by m (see, for example, Hoos,13 Hutter 
et al.,19 and Hutter et al.20). 

In principle, algorithm configu-
ration can be viewed as a stochastic 
optimization problem (where the 
stochasticity stems from the perfor-
mance variation observed over a set 
of input data or from randomization 
of the computation performed on 
the data and solved using standard 
stochastic-optimization procedures 
(see, for example, Spall34). However, 
such procedures lack mechanisms 
for dealing with sets of inputs and 
capped runs. The issue of perfor-
mance variation over input sets is 
important, because evaluating many 

eters, the other to capture design al-
ternatives that might otherwise have 
been abandoned. The same require-
ments are encountered at higher levels 
of PbO. The third mechanism provides 
lightweight support for exposing in-
formation available while a program is 
running; this information can be used 
to adaptively control design choices at 
runtime (by automatically generated 
execution controllers), as well as for 
debugging and empirical analysis. 

All three mechanisms can, in prin-
ciple, be realized within the target 
language used for implementing the 
program under development; however, 
this approach to design-space speci-
fication suffers from several weak-
nesses: First, it does not allow for easy, 
automatic extraction of design-space 
descriptions required as input for the 
design-optimization process. Second, 
it does not easily support instantiation; 
the process in which certain design 
choices made during design optimiza-
tion are hardwired into the source code 
to produce leaner, more-efficient ex-
ecutables. Finally, it does not facilitate 
dedicated PbO support by widely used 
software-development environments 
and tools, as in, say, PbO-aware syntax 
highlighting, folding, and manage-
ment of design alternatives. The use 
of conditional compilation (provided 
by, say, the C pre-processor) addresses 
lack of support for instantiation but 
adds substantial overhead to the me-
ta-algorithmic optimization process 
(discussed later), which often involves 
running thousands of distinct configu-
rations of a program. 

These issues are best addressed by a 
generic programming-language exten-
sion providing dedicated support for 
exposing parameters, design alterna-
tives, and runtime information. Such 
an extension would facilitate clear, 
explicit specification of the parts of a 
program representing design choices 
deliberately left open in a manner that 
is independent of the programming 
language used. It also provides a bet-
ter basis for extending and enhancing 
widely used development platforms to 
support use of PbO. 

The programming-language exten-
sion proposed here consists of four 
simple constructs, including two for 
declaring and accessing (typed) pa-
rameters, one for declaring choices, or 
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program configurations on all inputs 
from a given set can incur a substan-
tial (sometimes prohibitive) compu-
tational burden that can and typically 
should be avoided, given that poor 
performance often manifests across 
a range of inputs. Furthermore, there 
are situations in which candidate 
configurations can be discarded with-
out completing runs that exceed a 
certain time bound, considering the 
performance measured for other con-
figurations; such runs can be capped, 
or terminated when that time bound 
is reached or exceeded.19 

Note, too, the specification of al-
ternative blocks of code that are cen-
tral to the way a design space is con-
structed in PbO, necessarily leads to 
categorical parameters, or parameters 
with a discrete set of unordered val-
ues, and nested alternatives give rise 
to conditional parameters. Therefore, 
general methods for algorithm con-
figuration used in the context of PbO 
must support categorical and condi-
tional parameters, ruling out stan-
dard procedures for stochastic and 
numerical optimization. 

Three classes of methods are spe-
cifically designed for carrying out al-
gorithm-configuration tasks (see also 
Hoos13): Racing procedures iteratively 
evaluate target algorithm configura-
tions on inputs from a given set, using 
statistical hypothesis tests to elimi-
nate candidate configurations signifi-
cantly outperformed by other configu-
rations; model-free search procedures 
use suitably adapted search tech-
niques, particularly stochastic local 
search methods (such as iterated lo-
cal search) to explore potentially vast 
configuration spaces; and sequential 
model-based optimization (SMBO) 
methods build a response surface 
model that relates parameter settings 
to performance, using the model to 
iteratively identify promising param-
eter settings. 

Racing procedures were originally 
introduced to solve model-selection 
problems in machine learning.27 When 
adapted to the problem of selecting a 
program for a given task from a set of 
interchangeable candidates, where 
each candidate may correspond to a 
configuration of a parameterized al-
gorithm, the key idea is to sequentially 
evaluate the candidates on a series 

of benchmark inputs and eliminate 
programs as soon as they fall too far 
behind the current incumbent, or the 
candidate with overall best perfor-
mance at a given stage of the race. A 
line of work initiated by Birattari et 
al. in 2002 has more recently led to a 
procedure dubbed “Iterated F-Race” 
that is demonstrated effective at solv-
ing difficult algorithm-configuration 
tasks with up to 12 parameters4; there 
is some indication that Iterated F-Race 
may also be able to handle substantial-
ly more complex situations. 

As of this writing, model-free search 
techniques, most notably the Fo-
cusedILS procedure of Hutter et al.,19 
represent the state of the art in solving 
algorithm-configuration problems of 
the kind that arise in the PbO context. 
Along with BasicILS, another member 
of the ParamILS family of algorithm-
configuration procedures,19,20 it is 
today the only method that supports 
categorical and conditional param-
eters, as well as capping. At the core 
of the ParamILS framework is Iterated 
Local Search, or ILS, a versatile, well-
known stochastic local-search method 
that has been applied with great suc-
cess to a range of difficult combinato-
rial problems (see, for example, Hoos 
and Stützle16). ILS iteratively performs 
phases of simple local search, de-
signed to quickly reach or approach 
a locally optimal solution of a given 
problem instance, interspersed with 
so-called perturbation phases, to es-
cape from local optima. Starting from 
a local optimum x, ILS performs one 
perturbation phase in each iteration, 
followed by a local search phase, with 
the aim of reaching (or approaching) a 
new local optimum x́ . It then uses a so-
called “acceptance criterion” to decide 
whether to continue the search pro-
cess from x́  or revert to the previous 
local optimum, x. Applying this mech-
anism, ILS aims to solve a given prob-
lem instance by exploring the space of 
its locally optimal solutions. ParamILS 
performs iterated local search in the 
configuration space of a given para-
metric algorithm. 

While BasicILS, the simplest vari-
ant of ParamILS, evaluates candidate 
configurations based on a fixed num-
ber of target algorithm runs, the more 
sophisticated FocusedILS procedure 
uses a heuristic mechanism to per-

Pbo lets human 
experts focus  
on the creative  
task of imagining 
possible 
mechanisms for 
solving given 
problems or 
subproblems,  
while the tedious 
job of determining 
what works best  
in a given 
use context 
is performed 
automatically. 
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form runs on a candidate configura-
tion only as long as that configuration 
appears promising compared to the 
current incumbent; it therefore avoids 
wasting computational effort on con-
figurations easily recognized as per-
forming poorly. The use of FocusedILS 
for configuring highly parametric soft-
ware has led to substantial improve-
ment in the state of the art in solving 
prominent classes of SAT,18,24 mixed-
integer programming,21 and planning 
problems.35 In the case of mixed-inte-
ger programming, our group used Fo-
cusedILS to configure 76 parameters 
of the widely used commercial CPLEX 
software (searching within a design 
space of 1.9 · 1047 configurations of 
the solver), resulting in up to 50-fold 
speedups over the extensively opti-
mized default configuration.21 

SMBO procedures for algorithm 
configuration are based on the idea of 
using the information gained from pa-
rameter configurations evaluated so 
far to build and maintain a response 
surface model that directly captures 
the dependence of target-algorithm 
performance on parameter settings; 
this model is used to determine prom-
ising configurations at any stage of 
an iterative model-based search pro-
cedure. Almost all existing work on 
sequential model-based optimization 
focuses on a setting known as “black-
box function optimization,” with re-
sulting procedures suffering from 
the same shortcomings as standard 
numerical optimization procedures, 
in that they do not support categori-
cal and conditional parameters nor 
provide mechanisms for effectively 
dealing with sets of inputs and cap-
ping of runs. However, two of these 
limitations were overcome in 2011 
by a procedure dubbed “Sequential 
Model-based Algorithm Configura-
tion,” or SMAC, handling categori-
cal parameters while exploiting the 
fact that performance is evaluated on 
a set of inputs.22 Evidence suggests 
that SMAC can, at least on some chal-
lenging configuration benchmarks, 
reach and sometimes exceed the per-
formance of FocusedILS. We expect 
further work will lead to SMBO-based 
procedures that turn out to be use-
ful for solving design-optimization 
tasks in the context of PbO, particu-
larly when the parameter response of 

a given target algorithm is reasonably 
regular and performance evaluations 
are very costly. 

The idea of automatically con-
structing a per-instance algorithm se-
lector from a single parametric design 
was recently explored by Xu et al.39 
and, independently, by Kadioglu et 
al.23 In each, a given feature extractor 
was used to compute a vector of fea-
tures from the given input to be pro-
cessed. The method by Kadioglu et al., 
dubbed ISAC, uses a combination of 
clustering based on the feature values 
and automatic algorithm configura-
tion to produce an algorithm selector. 
The Hydra procedure by Xu et al. itera-
tively adds configurations of a given 
program to the set available to the per-
instance selector; in each iteration, 
Hydra automatically determines an 
additional configuration to maximally 
improve the performance obtained 
when building a selector using the 
thus extended set of configurations. 
In principle, both Hydra and ISAC 
can make use of arbitrary feature ex-
tractors and algorithm configuration 
procedures. Whereas ISAC produces 
a single selector based on a number 
of components automatically deter-
mined by the G-means algorithm,12 
Hydra builds a series of selectors; the 
longer it runs, the more configura-
tions are available for selection, and 
the better the expected performance 
of the resulting selector. Furthermore, 
Hydra makes use of arbitrary selector 
builders; Xu et al.39 used a procedure 
based on the regression-based perfor-
mance predictor underlying the well-
known SATzilla approach,30,40 though 
many alternatives are possible. 

Procedures for building per-in-
stance algorithm selectors fit natu-
rally into the context of PbO. To con-
struct per-instance selectors from a 
given design-space specification, the 
PbO design optimizer uses a proce-
dure (such as Hydra or ISAC) to obtain 
a suitable set of optimized programs. 
The design optimizer would also pro-
duce an execution manager that first 
calls the feature extractor provided 
by the user (specific to the given com-
putational tasks but not dependent 
on the design of the program used to 
achieve it), then selects the compo-
nent algorithm to be run based on the 
resulting input features. 

Although algorithm portfolios have 
been investigated (see, for example, 
Gomes and Selman10 or Huberman 
et al.17), to the best of our knowledge 
effective methods for automatically 
constructing portfolios from a single 
parametric design have not yet been 
developed, though we expect such 
methods to be available soon. The 
PbO design optimizer can then use a 
portfolio-construction procedure to 
obtain a set of programs from a given 
design-space specification and pro-
duce an execution manager to coordi-
nate their execution. In the simplest 
case, where the component solvers 
run independently in parallel on the 
same input data, the execution man-
ager starts each component program 
and processes the results from these 
runs when the component programs 
terminate. When applied to a task in 
which candidate programs differ only 
in the time they require for processing 
a given input (as in sorting or solving 
SAT), as soon as the first component 
program terminates successfully, the 
execution manager aborts all remain-
ing component programs and returns 
the result from the one successful run. 
In the case of programs designed to 
solve optimization tasks, the execu-
tion manager monitors the best solu-
tions produced by each component 
solver, providing the best of them at 
any given time. 

cost and concerns 
Readers might raise several concerns 
regarding PbO-based software devel-
opment. The first pertains to the cost 
incurred by the approach in terms of 
computational resources and human 
development effort. It might seem 
that, due to its use of compute-inten-
sive meta-algorithmic optimization 
procedures, PbO always requires large 
amounts of computational resources. 
However, while meta-algorithmic op-
timization in a large design space can 
be computationally expensive, it has 
been shown to yield good results at 
relatively modest computational cost 
in many cases.18,21,35 Furthermore, the 
meta-algorithmic optimization tech-
niques mentioned earlier tend to pro-
duce increasingly better results as they 
are run for longer and longer times; 
moreover, they can all be adapted to 
make use of parallel computation to 
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more effectively search potentially very 
large design spaces.14 

Since PbO aims to replace human 
development effort with computation, 
additional human effort incurred by 
the approach is of special concern. 
Level 0, the most basic form of PbO, 
causes no such overhead, and the add-
ed effort at level 1 can be minimized 
through effective, lightweight mecha-
nisms for exposing design choices.d 
Starting at level 2, conceiving, imple-
menting, and testing design alterna-
tives requires additional human effort. 
This development cost must be out-
weighed by the gains in performance 
a software developer might reasonably 
hope to achieve by optimizing perfor-
mance-critical parts of a design. Us-
ing this criterion, even at levels 3 and 
4, the development of design choices 
and alternatives may well focus on a 
relatively small number of key compo-
nents of a complex software system. At 
the same time, in cases where perfor-
mance matters sufficiently, the over-
head associated with higher levels of 
PbO is at least partially offset by the 
substantial human effort otherwise 
expended for manual exploration of 
design choices. 

Rather disturbingly, it might seem 
that when dealing with the large, com-
binatorial spaces of programs key to 
the PbO paradigm, the occurrence of 
bugs would be amplified to the point 
where testing and debugging becomes 
a major burden, if not completely in-
feasible. However, because design 
alternatives for individual mecha-
nisms and components can be tested 
separately, the combinatorial set of 
programs to be checked is effectively 
reduced to a set that grows linearly 
with the number of choices and design 
alternatives available at each choice 
point. While there is potential for error 
conditions arising only in particular in-
stantiations of multiple design choic-
es, such conditions are mostly avoided 
by following sound practices regarding 
encapsulation of program code and 

d Experience shows that even the rather modest 
effort required to expose an additional param
eter when using languages like C and C++ can 
discourage developers, just like the overhead 
of frequent recompilation severely limits 
their exploration of design choices accessed 
through conditional compilation or source
level modifications.

data structures, along with appropri-
ate use of unit testing. Furthermore, as 
observed in 2010 by Hutter et al.,21 de-
sign-optimization tools (such as “auto-
mated algorithm configurators”) make 
it possible to find previously unknown 
bugs in widely used software devel-
oped through traditional methods; we 
expect the same to hold for PbO-based 
software development. 

A final concern follows from the ob-
servation that software optimization 
for a narrowly defined use context can 
lead to brittle performance. It is promi-
nent in machine learning, which offers 
various techniques for addressing it. 
A combination of judicious practices 
for constructing input datasets in the 
optimization process, appropriately 
defined optimization objectives, and 
suitable methods for assessing the 
performance of candidate designs ap-
pears to be effective in avoiding brittle 
performance and poor generalization 
beyond narrowly defined classes of in-
put data. 

Robust performance is tradition-
ally important in situations where im-
portant features of the input data to be 
processed might change over time. The 
PbO paradigm offers an attractive way 
to deal with such situations based on 
the idea of automatically adapting the 
program design, so, at any given time, 
a program is well suited for the current 
input data, an idea closely related to the 
concept of lifelong learning. This ad-
aptation can be achieved by using the 
PbO design optimizer to automatically 
generate new programs optimized for 
input data representative of the current 
use context. This process takes place 
after the initial design phase, in the ac-
tual application context, and does not 
involve human designers. Moreover, it 
can be carried out by a deployed system 
involving a highly parametric program, 
a meta-algorithmic optimization pro-
cedure, and a mechanism for deciding 
which input data encountered over the 
system’s lifetime is to be used when as-
sessing the performance of candidate 
program designs. 

Related Work 
Efforts conceptually related to the 
ideas behind PbO can be traced back 
more than 30 years to the work of Rice32 
in the mid-1970s, but the powerful op-
timization and machine-learning tech-

niques, as well as the computational 
environments required to carry out the 
automated design optimization at the 
heart of PbO, have only recently been 
readily available. 

PbO is a logical extension of exist-
ing work on parameter tuning (see, for 
example, Adenso-Diaz and Laguna1 or 
Birattari et al.4) automated algorithm 
configuration (see, for example, Hut-
ter et al.18 or KhudaBukhsh et al.24) 
and automated algorithm selection 
(see, for example, Guerri and Milano,11 
Leyton-Brown et al.,25 or Xu et al.40), as 
well as of the more general approach of 
computer-aided algorithm design15; it 
is also complementary to work on algo-
rithm portfolios (see, for example, Ga-
gliolo,9 Gomes and Selman,10 or Huber-
man et al.17) and self-adaptation (see, 
for example, Battiti et al.,3 Carchrae 
and Beck,5 or Da Cost et al.7), which 
can benefit from PbO and be leveraged 
in PbO-based software development. 
We also see connections with work in 
algorithm synthesis (see, for exam-
ple, Monette et al.28 or Westfold and 
Smith37), algorithm engineering (see, 
for example, Sanders and Schultes33), 
and meta-learning (see, for example, 
Vilalta and Drissi36).

Furthermore, many studies clearly 
exhibit key elements of the PbO ap-
proach and bear witness to its benefits, 
including our own work on algorithm 
configuration for complete and in-
complete SAT solvers,18,24 for several 
well-known solvers for mixed-integer 
programming problems,21 and for two 
well-known general-purpose planning 
systems.35 While these studies focused 
on optimizing the performance of soft-
ware for solving NP-hard problems, a 
broad range of similar work involves 
software running in polynomial time.e 
For example, Whaley et al.38 automati-
cally performed mostly low-level op-
timizations of performance-critical, 
basic linear algebra routines used in 
numerous applications; Pan and Ei-
genmann31 automatically determined 
performance-maximizing combina-
tions of compiler optimizations for 
a given program or program section; 
Diao et al.8 automatically configured a 
database server for minimal response 

e Optimization of this software, on the other 
hand, is a combinatorial problem with high 
computational complexity.



contributed�articles

FeBRuARY 2012  |   VoL.  55  |   No.  2  |   coMMunicaTions of The acM     79

time in an e-commerce application; 
and Li et al.26 automatically created 
hybrid sorting algorithms that outper-
form those provided by several widely 
used libraries, including the C++ Stan-
dard Template Library. 

Where the Road Goes…
The PbO paradigm offers numerous 
benefits to software developers and us-
ers alike, including better performance 
of programs created this way and eas-
ier, more effective adaptation to dif-
ferent (and changing) use contexts, as 
well as better use of human capabili-
ties and skills throughout the develop-
ment process. 

To be effective, PbO needs to be 
used in combination with other tech-
niques and established practices. In 
particular, careful consideration of 
design patterns, memory-access and 
communication patterns, data orga-
nization, and threading will still be 
crucially important for achieving high 
performance in many cases, as will 
performance-profiling approaches. 
PbO should be seen as complement-
ing, rather than superseding, these 
considerations, which conversely in-
form and constrain the design choices 
realized in the context of a PbO-based 
development process. The cost of PbO 
induces additional constraints and 
may in certain cases limit the degree 
to which the approach can be applied. 
Still, many areas of computing sci-
ence and its applications have much 
to gain from PbO, particularly for soft-
ware using techniques from artificial 
intelligence, machine learning, and 
data mining, as well as simulation 
software, performance-critical pro-
cedures from standard libraries, and 
even data transmissions protocols, 
basically any situation involving heu-
ristic design choices. 

While lower levels of PbO, in com-
bination with existing tools, are al-
ready able to achieve substantial 
benefits, we believe the full potential 
of PbO is realized through higher lev-
els of PbO-based software develop-
ment and dedicated support in the 
form of the language extensions and 
tools outlined here. A first version of 
a weaver for PbO-C was implemented 
by the author and now available at 
http://www.prog-by-opt.net. PbO de-
sign optimization can be achieved 

through readily available automated 
algorithm-configuration procedures 
(such as ParamILS19,20), and we expect 
even better performing procedures to 
be available within the next two years. 
Similarly, meta-algorithmic proce-
dures that effectively produce per-
instance algorithm selectors from 
a single, highly parametric design 
are available today (see, for example, 
Xu et al.39) and will likely be further 
improved in the near future. We are 
currently working on automated 
procedures for generating parallel 
portfolios from a given design-space 
specification and expect to obtain 
useful results soon. We plan to inte-
grate these (and possibly other) meta-
algorithmic optimization procedures 
into a single PbO design optimizer 
that facilitates their use in the context 
of PbO-based software development. 

The High Performance Algorithm 
Laboratory (HAL) environment29 is 
designed to support computer-aided 
design and empirical analysis of high-
performance algorithms through 
ready-to-use, state-of-the-art analysis 
and design procedures. HAL provides 
an ideal platform for realizing and op-
erating an integrated PbO design op-
timizer and could thus provide strong 
support for PbO-based software de-
velopment. Furthermore, extensions 
and enhancements of widely used 
development platforms, particularly 
the Eclipse integrated development 
environment (http://www.eclipse.
org), will provide useful support for 
PbO-based software development. Be-
sides syntax highlighting and folding 
for PbO constructs, we envision tools 
that support developers tracking and 
navigating parameters and choices 
(especially distributed choices) de-
clared in PbO sources, and in using 
PbO weavers and optimizers in their 
various modes. 

We expect PbO to also facilitate 
scientific insight into the efficacy of 
algorithms and their components, as 
well as into the empirical complex-
ity of computational problems. For 
example, to measure the extent to 
which a particular instance of a de-
sign choice contributes to overall per-
formance, one would simply remove 
that instance (or instruct the weaver 
to ignore it) and compare the perfor-
mance obtained in one or more use 

Because it 
enables empirical 
investigation into 
the interaction 
between 
problem-instance 
characteristics 
and the efficacy 
of certain solver 
components, 
Pbo promises to 
facilitate insight 
into what renders 
certain problems  
so difficult to solve. 

http://www.prog-by-opt.net
http://www.eclipse.org
http://www.eclipse.org
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contexts when optimizing within this 
reduced design space with the per-
formance obtained from the original 
design space. Further analysis of the 
differences between the two designs 
could then produce insight into the 
degree to which other design choices 
might compensate for the effects of 
eliminating that choice instance from 
the design space. Comparing designs 
optimized for different use contexts 
can reveal interactions between char-
acteristics of a program’s inputs and 
the mechanisms that should be used 
to achieve good performance on those 
inputs. Finally, because it enables em-
pirical investigation into the interac-
tion between problem instance char-
acteristics and the efficacy of certain 
solver components, PbO promises to 
facilitate insight into what renders 
certain problems so difficult to solve. 

While much work remains to realize 
the full potential of the approach, PbO 
will change the way developers and 
users create, use, and study software. 
While PbO will be especially effective 
in the context of solving NP-hard prob-
lems, where general insight into prac-
tically effective solution methods is 
limited, we are convinced it will prove 
useful on a much broader scale. 
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in performing them for terabyte or 
larger datasets (increasingly common 
across scientific disciplines) are quite 
different from those that applied 

when data volumes were measured 
in kilobytes. The result is a computa-
tional crisis in many laboratories and 
a growing need for far more powerful 
data-management tools, yet the typi-
cal researcher lacks the resources and 
expertise to operate these tools. 

The answer may be to deliver re-
search data-management capabili-
ties to users as hosted “software as a 
service,” or SaaS,18 a software-delivery 
model in which software is hosted 
centrally and accessed by users using 
a thin client (such as a Web browser) 
over the Internet. As demonstrated in 
many business and consumer tools, 
SaaS leverages intuitive Web 2.0 in-

aS Big D ata  emerges as a force in science,2,3 so, too, 
do new, onerous tasks for researchers. Data from 
specialized instrumentation, numerical simulations, 
and downstream manipulations must be collected, 
indexed, archived, shared, replicated, and analyzed. 
These tasks are not new, but the complexities involved 

software as 
a service 
for Data 
scientists 
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terfaces, deep domain knowledge, 
and economies of scale to deliver ca-
pabilities that are easier to use, more 
capable, and/or more cost-effective 
than software accessed through other 
means. The opportunity for continu-
ous improvement via dynamic deploy-
ment of new features and bug fixes 
is also significant, as is the potential 
for expert operators to intervene and 
troubleshoot on the user’s behalf. 

We report here on a research data-
management system called Globus 
Online, or GO, that adopts this ap-
proach, focusing on GO’s data-move-
ment functions (“GO-Transfer”). We 
describe how GO leverages modern 
Web 2.0 technologies to provide in-
tuitive interfaces for fire-and-forget 
file transfers between GridFTP end-
points1 while leveraging hosting for 
automatic fault recovery, high per-
formance, simplified security con-
figuration, and no client software in-
stallation. We also describe a novel 
approach for providing a command-
line interface (CLI) to SaaS without 
distributing client software and Glo-
bus Connect to simplify installation 
of a personal GridFTP server for use 
with GO. Our experiments show low 
overhead for small transfers and high 
performance for large transfers, rela-
tive to conventional tools. 

Adoption of this new service has 
been notable. One year after product 
launch, November 2010, more than 
3,000 registered users had in aggre-
gate moved more than two petabytes 
(2×1015B) and 150 million files; nu-
merous high-performance comput-
ing (HPC) facilities and experimental 
facilities recommend GO to their us-
ers; and several “science gateways” 
are integrating GO as a data upload/
download solution. GO has also been 
adopted as a foundational element 
of the National Science Foundation’s 
new (as of 2011) Extreme Science and 
Engineering Discovery Environment 
(XSEDE) supercomputer network 
(http://www.xsede.org/). 

Data Movement 
Researchers often must copy many 
files with potentially large aggregate 
size among two or more network-
connected locations, or “endpoints,” 
that may or may not include the com-
puter from which the transfer com-

mand is issued; that is, third-party 
transfers may be (indeed, frequently 
are) involved. Our goal in designing 
GO is a solution that provides extreme 
ease-of-use without compromising 
reliability, speed, or security. A 2008 
report by Childers et al.5 of Argonne 
National Laboratory makes clear the 
importance of usability. In particu-
lar, failure recovery is often a human-
intensive process, as reported by 
Childers et al.5: “The tools that we use 
to move files typically are the standard 
Unix tools included with ssh… it’s just 
painful. Painful in the sense of having 
to manage the transfers by hand, re-
starting transfers when they fail all 
of this is done by hand.” 

In addition, datasets may have 
nested structures and contain many 
files of different size (see the side-
bar “Other Approaches”). Source and 
destination may have different se-
curity requirements and authentica-
tion interfaces. Networks and storage 
servers may suffer transient failures. 
Transfers must be tuned to exploit 
high-speed research networks. Direc-
tories may have to be mirrored across 
multiple sites, but only some files dif-
fer between source and destination. 
Firewalls, Network Address Transla-
tion, and other network complexities 
may have to be addressed. For these 
and other reasons, it is not unusual to 
hear of even modest-scale wide-area 
data transfers requiring days of care-
ful “babysitting” or of being aban-
doned for high-bandwidth but high-
latency (frequently labor-intensive 
and error-prone) “sneakernet.”11 

Why Move Data at all? 
Why not just leave data where it is 
created? Such an option is certainly 
preferred when possible, and we may 
hope that over time moving computa-
tion to data rather than the other way 
round will be more common. How-
ever, in practice, data scientists often 
find data is “in the wrong place” and 
thus must be moved for a variety of 
reasons. Data may be produced at a 
location (such as a telescope or sen-
sor array) where large-scale storage 
cannot be located easily. It may be 
desirable to collocate data from many 
sources to facilitate analysis a com-
mon requirement in, say, genomics. 
Remote copies may be required for 

a common question 
about Go is whether 
data can be moved 
more effectively 
through the 
physical movement 
of media rather 
than through 
communication 
over networks. 

http://www.xsede.org/


contributed�articles

FeBRuARY 2012  |   VoL.  55  |   No.  2  |   coMMunicaTions of The acM     83

disaster recovery. Data analysis may 
require computing power or special-
ized computing systems not avail-
able locally. Policy or sociology may 
require replication of data sets in 
distinct geographical regions; for ex-
ample, in high-energy physics, all data 
produced at the Large Hadron Col-
lider, Geneva, Switzerland, must es-
sentially be replicated in the U.S. and 
elsewhere for independent analysis. 
It is also frequently the case that the 
aggregate data-analysis requirements 
of a community exceed the analysis 
capacity of a data provider, in which 
case data must be downloaded for lo-
cal analysis. This is the case in, for ex-
ample, the Earth System Grid, which 
delivers climate simulation output to 
its 25,000 users worldwide. 

Another common question about 
GO is whether data can be moved 
more effectively through the physi-
cal movement of media rather than 
through communication over net-
works. After all, no network can ex-
ceed the bandwidth of a FedEx truck. 
The answer is, again, that while physi-
cal shipment has its place (and may 
be much cheaper if the alternative is 
to pay for a high-speed network con-
nection), it is not suitable in all situ-
ations. Latency is high, and so is the 
human overhead associated with 
loading and unloading media, as well 
as with keeping track of what has been 
shipped. Nevertheless, it could be fea-
sible to integrate into GO methods 
for orchestrating physical shipment 
when it is determined to be faster 
and/or more cost-effective as with 
Cho’s and Gupta’s Pandora (“People 
and networks moving data around”) 
system.6

Different interfaces for 
Different users 
The Computation Institute at the 
University of Chicago and Argonne 
National Laboratory operates GO as 
a highly available service (http://www.
globusonline.org/) to which users 
submit data-movement and synchro-
nization requests. A typical transfer 
request proceeds as follows: A user 
authenticates with GO and submits a 
request. GO records the request into 
its state database, inspects the re-
quest to determine what endpoints 
are involved, and if necessary prompts 

the user to provide credentials GO can 
use to interact with those endpoints 
on the user’s behalf. GO then estab-
lishes authenticated GridFTP control 
channels with each endpoint and is-
sues the appropriate GridFTP com-

mands to transfer the requested files 
directly between the endpoints. GO 
monitors the transfer progress and 
updates transfer state in the state da-
tabase. This information can be used 
to restart transfers after faults and re-

One alternative for data movement involves running tools on the user’s computer; 
for example, rsync,20 scp, file transfer program (FtP), secure FtP, and bbftp13 are all 
used to move data between a client computer and a remote location. Other software 
(such as globus-url-copy, reliable File transfer, File transfer Service, and Lightweight 
Data replicator) can each manage large numbers of transfers. however, the need to 
download, install, and run software is a significant barrier to use. Users spend much time 
configuring, operating, and updating such tools though rarely have the it and networking 
knowledge necessary to fix things when they do not “just work,” which is all too often. 

Some big-science projects have developed specialized solutions to the problem; for 
example, the PheDex high-throughput data-transfer-management system9 manages 
data movement among sites participating in the Compact Muon Solenoid experiment 
at Cern, and the Laser interferometer gravitational wave Observatory (LigO) project 
developed the LigO Data replicator.4 these centrally managed systems allow users 
to hand off data-movement tasks to a third-party service that performs them on their 
behalf. however, these services require professional operators functioning only among 
carefully controlled endpoints within these communities. 

Managed services (such as YouSendit and DropBox) also provide data-management 
solutions but do not address researchers’ need for high-performance movement of 
large quantities of data. Bittorrent8 and Content Distribution networks21 are good at 
distributing a relatively stable set of large files (such as movies) but do not address data 
scientists’ need for many frequently updated files managed in directory hierarchies. 
the integrated rule-Oriented Data System17 is often run in hosted configurations, 
but, though it performs some data-transfer operations (such as for data import), data 
transfer is not its primary function or focus. 

the Kangaroo,19 Stork,14 and CatCh15 systems all manage data movement over 
wide-area networks using intermediate storage systems where appropriate to optimize 
end-to-end reliability and/or performance. they are not designed as SaaS data-
movement solutions, but their methods could be incorporated into gO. 

web and reSt interfaces to centrally operated services are conventional in 
business, underpinning such services as Salesforce.com (customer relationship 
management), google Docs, Facebook, and twitter—an approach not yet common in 
science. two exceptions are the PheDex Data Service,9 with both reSt and CLis, and 
the national energy research Supercomputing Center, or nerSC, web toolkit called 
newt7 that enables reStful operations against hPC center resources. 

Other Approaches

Principal Globus online data-transfer commands. 

class name Description

Create 
Transfer

ls List files and directories on an endpoint. 

transfer Request data transfer of one or more files or directories between end-
points; support recursive directory transfer and rsync-like synchronization. 

scp Request data transfer of a single file or directory; syntax and semantics 
based on secure copy utility to facilitate retargeting to go of scripts using 
scp for data movement. 

Monitor 
Transfers

status List transfers initiated by requesting user, along with summary information 
(such as status, start time, and completion time). 

details Provide details on a transfer (such as number of files transferred  
and number of faults). 

events List events associated with a specified transfer: start, stop,  
performance, faults. 

Control 
Transfers

cancel Terminate specified transfer or individual file in a transfer. 

wait Wait for specified transfer to complete; show progress bar. 

Alter deadline for a transfer.

http://Salesforce.com
http://www.globusonline.org/
http://www.globusonline.org/
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port progress to the user. GO keeps at-
tempting a failed request periodically 
until the task deadline is reached or 
the user cancels the request. When 
the transfer completes or an unrecov-
erable fault is encountered the user is 
notified via email. 

GO supports a friendly, intuitive 
Web GUI for ad hoc and less-technical 
users; a CLI for use by more advanced 
users and for scripting; and a Rep-
resentational State Transfer (REST) 
application programming interface 
(API) facilitating integration for sys-
tem builders that also supports the 
GO Web interface. The table here lists 
GO’s primary transfer-management 
functions. Additional endpoint-man-
agement functions provide for the 
creation, deletion, configuration, ac-
tivation, and deactivation of logical 
endpoints. Other functions support 
administrative tasks (such as listing 
available commands, reviewing com-
mand history, and obtaining com-
mand help). 

The REST interface uses HTTP 
geT, PuT, PoST, and deLeTe opera-
tions against a defined set of URLs 
representing GO resources. Thus, to 
create a transfer task, a user issues a 
PoST to https://transfer.api.globuson-
line.org/v0.10/transfer with a docu-
ment describing the transfer request, 
including, for example, source and 
destination endpoints and file paths 
and options; to access the status of a 
task, the user issues a geT request to 
https://transfer.api.globusonline.org/
v0.10/task/<task id>; the system then 
returns a document with the status 
information. The REST interface is 
versioned, so GO can evolve its REST 
interface without breaking existing 
clients. Documents passed to and 
from HTTP requests can be format-
ted using JavaScript Object Nota-
tion (JSON) and Extensible Markup 
Language (XML). Supported security 
mechanisms include HTTPS mutual 
authentication with an X.509 client 
certificate and (for Web browsers) 
HTTPS server authentication with 
cookie-based client authentication. 

The Web interface builds on the 
REST interface using standard Asyn-
chronous JavaScript (AJAX) and XML 
techniques. A GO Web page contains 
standard HTML, CSS, and JavaScript, 
interacting with the REST interface 

through standard-session cookie-
based client authentication. The 
Web GUI supports browsing remote 
file systems, as well as submitting, 
monitoring, and cancelling transfer 
requests. 

A CLI supports client-side script-
ing; for example, a script that, each 
evening, transfers new files created 
during the day to a remote reposi-
tory or that automatically moves out-
put from an analysis job back to a lo-
cal machine. A CLI typically requires 
installation of client-side libraries, 
though it is counter to the key SaaS 
tenet of not requiring client software 
installation to use the service. To obvi-
ate having to install software, the GO 
system provides all GO users with a re-
stricted shell, to which they can ssh to 
execute commands. Thus, a user, Joe, 
can write 

ssh joe@cli.globusonline.org \
  scp alcf#dtn:~/myfile nersc#dtn:~/
myfile 

to copy myfile from source alcf#dtn to 
destination nersc#dtn. The boldface 
text invokes the GO scp, or secure 
copy, command, mirroring the syntax 
of the popular scp. It supports many 
regular scp options, plus some addi-
tional features, and is much faster be-
cause it invokes GridFTP transfers. Al-
ternatively, Joe can first ssh to http://
cli.globusonline.org/, then issue a se-
ries of commands directly: 

joe$ ssh cli.globusonline.org
Welcome to globusonline.org, ian.
 $ scp alcf#dtn:~/myfile nersc#dtn:~/
myfile
Contacting ‘gs1.intrepid.alcf.anl.gov’...
enter MyProxy pass phrase: ******** 

This example command also illus-
trates how endpoints can define logi-
cal names for physical nodes. For 
example, alcf#dtn denotes the data-
transfer nodes running GridFTP serv-
ers at the Argonne Leadership Com-
puting Facility (ALCF: http://www.alcf.
anl.gov/). Sites can define and publish 
their own endpoint definitions (such 
as alcf#dtn, nersc#dtn); users are able 
to define custom endpoint definitions 
as well (such as mylaptop, myserver). 
More than 300 such endpoint defini-
tions have been defined, incorporat-
ing many major research computing 
systems in the U.S. and elsewhere 
worldwide. 

user Profile and  
identity Management 
An important GO feature is the abil-
ity to handle transfers across mul-
tiple security domains with multiple 
user identities. Unlike many systems, 
including most previous Grid file-
transfer services, GO does not require 
a single, common security credential 
across all transfer endpoints. Rather, 
it assumes users have many identities 
for use with different service provid-
ers and that GO’s job is to ensure the 

figure 1. Globus online architecture. 
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right identities are brought to bear at 
the right time for any transfer and do 
so in a way that is easy for users to un-
derstand. 

To this end, all users have GO ac-
counts where they easily configure 
their profile with various identities; 
for example, they can register their 
MyProxy Certification Authority (CA)16 
identities (such as for NERSC and 
other computing centers using the ap-
proach), OAuth protocol12 identities 
(such as for ALCF, the NSF XSEDE net-
work of supercomputer centers, and 
Facebook), OpenID identities (such 
as for Google), Shibboleth10 identities 
(such as for campus credentials), and 
X.509 identities (such as from the U.S. 
Department of Energy Grids CA and 
International Grid Trust Federation-
certified CA). 

Though GO stores identities, it 
does not store passwords; rather, it 
knows only the user name so it can 
prompt for the appropriate informa-
tion when that identity is needed. In 
addition, identities can be configured 
as “federated identities” the user uses 
to authenticate with GO; for example, 
users who have already authenticated 
their browser session with an OpenID, 
OAuth, or Shibboleth identity can use 
GO without having to authenticate 
further, and X.509 (proxy) identities 
can be used to authenticate with the 
GO Web site, CLI, and REST API. 

GO keeps track of what security cre-
dentials are required by the different 
endpoints with which users may wish 
to communicate. Then, where possi-
ble, it caches information it can use to 
facilitate access. For example, assume 
user U must provide X.509 credential 
U-A to access endpoint A and X.509 
credential U-B to access endpoints 
B1 and B2. To perform a file transfer 
from A to B1, as requested by the user, 
GO requires short-term (typically 12-
hour) X.509 proxy credentials22 it can 
use to authenticate the user request 
to the GridFTP servers running at 
endpoints A and B1. If GO does not 
have such credentials, it prompts the 
user for them when the user requests 
the transfer. Alternatively, a user (or 
script) can proactively push X.509 
proxy credentials to GO for use with 
specific endpoints. 

When GO has the needed creden-
tials it proceeds with the transfer, 

caching them until they expire or are 
explicitly deleted by the user. GO also 
uses the same user proxy credential 
for endpoints that have the same de-
fault MyProxy server, so users need 
not enter the same password multiple 
times. If a credential expires before 
the transfer completes, GO notifies 
the user via email that the user must 
re-authenticate. Until such time as 
the credential is renewed, the transfer 
is suspended. 

scalable cloud-based 
implementation 
SaaS requires reliability and scalabil-
ity, continuing to operate despite the 
failure of individual components and 
behaves appropriately as usage grows. 
To this end, the GO team applies 
methods commonly used by SaaS pro-
viders, running GO on a commercial 
cloud provider, Amazon Web Services 
(AWS). The GO implementation uses a 
combination of Amazon Elastic Com-
pute Cloud (EC2), Amazon Elastic 
Load Balancing, and Amazon Simple 
Storage Service (S3). 

The GO implementation involves 
platform services, which provide user, 
profile, and group-management func-
tions, and the file-transfer service 
that implements the data-movement 
functionality that is the focus of this 
article. The GO team runs the plat-
form services on a collection of EC2 
instances across several availability 
zones in Amazon’s U.S. East region 
(located in Virginia), including Web 
server, load balancer, database, and 
backup. The file-transfer service runs 
on a collection of EC2 instances host-
ed in the U.S. East region, including of 

transaction database, transfer agents, 
history database, transfer REST API 
server, CLI server, and backup. In ad-
dition, the GO team runs two Nagios 
servers on EC2 instances, one in the 
U.S. East region to monitor all other 
instances, the other in the U.S. West 
region to monitor the health of the 
primary Nagios server. The GO team 
also uses the Chef configuration-
management tool for provisioning 
all servers. The vast majority of GO is 
programmed in Python, running on 
Ubuntu Linux servers, with Cassandra 
and Postgres databases. 

Figure 1 is a somewhat abstracted 
view of the GO implementation, show-
ing the user gateway servers support-
ing interaction between users and the 
system via Web GUI, CLI, and REST in-
terfaces; the worker processes orches-
trating data transfers and other tasks 
(such as notifying users of changes in 
state); and the profiles and state da-
tabase storing user profiles, request 
state, and endpoint information. 

The authors’ current thinking on 
availability is that that the research 
community needs between three and 
four 9s (99.9% 99.99%), correspond-
ing to between one and 10 minutes 
downtime per week. Longer than 10 
minutes lack of availability can be 
problematic for users employing GO 
as part of time-critical work processes 
(such as in astronomy data-process-
ing pipelines). This requirement is 
a primary reason the GO team hosts 
GO on AWS rather than on a research 
computing facility, which, in our expe-
rience, provides closer to two-9s avail-
ability when occasional maintenance 
shutdowns are taken into account. 

figure 2. Globus connect architecture. 
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Globus connect (Multi-user) 
GO users need not install software 
to request transfers between remote 
GridFTP servers. However, software 
installation is required if a source or 
destination computer does not have 
GridFTP installed, as when, for exam-
ple, transferring data to/from a user’s 
computer. 

To address this need, we introduced 
in early 2011 Globus Connect, a one-
click download-and-install applica-
tion for Linux, MacOS, and Windows. 
Globus Connect consists of a GridFTP 
server that runs as the user (rather 
than root from inetd like a typical 
GridFTP server) and a GSI-OpenSSH 
client configured to establish an au-
thenticated connection to a GO relay 
server, so as to tunnel GridFTP con-
trol channel requests from GO. This 
Globus Connect GridFTP server uses 
only outbound data-channel connec-
tions. GO can direct transfer requests 

to/from a Globus Connect instance 
via the control-channel tunnel. Thus, 
to request a transfer to/from the com-
puter on which they have installed 
Globus Connect, users interact with 
GO just as they would request any 
other transfer (see Figure 2). GO re-
lays the request via the tunnel to the 
Globus Connect server, which then 
executes the transfer. 

Globus Connect establishes only 
outbound connections and thus can 
work behind a firewall or other net-
work interface device that does not 
allow for inbound connections. The 
Globus Connect server is stateless 
and thus can be started and stopped 
at will; all state associated with trans-
fers is maintained by GO. Autoupdate 
means the user need not maintain the 
software over time. 

The GO team also streamlined the 
process of standing up a GridFTP serv-
er as a shared resource by introducing 

Globus Connect Multi-User (GCMU), 
simplifying the process of connecting 
a shared server or cluster to GO. With 
GCMU a resource owner can quickly 
set up a GO endpoint on any server 
that can then be accessed by multi-
ple users for remote data movement. 
GCMU packages a GridFTP server, 
MyProxy server, and MyProxy Online 
CA pre-configured for GO use, requir-
ing only a few steps to install and use. 
A growing number of research facili-
ties users (such as the University of 
Colorado, University of Michigan, 
Oak Ridge National Laboratory, and 
Advanced Photon Source) use GCMU 
to make their resources accessible to 
remote users. 

Globus Connect also incorporates 
user-friendly methods for automat-
ing the process of generating, install-
ing, and configuring the certificate 
required for a Globus Connect instal-
lation. It uses an online private CA in-
corporated into GO to generate a new 
service certificate when a user adds a 
Globus Connect endpoint. Users copy 
a secret “setup key” from the GO Web 
site to the Globus Connect setup win-
dow to securely pair it with their new 
endpoint definition. Globus Connect 
uses the setup key as a one-time-use 
token to download the certificate, pri-
vate key, and GridFTP gridmap con-
figuration over a secure GSI-OpenSSH 
connection. GO can then authenticate 
to the Globus Connect instance and 
be sure it is talking to the correct one. 

optimized file Transfers for all 
GridFTP client interfaces allow us-
ers to optimize transfer performance 
by setting parameters (such as TCP 
buffer size, number of outstanding 
requests, or “pipelining,” number of 
concurrent control channel connec-
tions, or “concurrency,” and number 
of TCP channels used for data move-
ment, or “parallelism”). However, few 
users have the experience and time 
needed to apply these settings effec-
tively. 

GO obviates the need for user tun-
ing by applying heuristics to set pa-
rameters based on the number and 
size of files in a transfer. Upon arrival 
of a recursive transfer request, GO 
crawls the directory to find the files 
to transfer, determining file size in 
the process. It then sorts them by size 

figure 4. Data-transfer performance between two ec2 instances. 
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figure 3. Data-transfer performance between aLcf and neRsc. 
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and performs the transfer in chunks, 
setting parameters for each chunk ac-
cording to the average size of its files. 
If a chunk has more than 100 files and 
an average file size smaller than 50MB, 
GO applies small settings, making use 
of pipelining: Specifically, concur-
rency=2 files in transit at once, paral-
lelism=2 sockets per file, and pipelin-
ing=20 requests outstanding at once. 
If all files in a chunk are larger then 
250MB, GO applies large settings that 
use more parallelism and moderate 
pipelining: concurrency=2, parallel-
ism=8, and pipelining=5. In all other 
cases, the default setting is used: con-
currency=2, parallelism=4, and pipe-
lining=10. When a Globus Connect or 
GCMU endpoint is used as the desti-
nation in a GO transfer, then stream 
mode (not mode E, which allows for 
out-of-order transmission) must be 
used, and concurrency is the only op-
timization that can be applied. When 
using steam mode, then for small file 
chunks, GO sets concurrency=8. 

These simple heuristics have 
proved effective but can surely be im-
proved; for example, GO could be ex-
tended to manipulate the TCP buffer 
size (such as on the basis of round-
trip-time measurements), select alter-
native transport protocols, or reserve 
the network. 

Performance and scalability 
Dispatching requests to a hosted ser-
vice rather than executing them di-
rectly on a user’s computer introduc-
es temporal overhead due to the need 
to communicate the request to the GO 
user gateway operating on a remote 
computer. To evaluate this overhead, 
we conducted tests (in 2011), issuing 
100 consecutive requests to transfer 
a 1B file between two locations, using 
scp first, then GO scp dispatched to GO 
via SSh. We measured total times of 93 
and 273 seconds, respectively, an av-
erage per-request cost of 0.93 seconds 
for scp and 2.73 seconds for GO scp. 
We concluded that the request-setup 
cost associated with the use of GO is 
~1.8 seconds. This overhead is accept-
able for many data-transfer applica-
tions, though certainly not for all. 
Note that users who want to request 
many transfers will normally do so 
with a single request. If users want to 
perform consecutive small requests, 

they may choose to log into the GO 
CLI gateway and issue the commands 
directly, thus avoiding the per-request 
ssh cost. 

To evaluate GO’s performance-
optimization logic in practical situ-
ations, we also conducted tests (in 
2011) to compare GO performance 
when transferring large quantities 
of data between pairs of endpoints 
with that achieved using scp and the 
globus-url-copy (GUC) client. As scp is 
known to perform poorly, particularly 
over wide-area networks, we included 
this option in the test primarily as a 
sanity check; if GO is not better than 
scp, then something is wrong. GUC, on 
the other hand, drives GridFTP trans-
fers and so represents a fairer com-
parison. However, in its default con-
figuration (which, Globus developers 
tell us, many users use unchanged) 
GUC does not employ optimizations 
used by GO; for example, GUC does 
not enable concurrency, parallelism, 
pipelining, or data channel cach-
ing. This comparison thus permitted 
evaluation of the performance gains 
many users expect from GO. We also 
compared GO against GUC with pa-
rameters tuned by an expert to maxi-
mize performance tuned-guc in the 
results. 

Figure 3 charts results of GO-based 
data transfer in 2011 over a high-
speed wide-area network ESNet, 
the Energy Sciences Network, http://
www.es.net/ between two high-per-
formance parallel storage systems, 
and Figure 4 between local-instance 
storage of two EC2 instances within 
different Amazon Availability Zones 
in a single geographic region to ap-
proximate a transfer over a campus 
network. Figure 3 gives results both 
between a single data-transfer node 
(DTN) at ALCF and NERSC (“go-sin-
gle-ep”) and (the default configura-
tion) using the two DTNs supported 
by ALCF and NERSC (“go”). Each DTN 
is a fast server with a 10Gb/s network 
to ESnet and a fast local connect to 
each site’s GPFS parallel file system. 
Meanwhile, scp performs poorly for 
all data transfers, and GUC, with its 
default configuration, performs poor-
ly for all data transfer sizes over the 
wide area, as well as for small files in 
the local area. (The default configura-
tion clearly requires improvement.) 

Though Go stores 
identities, it does  
not store 
passwords;  
rather, it knows 
only the user name 
and how to use it, 
so it can prompt 
for the appropriate 
information  
when that identity  
is needed. 

http://www.es.net/
http://www.es.net/
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Fortunately, tuned-guc performs bet-
ter than untuned GUC in almost all 
cases. In the wide-area case, it does 
less well than GO for smaller files, 
probably because GO drives GridFTP 
pipelining more aggressively, due to 
the improved pipelining support in 
GO’s GridFTP client. However, tuned-
guc does better than GO for large 
files, though GO performance can be 
tuned further. Note, GO transfers to 
a two-DTNs vs. a single-DTN are not 
substantially different, except for the 
largest transfer. We conclude that the 
bottleneck is not the DTNs but either 
the network or local storage. 

conclusion 
Exploding data volumes are trans-
forming many researchers into data 
scientists, with urgent need for more 
capable, efficient data-management 
tools. SaaS may represent the means 
by which such tools are provided cost-
effectively, with GO as a first step in 
that direction. A hosted data-move-
ment service with intuitive interfaces, 
automatic fault recovery, high per-
formance, and easy-to-use security, 
it has already (since its introduction, 
late 2010) won enthusiastic adoption 
in the world of big-data science appli-
cations. Many operators of scientific 
facilities worldwide recommend GO 
to their users. Our experiments show 
GO can achieve high performance and 
exceptional reliability in a variety of 
settings, with low per-transfer over-
head and bandwidth rarely exceeded 
in human-tuned transfers. 

These positive results have encour-
aged us to expand GO to address other 
research data-management prob-
lems. Recognizing that a notable rea-
son for moving data is to share it with 
other scientists, the GO development 
team is adding data-sharing support 
like that provided by DropBox. To sim-
plify the specification of sharing poli-
cies, GO developers have integrated 
group management. In turn, these 
mechanisms provide a foundation on 
which can be built a range of other ca-
pabilities, notably support for collab-
orative tools. 
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MUC h attentiOn haS  recently been paid to smart 
vehicle research to assist drivers and ultimately 
revolutionize the way vehicles, road sensors, and 
drivers communicate in the future. The key objective 
is to improve driver and vehicle safety. The National 
Transportation Safety Board reports that U.S. highways 
on average experience 43,300 fatalities per year. Every 
day, more than 16,000 crashes occur on U.S. highways, 
mainly due to driver error, poor judgment, drowsiness, 
or distraction.9 The U.S. National Highway Traffic 
Safety Administration estimates that in the U.S. alone, 
approximately 100,000 crashes (about 2% of all) each 
year are caused primarily by driver drowsiness or 
fatigue.9,28 Thus, incorporating automatic active 

vehicle safety techniques such as driv-
er fatigue detection/warning mecha-
nisms and other driver-assist tools into 
vehicles may significantly help in pre-
venting accidents and increase crash 
survivability.

This article surveys the main in-
novations in vehicle area networks 
(VAN) featuring driver safety. We 
mainly focus on the recent develop-
ments of intelligent transportation 
systems (ITS) for intra-vehicle and 
inter-vehicle-area-networks to assist 
driver safety:

Intra (In Vehicle) VAN. Intelligent 
intra-vehicle systems are becoming 
necessary components of smart ve-
hicle system research. Intra-vehicle 
networks deal with the data communi-
cation network of onboard equipment 
(OBE) for assessing a driver’s behavior 
or a vehicle’s performance. Two ve-
hicle safety techniques passive and 
active are currently being employed 
and devised in vehicles. Passive vehi-
cle safety includes a set of tools or de-
vices such as seatbelts or air bags that 
improve safety in the event of an acci-
dent. On the other hand, active vehicle 
safety techniques consist of a variety of 
techniques such as on-board driver as-
sistance tools (for example, driver fa-
tigue detection), lane-keeping or con-
gestion control tools and many more, 

Progress and 
challenges 
in intelligent 
Vehicle area 
networks

Doi:10.1145/2076450.2076470

Vehicle area networks form the backbone of 
future intelligent transportation systems. 

By MiaD faeZiPouR, MehRDaD nouRani,  
aDnan saeeD, anD saTeesh aDDePaLLi

 key insights
����intelligent transportation systems (iTs) 

in general and vehicle area networks 
(Van), in particular, are expected to  
grow with the ultimate goal of achieving 
an accident-free driving environment.

����The key requirement of Van is an 
efficient wireless intra- and inter-vehicle 
communication mechanism to collect 
and exchange data among the driver, car, 
and road infrastructure.

����analytics play a major role in the future 
network of smart vehicles to quickly detect 
dangerous situations, alert the driver and/
or police, and prevent accidents.

����such goals require multidisciplinary 
analytics from signal processing (for 
example, conditioning sensor’s raw data), 
to machine learning (such as a driver’s 
behavioral analysis) and data mining 
(traffic pattern database).
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which altogether proactively try to 
minimize the chance of car accidents.

Inter VAN. Inter-vehicle communi-
cation is another key element of VAN 
that includes vehicle-to-vehicle (V2V), 
vehicle-to-broadband cloud (network) 
communication (V2B), and  vehicle-to-
roadside-infrastructure communica-
tion (V2I) using roadside units (RSU).

An intelligent VAN is a network of 
vehicles that interact with one another 
and with infrastructure to transmit 
and receive data. Various interactions 
among participating elements are 
shown in Figure 1 and may include 
lane-keeping signals, obstacle detec-
tion, adaptive cruise control, naviga-
tion data, driver status, and so on. This 
provides automatic driver assistance 

that not only improves driver safety, 
but also creates a cooperative environ-
ment where the right information is 
provided at the right time. For exam-
ple, drivers and vehicles can optionally 
exchange useful information such as 
weather/road conditions, traffic jam, 
or business/pleasure information such 
as shopping or dining deals as they 
travel along the same road. The ulti-
mate goal is to provide an accident-free 
environment and move toward imple-
mentation of the zero accident car by 
the help of vehicle area networks.12

There are several ongoing research 
and projects that aim at enhancing in-
telligent transportation systems. Part-
ners for Advanced Transit and High-
ways (PATH), is a collaborative research  

project between the California Depart-
ment of Transportation (Caltrans) and 
the Institute of Transportation Studies 
(ITS) at the University of California at 
Berkeley along with other public and 
private institutions and agencies (www.
path.berkeley.edu). It targets intelli-
gent transportation systems develop-
ment by applying advanced technology 
to particularly increase highway capac-
ity, enhance public safety, and reduce 
traffic congestion, air pollution, and 
energy consumption.

The SafeTrip-21 (Safe and Efficient 
Travel through Innovation and Part-
nerships for the 21st Century; www.
rita.dot.gov) initiative is another proj-
ect sponsored by the U.S. Department 
of Transportation (DOT). It is part of 

figure 1. central vision of Van.

http://www.rita.dot.gov
http://www.rita.dot.gov
http://www.path.berkeley.edu
http://www.path.berkeley.edu
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the IntelliDrive program in which a 
consortium of carmakers conducts 
demonstrations and operational tests 
to speed up the deployment of com-
munication/navigation technologies 
that improve transportation safety and 
mobility features.

Simultaneously in Europe, several 
institutes and organizations work on 
intelligent transportation system de-
velopment and vehicle-network con-
nectivity. The Cooperative Vehicle In-
frastructure Systems (CVIS) that is part 
of the European Commission was built 
upon the foundation of V2V and V2I 
communications for increasing the 
efficiency of road network/transporta-
tion (www.cvisproject.org). The Com-
plex Embedded Automotive Control 
Systems (CEmACS) is a research collab-
oration among some universities in the 
U.K., Germany, Sweden, Norway and 
Ireland that work on complex vehicle 
dynamics and control for active vehicle 
safety (www.hamilton.ie/cemacs).

In Asia, there are several ongo-
ing activities that focus on intelligent 
transportation systems. The Tokyo 
Smartway project aims at developing 
intelligent roads for the 21st century 
by enabling automated driving using 
ITS technologies. The Electronic Road 
Pricing (ERP2) project in Singapore 
focuses on constructing a comprehen-
sive road network by integrating in-
vehicle units for electronic payments 
of various vehicle or road transactions.

Electric vehicles have been proto-
typed and some commercialized in 
the past several years. Next-genera-
tion, grid-based electric vehicles are 
currently under investigation to in-
crease the power and fuel efficiency 
of future vehicles. In this platform, a 
smart electric grid is formed where 

vehicles draw energy to start their mo-
tors. Future electric vehicles (for ex-
ample, electric trolley bus) will be part 
of VAN and will not only draw energy 
from the smart grid, but will also store 
back energy to the grid and allow vari-
ous data communication.

As vehicular networks are expected 
to become somewhat ubiquitous by 
2016, security elements for these types 
of networks would also come into the 
picture. It is clear that false or unau-
thorized data communication or at-
tacks leading to denial of service with-
in such a VAN could cause devastating 
results compromising the driver judg-
ment and/or safety.

VAN calls for collaboration among 
interdisciplinary areas in electrical, 
computer, biomedical, telecommuni-
cation, and mechanical engineering to 
address a variety of issues. This article 
provides a comprehensive survey in the 
main communication and networking 
components of VAN. We survey the re-
cent progress and advances in vehicle 
area networks and their constructing 
components, particularly in-vehicle 
VAN, V2V, V2B, V2I, standards, and the 
security and privacy of VAN. Addition-
ally, an overview of the top challenges 
in each element of this emerging net-
work is highlighted and can potentially 
inspire researchers in the field.

in-Vehicle Van
In Vehicle Data Collection/Analysis Sys
tems. Intelligent intra-vehicle com-
munication systems for detecting a 
vehicle’s performance and especially 
a driver’s fatigue and drowsiness, is 
critical for driver and public safety. 
This is becoming a major stream of 
research in the area of intelligent ve-
hicle systems. Intelligent in-vehicle 

systems, mainly, onboard equipment 
(OBE) collect information from the 
driver or vehicle and analyze and clas-
sify the data collectively to predict or 
detect driver fatigue.

Machine learning techniques are ex-
tensively used for such data classifica-
tion.45 This platform collects standard 
vehicle information such as the speed, 
pressure on the brake or gas pedal, 
steering wheel rotation,  and global po-
sitioning system (GPS) routing.44

In addition to standard vehicle in-
formation, driver behavioral informa-
tion such as facial expression (for ex-
ample, blink rate, yawning, eyebrow 
raise, chin drop, head movements) 
can be collected and analyzed.43 Even 
physiological signals such as heart-rate 
variability and electroencephalogram 
(EEG) signal behavior can be sampled 
to determine the drowsiness (non-
alert) level of the driver.8 Researchers 
have reported there is a high correla-
tion between the level of alertness and 
the power signal in the alpha and theta 
band of the EEG signal.56

Other physiological signals such as 
electrocardiogram (ECG) signal (for ex-
ample, using wireless wrist-mounted5 
or seat-installed sensors), electroocu-
logram (EOG), electromyogram (EMG), 
blood pressure (BP), and sweating on 
the palm (for example, when driver 
touches the steering wheel) could be 
used for fatigue detection and sleep 
episode prediction. In such a plat-
form, sensors and audio/video (such 
as microphone/camera) can be used 
for collecting signals for this purpose. 
This platform itself is an in-vehicle net-
work that engages potentially a large 
number of sensors in the car to collect 
vehicle or driver information. It may 
optionally transmit this data to a moni-
toring data center for further process-
ing and receive feedback, for example, 
a warning signal, for the driver.

In Vehicle Communication Network. 
A specialized communication network 
with the ability to operate in a harsh 
environment is required to intercon-
nect all OBEs. Controller Area Network 
(CAN) is the earliest serial commu-
nication protocol developed for this 
purpose in 1986 that allows data rates 
up to 500kbps and distances less than 
40m (www.can-cia.org). Local Inter-
connect Network (LIN) has been used 
since 1999 for ultra low cost and low 

Table 1. common in-vehicle protocols.

can Lin flexRay MosT J1850

application soft  
real-time

low cost  
low speed

hard 
real-time

multimedia diagnostics

Bandwidth 500kpbs 19.6kpbs 10Mbps 24.8Mbps 41.6kpbs

control multi-master single-master multi-master timing-master multi-
master

Bus access CSMA/CA Polling TdMA TdM/CSMA CSMA/NdA

Redundancy No No Yes No No

Physical  
Layer

electrical electrical electrical  
optical

optical electrical 

http://www.cvisproject.org
http://www.hamilton.ie/cemacs
http://www.can-cia.org
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speed (19.2kbps) communication to 
units (door locks, power windows, side 
mirrors) that do not require the com-
plexity or higher bandwidth of CAN 
(www.lin-subbus.de). 

FlexRay is a recent protocol that pro-
vides deterministic and fault-tolerant 
communication up to 10Mbps and is 
expected to replace CAN in the future 
(www.flexray.com). For multimedia 
application within the vehicle (audio, 
video, telephony, navigation) that re-
quire even higher bandwidths, Media 
Oriented Systems Transport (MOST) 
protocol has been in use since 2001 
that can provide 24.8Mbps over optical 
fiber  (www.mostcooperation.com).

To monitor vehicle emission and 
health of different OBEs, the Envi-
ronmental Protection Agency in the 
U.S. requires every passenger vehicle 
sold after 1996 to provide a standard 
16-pin connector (J1962) and a single 
wire protocol (J1850) for On-Board 
Diagnostics (OBD). J1850 protocol is 
part of OBD-II defined by Society of 
Automotive Engineers (SAE) Inter-
national (www.sae.org). Table 1 lists 
the main features of most commonly 
used in-vehicle protocols.

Top challenges
Car Suited Physiological Sensors. The 
success of driver behavioral analysis 
depends on accurate and robust data 
collection. While some preliminary 
works were reported in the litera-
ture,16,43 implementing accurate sen-
sors (for example, EEG, ECG, EMG, 
EOG, BP, Sweat) and proper mounting, 
for example, to be none or minimally 
visible, requires more attention. Novel 
applications may include employing 
off-the-shelf sensors/devices that can 
communicate with communication 
gadgets such as cellphones as a gate-
way to send or receive data to and from 
the monitoring data center.

In Vehicle Data Analysis. Certain 
data processing may be needed in ve-
hicles because of urgency or due to 
lack of connection to the base. This 
challenge deals with identifying such 
data (for example, related to fatigue) 
and processing it using a mix of digital 
signal processing and machine learn-
ing techniques that can run on em-
bedded processors. Such data analysis 
must go much beyond what has been 
reported in the literature,26,43 as the 

safety of driver and vehicle may heavily 
depend on this analysis.

Vehicle Controller Area Network. The 
vehicle controller area network (CAN) 
is a serial bus communications pro-
tocol that allows access to the vehicle 
internal system through an embed-
ded networked control system.20 Other 
OBUs, sensors, and devices should be 
integrated within vehicle CAN to in-
crease the efficiency of in-vehicle VAN. 
Wireless sensors planted in the car (for 
example, temperature, tire-road fric-
tion, stability control, brake force) and 
reporting data to the central system is 
one of the challenges in CAN.33 

Various aspects of this challenge in-
cludes: potentially having large num-
ber (tens and even perhaps hundreds) 
of such sensors; low-power circuit de-
sign and management to survive sev-
eral years of operation; and reliabil-
ity to ensure robust work in the harsh 
and/or wireless environments. Other 
challenges of CAN include reliable 
communication with actuators such 
as cruise control, and alert messages 
to the driver. Another question is what 
actuators can be automated vs. provid-
ing drivers with alert messages while 
requiring manual (drivers’) interven-
tion. In addition, wireless extensions 
to the in-vehicle sub-networks have 
performance degradation in terms 
of reliability of communication com-
pared to the wired networks. The chal-
lenges lie in achieving high commu-
nication reliability while interacting 
with other components of VAN.

Generic Plug and Play Gateway. As 
the interest for in-vehicle connectivity 
is growing, a single preferably wireless 
platform is needed to connect all the 
in-vehicle and mobile devices. Secu-
rity and connectivity can be handled 
by the gateway, thereby extending the 
usable life of equipment and eliminat-
ing the need for a dedicated modem 
for every device.

existing solutions
Intel In Vehicle Devices. In 2008, Intel 
Corporation introduced the Intel Atom 
processor to enhance in-vehicle info
tainment (IVI) solutions (www.intel.
com). This processor is a low-power, 
small-footprint and cost-efficient de-
sign ideal for in-vehicle operating con-
ditions. In particular, Intel has closely 
collaborated with Volkswagen, BMW, 

The ultimate  
goal is to provide  
an accident-free 
environment  
and move toward 
implementation  
of the  
zero-accident car  
by the help of 
vehicle area 
networks.

http://www.lin-subbus.de
http://www.flexray.com
http://www.mostcooperation.com
http://www.sae.org
http://www.intel.com
http://www.intel.com
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and Harman/Becker Automotive Sys-
tems to integrate various communica-
tions and computing technologies to 
support digital media and IVI features.

Software for Automotives. There is 
a non-profit industry alliance called 
GENIVI (www.genivi.org) to drive 
widespread adoption of open source 
in-vehicle infotainment software 
framework. In addition, commercial 
companies like QNX (www.qnx.com) 
provide software for automotives that 
can be used in a variety of vehicle info-
tainment applications.

Vehicle-to-Vehicle communication
V2V communication can provide a 
data exchange platform, expand driver 
assistance, and facilitate active safety 
vehicle system development. Driver 
assistance is provided using coopera-
tive communication among vehicles 
to adaptively broadcast and/or share 
information or warning messages for 
the driver. This can be further custom-
ized for specific groups of people in 
the community such as elderly drivers. 
Lane keeping,7 steering control and 
parking assistance,11 obstacle detec-
tion, inter-vehicle spacing, and driver/
vehicle exchanging optional or useful 
information while traveling along the 
same road,22,43 fall in V2V communica-
tion category.

Wireless connectivity, including 
wireless LAN localization can be dedi-
cated for this type of VAN communi-
cation. When driving, vehicles can ob-
serve various wireless signals such as 
GSM, cell tower signal, AM/FM radio, 
radar signals, GPS, and wireless LAN 
signals. In particular, differential GPS 
has become prominent to determine 
more accurate coordinates for local-
ization.49 In wireless LAN, many access 
points emit beacons periodically. If a 
vehicle enters a wireless LAN-available 
area, the vehicle can get beacons’ in-
formation such as service-set identifier 
(SSID), MAC address (BSSID), signal 
strength and can estimate its position 
in relation to the access point.23 In 
addition, a vehicle’s speed can be es-
timated by comparing the difference 
in signal strength distribution among 
other mobilities.41

In this platform, cellular/WiFi de-
vices can be used for both short and 
long range inter-vehicle communica-
tion. Wireless connections that meet 

the power and bandwidth require-
ments, such as GPRS used in 3G cellu-
lar communication systems, 4G ultra 
high speed mobile broadband such 
as long-term evolution (LTE) mobile 
broadband, and mobile WiFi hotspot 
provide standard connections for mul-
tiple vehicles and their devices.

Top challenges
Hardware/Software/Firmware. Each 
one of applications mentioned here 
requires different sensors, processing 
units, and even actuators. There are 
already some products in the market, 
for example, lane-passing alarm in 
class W163-M Mercedes Benz, back 
radars systems (www.tradekey.com/
ks-back-radar), and tire sensors in 
Fiat (see Table 2). However, this field 
is far from mature. In fact, the sky is 
the limit for innovative systems and 
gadgets that fit into consumer’s bud-
get and need.

Cooperative Communication. Coop-
erative or cognitive communications 
among vehicles are presently in the 
infancy phase. The goal is to facilitate 
data exchange and create a highly in-
formative network.42 The LTE con-
nected car initiative and the iDrive 
system with Internet connectivity by 
Toyota, BMW, and other participants 
have been recently introduced. How-
ever, development of a heterogeneous 
network architecture that enables wire 
speed, robust, seamless and secure 
communication is an ongoing effort. 
There are many open questions that 
demand answers including: What one 
vehicle can or cannot broadcast or re-
ceive and how to format the packets 
for more effective distribution? Such 
distribution is, in particular, challeng-
ing due to the time limit (order of sev-
eral seconds at most) that vehicles are 
within access range of each other.

existing solutions
Vehicle Telematic. Atheros Communi-
cations Inc. is a developer in vehicu-
lar communication technology (www.
atheros.com). Atheros has imple-
mented the AR5000 chipset, which 
is a product specifically designed to 
target telematic applications such as 
vehicle safety, vehicle data exchange, 
traffic congestion management, more 
innovative electronic/automated toll-
ing (for example, RFID-based tags, 

The success of 
driver behavioral 
analysis depends on 
accurate and robust 
data collection.

http://www.genivi.org
http://www.qnx.com
http://www.tradekey.com/ks-back-radar
http://www.atheros.com
http://www.tradekey.com/ks-back-radar
http://www.atheros.com
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mileage-based toll collection), and 
so on. AR5000-based products have 
been tested in multipath propagation 
environments for vehicles traveling 
up to 120mph with V2V distances of 
around 400m. The datasheet of these 
products reported packet error rates 
of less that 0.1%, while consistently 
maintaining links even under heavy 
traffic scenarios.

INRIX is another telematics ser-
vice provider that offers real-time 
traffic information to build up an in-
telligent routing engine to aid smart 
driving (www.inrix.com). There are 
other telematics services such as On-
Star, GM Mobility Assistance, and GM 
Goodwrench provided by General Mo-
tors (GM), the Hughes Telematics by 
Hughes, and the telematics services by 
Cross Country. These service providers 
offer various navigation, communica-
tion, and safety devices and services for 
(mostly rental) vehicles.

Vehicle-to-cloud communication
Vehicles communicating with a broad-
band cloud, for example, a monitor-
ing data center in a VAN, opens a new 
door for many useful applications. 
Vehicles may communicate via wire-
less broadband mechanisms such 
as 3G/4G (HSI). Going forward, high-
speed 4G mobile broadband tech-
nologies such as LTE, 802.16m-based 
WiMAX achieving speed in excess of 
100Mbps will be of high interest. Al-
ready, some car companies such as 
Nissan, Ford, and Toyota have taken 
steps toward vehicle-to-cloud con-
nectivity. In particular, Toyota has an-
nounced partnership with Microsoft 
to offer cloud connectivity.51 With this 
research investment, Toyota plans to 
connect its cars to Microsoft’s Azure 
cloud platform by 2015 to provide a 
telematics cloud solution.

This type of communication will 
specifically be useful for active driver 
assistance and vehicle tracking in net-
work fleet management. In particular, 
the smartphones/gadgets could be  
used as a gateway in this platform to 
send/receive data to and from a cen-
tral monitoring data centers connect-
ed to the broadband cloud.4 V2B net-
works can provide useful information 
in two ways:

˲ Outgoing data that may include: ve-
hicle-centric information (for example, 

speed, global positioning, routing, de-
vice functionality, and performance); 
and driver-centric information such as 
driver’s specific behavior (for example, 
drowsiness, length of continuous driv-
ing), audio/video, and others. All of this 
data may be optionally forwarded to a 
central monitoring server for further 
analysis and storage.

˲ In-coming data that may include 
receiving data from a central office for 
various communications with driver or 
vehicle system.

Additional reasons to connect to 
the cloud may include infotainment, 
entertainment (for example, multime-
dia streaming); Internet; automotive 
as well as location-based services; and 
connecting to the car dealers and auto 
service centers, among others.

Vehicle communication with the 
broadband cloud can, to some extent, 
be considered as a subset of vehicle to 
road infrastructure communication, 
where the broadband cloud (for ex-
ample, monitoring data center) is as-
sumed to be part of the infrastructure.

Top challenges
Communication Latency. There are 
questions such as what information 
to collect, what to filter, what to pro-
cess in-vehicle, and what to send/re-
ceive to/from the data center, and so 
on. All these account for the V2B com-
munication latency that should be ad-
dressed to improve the efficiency and 
preserve the real-time nature of the 
overall network.

Gateway. Design of a preferably uni-
form intelligent gateway using WiFi, 
cellular, and other broadband net-
works for plug-and-play devices and to 

set up the network remains an open is-
sue in V2B communication.

Data Processing. There are sugges-
tions for leaving all or most of the data 
processing to the data center, as it can 
have unlimited computational power. 
Challenges lie in devising such pro-
cessing data centers dedicated for this 
purpose. In addition, distributed vs. 
centralized data processing, and in-
vehicle vs. in-data-center processing 
remain open research areas.

Fleet Management. Fleet manage-
ment/monitoring includes challeng-
ing applications of V2B communica-
tion in which the cloud architecture 
should keep track of the activities of 
each vehicle within its network.

Security. In V2B, all sorts of security 
and privacy issues may be raised. It is 
essential to integrate data security and 
privacy features by complying with 
certain standards or devising time-
efficient cryptography techniques for 
this purpose. 

Vehicle-to-Roadside 
infrastructure communication
Vehicle-to-road communication for 
environmental sensing and monitor-
ing is another interesting item in the 
menu of smart VAN research. This 
platform ultimately enables driver 
safety by providing the right informa-
tion at the right time, such as speed 
limit, and weather condition informa-
tion collected using various roadside 
sensors. This platform is capable of 
automatically informing the driver of 
hazardous road conditions. Sensed 
data of road surface and spacing can 
be transmitted to vehicles over inter-
vehicle communication using the 

Table 2. Driver-assistance systems available in the market.43 

system Maker

Forward collision warning Nissan

Adaptive Cruise Control (ACC) Mitsubishi

Lane-keeping support Nissan

Collision mitigation brakes honda

Low-speed ACC Nissan

Night vision honda

Lane-passing alarm Benz

Tire sensors Fiat

Brake Assist with Navigation Link Toyota

Blind-spot detection BMW

http://www.inrix.com
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5.9GHz dedicated short-range com-
munication (DSRC).54 For example, 
wet conditions of the road surface can 
be detected based on processing the 
polarized light from the road surface 
with a vision system.43 Anticollision de-
tection systems based on vehicle and 
obstacle spacing using adaptive cruise 
control is another vehicle-to-roadside 
communication application.18,54

V2I communication enables real-
time weather/traffic updates for the 
driver, which ultimately makes the 
transportation systems more infor-
mative. As one option, researchers in 
academia and industry have shown 
that the V2I transmitter can actually be 
placed on the vehicle’s tire.27

Top challenges
Next Generation of Car Radars. While 
there are existing car radar solutions 
(for example, from Benz), the role of 
next-generation car radars is critical 
and its design and implementation is 
expected to have significant impact on 
V2I communication.

Prioritization. Since data process-
ing would be from hundreds of nodes, 
prioritization, buffering, and queuing 

techniques should be devised to main-
tain a robust and effective data com-
munication link.

existing solutions
Radio-Frequency Identification (RFID) 
tags and receivers can be used to de-
tect and alert the driver of obstacles or 
pedestrians. Authors in Ishida et al.24 
have implemented a system that uses 
RFID technology to warn drivers of vul-
nerable road users (VRU) such as pe-
destrians or bicyclists and their exact 
locations, especially at road intersec-
tions. Vulnerable road user communi-
cation is generally performed through 
RF-based communication and image 
processing techniques.39 The overall 
system is a VAN that includes both V2V 
and V2I communications. The system 
consists of UHF-band active tags and 
transmits the tag ID as well as the po-
sition of the pedestrian to onboard 
equipment. Electromagnetic induc-
tion of a coil is used in the design to 
excite the active tag. This system not 
only alerts the driver of the presence of 
pedestrians, but also allows the drivers 
to locate the pedestrian to take proper 
action when approaching the road in-

tersection. The system also includes 
tag receivers for pedestrians them-
selves (for example, the elderly and/
or the disabled) to be aware of vehicles 
near road intersections. Due to the 
relatively low range of communication 
in UHF band, repeaters have also been 
installed at roadside infrastructure 
to route the RFID tag information to 
vehicles. This is where V2I communi-
cation takes place. For the V2V com-
munication, an inter-vehicle multihop 
broadcasting transmission function 
has also been designed to alert other 
vehicles outside the proximity of the 
RFID readers of the possible pedestri-
ans on nearby intersections. 

Having explained the main commu-
nication links in VAN, Figure 2 depicts 
the key functions of each. Certain func-
tions and applications have multiple 
faces that need investigation as multi-
disciplinary research topics.

communication standards for Van
Basically, vehicular network is a sub-
class of mobile ad hoc networks that 
require certain properties such as con-
nectivity, coverage, broadcasting safety 
messages, or congestion control.55 
Communication protocols for VAN, 
in general, consist of defining the fre-
quency allocation, physical and link 
layers, routing protocols, broadcast-
ing and security algorithms.1 Hence, 
vehicular networks should be designed 
based upon certain standards that de-
fine the communication architecture, 
protocols, messaging, management, 
hierarchy, and so on throughout the 
network. The main communication 
standards for VAN are outlined here.

The IEEE 802.11p standard draft, 
released in November 2010 and is 
still actively under development, is 
an amendment to the IEEE 802.11 
standard. IEEE 802.11p aims to add 
wireless access in vehicular environ-
ments (WAVE) to support Intelligent 
Transportation Systems (ITS) applica-
tions.19 This standard defines the V2V 
and V2I communication protocols 
for high-speed vehicles and mainly 
addresses design challenges at the 
physical (PHY) level. In the U.S., the 
Dedicated Short Range Communica-
tions (DSRC) of 5.9GHz, that is, the li-
censed ITS band of 5.85 5.925GHz, is 
used for this purpose. The European 
Commission has also recently allocat-

figure 2. Van key components and functions.
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ed 5.9GHz for V2V and V2I communi-
cation for vehicle safety applications 
that is highly compatible with the U.S. 
DSRC WAVE band, allowing the us-
age of similar antennas and wireless 
transceivers in the platform.

The IEEE 802.11p standard was de-
signed on top of the ASTM E2213-033 
standard, which is a predecessor on ve-
hicle-based communication networks. 
It includes the architecture for VAN to 
enable vehicle safety and non-safety 
transactions such as toll collection 
and traffic mapping. The goal in IEEE 
802.11p is providing a framework to in-
corporate VANs throughout a nation’s 
road infrastructure with sufficient V2V 
and V2I communication features de-
ployable as needed.

A higher-layer standard, which IEEE 
802.11p is based upon, is the IEEE 
1609 standard46 providing ubiquitous 
vehicular communication among dif-
ferent automobile vendors and manu-
facturers. IEEE 1609 includes a family 
of standards for WAVE. It defines the 
architecture, organization, manage-
ment structure, communication mod-
el, security mechanisms and physical 
access. These features, collectively, 
facilitate secure V2V and V2I wireless 
communication in a variety of applica-
tions including traffic management, 
active safety services, or automated 
tolling. IEEE 1609 includes a subset of 
standards, each particularly designed 
to address a specific purpose in WAVE:

IEEE P1609.1 is the resource manag-
er that identifies the key components 
of the WAVE system architecture. It de-
fines the communication formats such 
as command message and data storage 
formats and resources used among all 
nodes of the architecture. This stan-
dard also indicates that OBEs and mo-
bile platforms are supported in WAVE.

IEEE P1609.2 addresses the secu-
rity issues in WAVE by defining secure 
message formats. Basically, this stan-
dard takes care of secure message 
management by specifying how secure 
messages are processed once they are 
exchanged.

IEEE P1609.3 is the network pro-
tocol layer standard in WAVE that 
also supports secure message data 
exchange. In addition to defining net-
work and transport layer services such 
as routing, this standard also provides 
a substitute for IPv6 by defining WAVE 

short messages. This is WAVE-specific, 
and can be used by most applications.
Moreover, the Management Informa-
tion Base (MIB) for the WAVE protocol 
stack is also defined in this standard.

IEEE P1609.4 supports multichan-
nel WAVE operations by providing ex-
tensions to the existing Media Access 
Control (MAC) in IEEE 802.11.

ASTM E2213-03 is the standard 
specification for telecommunications 
and information exchange between 
roadside and vehicle systems.3 This 
standard generally specifies MAC and 
PHY layers for wireless connectivity 
in the DSRC band of 5.9 GHz. It is an 
extension to the IEEE 802.11 standard 
for high-speed mobile environments 
and is based on the MAC and PHY layer 
specifications of the IEEE 802.11 and 
IEEE 802.11a technology standards. It 
describes communication specifica-
tions among roadside and onboard 
mobile units in the line-of-sight dis-
tances of up to 1km. Privacy and au-
thentication procedures have also been 
incorporated within this standard.

Top challenges
User Defined Protocols. While the IEEE 
VAN standard has been recently re-
leased, user-defined protocols are 
needed to allow researchers and indus-
try work on various applications, proto-
types, and products.

Modified 802.11. Vehicular networks 
demand robust wireless connectivity 
for high-speed mobile outdoor envi-
ronments. The original IEEE 802.11 
standard does not meet these require-
ments, and thus, there is a pressing 
need for a modified version of this 
standard for VAN applications. The 
problems of 802.11 mainly include 
mobility, multi-path propagation due 
to reflection in non-line-of-sight con-
ditions, RF Doppler effect, and low 
network bandwidth of 2Mbps.17 Secu-
rity challenges such as incorporating 
authentication features and encryp-
tion/decryption methods are also of 
concern. The IEEE 802.11p technology 
should be deployed in VAN as comple-
mentary technology to WiFi, 3G, and 
WiMAX to address the issues noted 
here, and enable V2I and V2V for safety 
and emergency communications.

Scalability of 802.11p. The current 
MAC parameters of the IEEE 802.11p 
protocol are not efficiently configured 

for a potential large number of vehi-
cles. The efficiency, performance, and 
throughput decrease as the number of 
vehicles increases.47 Therefore, central-
ized or distributed techniques that com-
pute/estimate the number of communi-
cating vehicles in a geographical area 
should be taken into consideration. 
Furthermore, in the current 802.11p 
protocol, the number of collisions dra-
matically increases as the number of 
vehicles increases.10 On the other hand, 
issues such as packet loss come into the 
picture as the speed of vehicles increas-
es.35 For all these reasons, advanced 
techniques should be integrated within 
the IEEE 802.11p standard to overcome 
such scalability issues.

existing Wireless solutions
Cohda Wireless Ltd, a developer in 
the area of safe vehicle and connected 
vehicle designs (www.cohdawireless.
com), has addressed the mobility and 
outdoor Non-Line-Of-Sight (NLOS) is-
sues due to long delay spread and mul-
tipath propagation by designing a radio 
on Wi-Fi chipsets. Particularly, Cohda 
wireless has implemented the MK2 
WAVE-DSRC Radio, which is an IEEE 
802.11p-compliant device suitable for 
V2V and V2I communication in WAVE. 
At present, Atheros (www.atheros.
com) and Broadcom (www.broadcom.
com) have, at least partial support for 
802.11p. There are other device manu-
facturers that have developed 802.11p-
compliant systems (for example, www.
aradasystems.com and www.redpines-
ignals.com). All these solutions suggest 
that 802.11p is the front-runner for seri-
ous deployment in VAN.

Simultaneously in academia, re-
searchers have devised smart adaptive 
antennas and cooperative/cognitive ra-
dios for wireless connectivity in vehicu-
lar networks.53

security and Privacy of Van
A number of security mechanisms 
has been integrated within the IEEE 
P1609.2 standard,46 enabling security 
and privacy features for vehicle-area-
networks. These issues are of signifi-
cant importance and should be devised 
before VAN becomes fully operational. 
Imagine how false or stolen data such 
as driver behavior, vehicle functional 
information, environmental hazards, 
or road condition data could cause 

http://www.cohdawireless.com
http://www.atheros.com
http://www.broadcom.com
http://www.aradasystems.com
http://www.redpinesignals.com
http://www.redpinesignals.com
http://www.cohdawireless.com
http://www.atheros.com
http://www.broadcom.com
http://www.aradasystems.com
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harm if the network is not secured and 
if the privacy of each individual is not 
protected. Consider a node (for exam-
ple, a driver or vehicle) that can insert 
false information about other drivers 
and traffic, or the one that can eaves-
drop private information and use this 
information against other users in his 
or her own favor (for example, to stop 
or mislead a flow of vehicles).

Another issue in security of VAN is 
the mobility feature of vehicles, which  
could easily result in rapid changes in 
the VAN topology. Thus, security and 
privacy protocols should be carefully 
designed to avoid overwhelming the 
radio link bandwidth with sudden 
node density fluctuations. In addi-
tion, due to having so many partici-
pating elements, we open the door for 
unintentional network congestion, or 
intentional flooding of the network 
with junk data that would result in 
denial of service.6 This is critical, par-
ticularly for VAN, as attackers may 
completely bring down vehicular net-
works this way.

While all the cases here are anti-
social behaviors, they are real-life pos-
sibilities with devastating results in 
terms of public safety. Papadimitratos 
et al.14 explain how the sweet dream of 
deploying VANs may turn into a night-
mare if security and privacy elements 
are not carefully embedded. In that 
case, the disadvantages of deploying 
vehicular communications in VANs 
would be more than the benefits.

Many researchers in academia and 
industry have investigated secure ve-
hicular communications in ITS-VAN.32 
Among those are cryptography, public 
or private keys, and digital signature 
verification approaches for security 
and privacy as well as redundant pack-
ets delivery for a more reliable com-
munication.31 Others have worked on 
schemes that can be used on top of the 
IEEE 1609.2 standard for secure mes-
saging protocols in WAVE.50

Anomaly detection systems can be 
employed to minimize the effect of ma-
licious breaches on VAN.2,13,43 The main 
idea is to employ data/packet process-
ing techniques (for example, packet 
content inspection such as worm de-
tection,13,29,40 or machine learning5) for 
such behavioral analysis. Other tech-
niques include continuous monitoring 
of network flow to identify anomalies 

or malicious attempts.52 Here, we list a 
few cases where anomaly detection can 
be effectively deployed to enhance VAN 
security or safety:

Driver Profiling: Machine learning 
and classification techniques are re-
quired to profile the driver’s behav-
ior.5,43 A driver profile could be generat-
ed based on the driver’s physiological 
signals (for example, ECG, EEG, EOG) 
or vehicle information (speed, GPS 
routing, tire traction and stability) col-
lected from various sensors. For in-
stance, a profiling curve can be con-
structed based on the frequencies of 
certain metrics where abnormalities 
are reflected by any distortions from 
the normal curve.

Fatigue Detection: In driver fatigue 
detection systems, a driver behavioral 
analysis platform can be devised to 
analyze and differentiate normal vs. 
abnormal regions representing the 
alert vs. non-alert status of a driver.43 
This platform requires an innovative 
classifier for detecting driver fatigue by 
providing a novel profiling curve of the 
collected driver (or vehicle) behavior.

VAN Communication: All three types 
of communication in VAN can benefit 
from devising an anomaly detection 
system:

˲ V2V: For security in V2V com-
munication, the network side as well 
as the client (vehicle) side should be 
equipped with content inspection or 
anomaly detection engines to combat 
intrusions, phishing, spam, and deni-
al-of-service attacks.

˲ V2B: A profiling and classification 
system can be integrated within V2B 
communications effectively. For exam-
ple, a central monitoring station can 
assess normalcy of a driver’s behavior 
and diagnose a vehicle’s malfunction 
occurrences. Behavioral analysis can 
be used to identify a normal region for 
any subset of parameters of interest.

˲ V2I: In V2I communications, ve-
hicles receive a large volume of data 
from route environment (sensor nodes 
planted on roads, other vehicles, or 
roadside units). 

Thus, the security against undesired 
or malicious incoming data becomes a 
challenge. Anomaly detection schemes 
can analyze data, identify suspicious 
strings (or even situations), raise alarm 
and overall protect the vehicle network 
from possible attacks and failures.

secure communication
According to Williamson,52 security 
and privacy in VAN communication 
should account for features such as 
message authentication, integrity, 
accountability and privacy protec-
tion. Current research on security in 
vehicular communication protocols 
mostly focuses on periodic beacon-
ing, flooding, Geocast and position-
based mechanisms.21,37,48

Geocast refers to multi-hop broad-
cast information dissemination in a 
large geographically restricted des-
tination region. It is important to 
secure VAN’s geocast against denial-
of-service attacks caused by overload-
ing. According to Schoch et al.,37 se-
cure Geocast (where a large number 
of nodes forward a message), can be 
achieved by employing probabilistic 
protocols such as advanced adaptive 
gossiping techniques along with adap-
tive load control mechanisms. These 
techniques probabilistically choose a 
subset of nodes for message forward-
ing and dynamically control the load 
on each node to prevent congestion 
and overloading. On the other hand, 
security of VAN can be compromised 
by attacks that cause jamming where 
the reception of messages is blocked. 
Jamming attacks can be overcome by 
using message loss avoidance tech-
niques such as the one introduced in 
Schoch.37 In this technique the unre-
ceived messages are detected, stored, 
and queued for retransmission.

The Secure Vehicular Communi-
cation (SeVeCom) project,38 funded 
and carried out by European organi-
zations, focused on the design and 
practical implementation aspects of 
security and privacy in VAN. Digital 
signatures are known as the under-
lying basis to support security and 
anonymity in VAN. SeVeCom made 
use of customized hardware security 
modules (HSM), implemented as ap-
plication-specific integrated circuits 
(ASIC) both onboard and at the road-
side infrastructure to support crypto-
graphic operations. HSM stores and 
protects private keys for digital signa-
ture generation, and handles the key 
and device management. SeVeCom 
relies on multiple short-term certified 
private-private key pairs, known as 
pseudonyms, rather than traditional 
long-term private and public keys for 
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each vehicle. Pseudonym authentica-
tion, credential/identity management 
and revocation of compromised mod-
ules are assumed to take place at certi-
fication authorities instantiated at the 
roadside infrastructure.

Top challenges and 
existing solutions
Adapting to Future Platforms. Accord-
ing to Kargl et al.,21 in order to have 
a compatible architecture that can 
adapt to the ever-growing future vehic-
ular technologies, integration of the 
security and privacy features should 
be based on the hooking concept 
where interlayer proxies are placed at 
several points of the communication 
stack. This way, only these intermedi-
ate layers must be configured if the 
security features are to be migrated to 
new platforms. The SeVeCom project 
implemented in-vehicle security by in-
troducing a firewall that controls the 
data flow to and from the vehicle, and 
is also devising an intrusion detection 
system (IDS) that constantly moni-
tors the data flow and detects attacks/
anomalies or denies system access in 
real time.

Secure Beaconing. Safety/Secure 
beaconing in which periodic beacon 
messages are digitally signed and cer-
tified may become a challenge as the 
security communication will infer an 
overhead due to signature generation 
and certificates attached to each packet. 
The performance of VAN security can 
be enhanced by utilizing compact cer-
tificates, in which not all messages 
get certificate attachments.21 Instead, 
signatures and certificates are cached, 
removed in certain cases, or only gen-
erated after every few successive bea-
cons. However, context-adaptive mes-
sage dissemination, gossiping, and 
data aggregation are also interesting 
techniques that can be considered for 
vehicular systems.

Privacy Issues. Privacy protection in 
VAN mostly deals with providing ano-
nymity for vehicle message transmis-
sions such that vehicle/user’s private 
information, especially location may 
not be easily traced. SeVeCom has inte-
grated privacy features in VAN by mak-
ing use of pseudonyms and frequently 
changing these pseudonyms, making 
vehicle tracking nontrivial.21 Since 
vehicles may be fully tracked even be-

tween pseudonym changes, challeng-
es lie in devising new mechanisms that 
support privacy in VAN. Some tech-
niques rely on group signatures where 
a number of vehicles in near proxim-
ity that are traveling with almost the 
same velocity can be grouped together. 
In the case of grouping, only one sig-
nature will be generated for the whole 
group, thus enhancing the group 
member vehicles’ anonymity and pri-
vacy.36 However, such techniques may 
not be efficient for actual deployment, 
and hence other techniques such as 
hybrid solutions to VAN privacy are re-
quired and remain as current ongoing 
research efforts.

Real world Simulation. Many works 
have simulated the performance and 
security features of VAN by syntheti-
cally forming a VAN network topology. 
Real-world scenarios of a potentially 
large network of vehicles consisting 
of hundreds of vehicles in large geo-
graphical areas need to be emulated 
to capture the actual performance 
of VAN, especially under certain at-
tacks (for example, overloading or 
jamming), and/or other type of con-
gestions. The work in Haas et al.15 
simulated a relatively large and dense 
network of vehicles under accident-
like scenarios, and reported how VAN 
would perform in terms of speed of 
the vehicles, message reception, and 
so on. Other real-life scenarios should 
be integrated within the simulations 
to reflect the actual advantages or dis-
advantages of various VAN techniques.

Securing Vehicle Access Control and 
Theft Prevention. Security and privacy 
of VAN deals with secure and private 
communication such as preventing 
unauthorized vehicle access, attacks 
against in-vehicle control systems, 
and attacks over diagnostic onboard 
units and sensors (for example, ex-
ploiting tire pressure monitoring). It 
should also provide anti-theft features 
for vehicles. Though techniques such 
as a remote kill switch (that remotely 
shuts off the engine in case of ve-
hicle theft) have been implemented 
(www.3built.com), vehicle theft pre-
vention still remains as a security 
challenge of VAN. Additionally, as 
there are techniques to duplicate real 
keys from only an image,25 it is clear 
that security concerns should be tak-
en more seriously into consideration.

integration of 
security and   
privacy features 
should be based  
on the hooking 
concept where 
interlayer proxies 
are placed  
at several  
points of the 
communication 
stack.

http://www.3built.com
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conclusion
This article provided an insight into 
future intelligent vehicle area net-
works. The key elements of VAN were 
explained and the main challenges as 
well as ongoing research have been dis-
cussed. In particular, intelligent in-ve-
hicle systems, and the main inter-vehi-
cle communication elements, that is, 
V2V, V2B, and V2I, along with three key 
IEEE/ASTM standards, was discussed. 
Research work addressing VAN secu-
rity and privacy were briefly addressed.

We envision future VAN combining 
wireless local and wide area network 
technologies using portable IP-centric 
devices, sensors, signal processing, and 
driver behavior analysis techniques. 
This would ensure reliable and informa-
tive communication while vehicles are 
in motion. Ultimately, the future vehicle 
area networks would collect driver/car/
road data, quickly analyze and share the 
information to provide a safe, secure, 
and pleasant driving environment in fu-
ture networks of smart vehicles. 
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iF a PrOgraMMer is lucky, her program 
requires no coding: She specifies the 
desired property and an existing al-
gorithm computes a result that meets 
her property. Examples include find-
ing a string with regular expressions, 
solving systems of linear equations, 
and determining whether a Boolean 
formula is satisfiable. Such declarative 
programming reuses algorithms that 
we might call solvers. Whenever our 
problem is expressible as a property 
understood by a solver, we are free to 
say what should be computed without 
saying how to compute it. 

Not all problems lend themselves 
to declarative programming, of 
course.  For some problems it may 
be faster and more natural to write 
the program rather than its specifica-
tion. Large programs, like document 
editors, will never be fully specified. 
Then there are undecidable proper-
ties for which it is impossible to build 
a solver.

Given these limitations, should 
we even contemplate declarative pro-
gramming? The following paper by 
Viktor Kuncak et al. integrates declar-
ative programming into a general-pur-
pose language, allowing one to escape 
the host language when a subproblem 
can be solved declaratively.  

Their first contribution is language 
constructs that make the Scala host 
language more powerful without mak-
ing declarative properties  obtrusive. 
For example, their case statement 
almost hides the fact that a constraint 
is being solved at runtime: this code 
decides whether i is even or odd by 
determining whether there exists a 
solution to the equations 2*j=i and 
2*j+1=i, yet the code closely resem-
bles the standard pattern matching: 

match i { 
 case 2*j   => print(“even”)
 case 2*j+1 => print(“odd”)
}

In declarative programming, it is 
easy to write buggy properties those 

that permit either too many or no sat-
isfying results. As the second contri-
bution, the paper develops debugging 
support for both kinds of errors. When 
a specification is under-constrained, 
there exists an input that permits 
multiple legal results. To help deter-
mine whether this freedom consti-
tutes undesirable non-determinism, 
the compiler looks for such an input. 
If it exists, the compiler computes two 
distinct results, which might hint at 
what constraint is missing in the prop-
erty. When a specification is over-con-
strained, there is an input that permits 
no legal result. The compiler computes 
the set of such inputs, and describes 
the set symbolically with a predicate. 
Both warnings are delivered to the pro-
grammer before the program is execut-
ed, reducing the need for testing.

The third contribution compiles 
the specification into efficient solver 
code. General solvers are less efficient 
than programs handwritten for a given 
problem for at least two reasons: solv-
ers may need to backtrack during ex-
ploration of the solution space; and 
they exhibit interpretation overhead of 
reading the property and maintaining 
the solution. To reduce this overhead, 
the authors describe a methodology for 
“pre-solving” the specification at com-
pile time. The compiler analyzes the 
property and outputs code that does 
little more than what fundamentally 
cannot be moved to compile time the 
propagation of values that are available 
only at runtime. 

To enable compilation of speci-
fications, the authors observe that 
constraint solvers are often based on 
quantifier elimination, which solves 
the constraint system by eliminat-
ing variables one at a time and then 
computing their values in reverse di-
rection, as in linear equations solvers 
based on variable elimination. The 
compiler methodology thus asks the 
quantifier elimination to produce also 
a witness function, which computes 
the eliminated variable from the re-
maining variables; the efficient solver 

is then constructed by chaining the 
witness functions. 

The paper closes with an encour-
agement to extend declarative pro-
gramming beyond linear arithmetic 
constraints. The authors show that 
they can declaratively compute sets, 
too, using cardinality constraints. 
Their methodology generalizes and 
should help create a compiler for any 
constraints language that comes with a 
quantifier-elimination decision proce-
dure. Recent advances in solvers, mo-
tivated by software verification, could 
thus translate into more expressive de-
clarative programming.

 Computing was born declarative, 
millennia ago, with Babylonian algo-
rithms for equation solving2 and the 
Chinese precursor to the Gaussian 
method. These algorithms allowed us 
to solve problems by thinking about 
what to compute, freeing us from the 
operational how. More solvers were 
developed later; in fact, six of the 10 
best algorithms of the 20th century, 
among them Simplex, are solvers.1 
These algorithms can be viewed as 
efficient interpreters for convenient 
Turing-incomplete programming lan-
guages. I predict that as we identify 
more such restricted languages and 
integrate them into general-purpose 
(Turing-complete) languages, we will 
make programming more productive 
and programs more reliable.  

References
1. cipra, b.a. the best of the 20th century: editors name 

top 10 algorithms. SIAM News 33, 4. 
2. knuth, d.e. ancient babylonian algorithms. Commun. 
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Software Synthesis Procedures
By Viktor Kuncak, Mikaël Mayer, Ruzica Piskac, and Philippe Suter

abstract
Automated synthesis of program fragments from 
 specifications can make programs easier to write and 
 easier to reason about. To integrate synthesis into pro-
gramming languages, software synthesis algorithms 
should behave in a predictable way: they should succeed 
for a well-defined class of specifications. We propose to 
systematically  generalize decision procedures into syn-
thesis procedures, and use them to compile implicitly 
specified computations  embedded inside functional 
and imperative programs. Synthesis  procedures are pre-
dictable, because they are  guaranteed to find code that 
satisfies the specification  whenever such code exists. To 
illustrate our method, we derive synthesis procedures by 
extending quantifier elimination algorithms for integer 
arithmetic and set data structures. We then show that an 
implementation of such synthesis procedures can extend 
a compiler to support implicit value definitions and 
advanced pattern matching.

1. inTRoDucTion
Synthesis of software from specifications8, 15 promises to 
make programmers more productive. Despite substan-
tial recent progress in techniques that generate short 
instruction sequences11 and program fragments,21, 22 syn-
thesis is limited to small pieces of code. We anticipate 
that this will continue to be the case for some time in the 
future, for two reasons: (1) synthesis is algorithmically a 
difficult problem, and (2) synthesis may require detailed 
specifications, which for large programs become diffi-
cult to write.

We expect that important practical applications of 
synthesis lie in its integration with compilers for general-
purpose programming languages. To make this integra-
tion feasible, we aim to identify well-defined classes of 
expressions and synthesis algorithms guaranteed to suc
ceed for these classes of expressions, just like a compila-
tion attempt succeeds for any well-formed program. Our 
starting point for such  synthesis algorithms are decision 
procedures.

A decision procedure for satisfiability of a class of 
formulas accepts a formula (constraint) in its class, and 
checks if for some values of its variables the formula evalu-
ates to true. On top of this basic functionality, many deci-
sion procedure implementations provide the additional 
feature of generating a satisfying assignment (a model), 
whenever the given formula is satisfiable. Such model-
generation functionality has many uses, including better 
error reporting in verification and test-case generation. 
An important insight is that the model generation facility 
of decision procedures could also be used as an advanced 
computation mechanism. Given a set of values for some 

of the variables, a model-generating decision procedure 
can at run-time find the values of the remaining variables 
such that a given formula is true. Such a mechanism has 
the potential to bring the algorithmic improvements of 
decision procedures to declarative  paradigms such as 
Constraint Logic Programming,10 which introduce search 
as an intrinsic aspect of program  execution. Instead of 
changing the entire program execution platform to sup-
port search, we introduce a method to compile expressive 
declarative constraints while retaining the existing execu-
tion and compilation technique for the remaining parts of 
the program.

Our method is to transform a decision procedure 
into a synthesis procedure, which executes at compile 
time with a parameterized constraint as the input. The 
 synthesis procedure generates a specialized code frag-
ment that, at run-time, accepts the values of parameters 
and  computes the values of variables. The computed 
 values are  guaranteed to satisfy the specified constraint. 
The generated code is thus specific to the desired con-
straint, and can be more efficient. It does not require 
the  decision procedure to be present at run-time. This 
approach can also give the developer static feedback, 
by checking the conditions under which the generated 
solution will exist and be unique. We use the term syn
thesis for our approach because it starts from an implicit 
specification, and involves compile-time precomputa-
tion. Because it computes a function that satisfies a 
given input/output  relation, we call our synthesis func
tional, in contrast to reactive synthesis approaches.19 
Finally, we call our approach complete because it is guar-
anteed to work for all specification expressions from a 
well-defined class.

The input to a synthesis procedure is only the desired 
constraint, and not necessarily any bounds on values or on 
the structure of the synthesized code as in  sketching21 and 
resource-bounded synthesis.22 This makes a  synthesis pro-
cedure highly automated, but means that its implementa-
tion cannot rely only on searching an obviously finite state 
space; it must instead use insights from the underlying 
decision procedure. The use of decision  procedures for par-
ticular theories also differentiates our work from the earlier 
work based on first-order logic.8, 11

We demonstrate our approach by outlining synthesis 
 algorithms for two unbounded domains: linear arithme-
tic and collections of objects represented as sets. We have 

The original version of this paper is entitled “Complete 
Functional Synthesis” and was published in Proceedings 
of the 2010 ACM SIGPLAN Conference on Programming 
Language Design and Implementation (PLDI), June 2010, 
ACM, New York, NY.
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implemented and deployed these algorithms as a com-
piler extension for the Scala programming language.16 
The reader can find additional details in Kuncak et al.12 
We have found that our extension enables developers 
to express a number of program fragments more natu-
rally. For example, one can state the invariants that the 
program should satisfy, as opposed to the computation 
details of establishing these invariants. In our experi-
ence, the synthesis times were acceptable and the run-
ning times were similar to equivalent hand-written code.

2. eXaMPLes
We first illustrate the use of a synthesis procedure for inte-
ger linear arithmetic. Consider the following example to 
break down a given number of seconds (stored in the vari-
able totsec) into hours, minutes, and leftover seconds. (The 
val keyword introduces a new immutable “variable” with a 
given value.)

val (hrs, mns, scs) = choose( (h: Int, m: Int, s: Int) Þ
 h * 3600 + m * 60 + s == totsec &&
 0 ≤ m && m ≤ 60 &&
 0 ≤ s && s ≤ 60)

Our synthesizer succeeds, because the constraint is a for-
mula belonging to integer linear arithmetic. However, the 
synthesizer emits the following warning:

Synthesis predicate has multiple solutions 
for variable assignment: totsec = 0
 Solution 1: h = 0, m = 0, s = 0
 Solution 2: h = −1, m = 59, s = 60

The reason for this warning is that the bounds on m and s 
are not strict. After correcting the error in the specification, 
replacing m ≤ 60 with m < 60 and s ≤ 60 with s < 60, the 
synthesizer emits no warnings. The generated code corre-
sponds to the following:

val (hrs, mns, scs) = {
 val loc1 = totsec div 3600
 val num2 = totsec + ( (−3600) * loc1)
 val loc2 = min(num2 div 60, 59)
  val loc3 = totsec + ( (−3600) * loc1) + (−60 * loc2)
 (loc1, loc2, loc3)
}

The absence of warnings guarantees that the solution 
always exists and that it is unique. By writing the code in 
this style, the developer directly ensures that the key cor-
rectness  condition, h * 3600 + m * 60 + s == totsec, will be 
satisfied, making program understanding and verification 
easier. If the developer writes the computation explicitly, it 
can be  difficult for a static analyzer or a verifier to recover 
the key correctness condition.

Playing with the example further, suppose that the devel-
oper imposes the constraint

Our system then emits the following warning:

Synthesis predicate is not satisfiable
for variable assignment: totsec = 86400

pointing to the fact that the constraint has no solutions 
when the totsec parameter is too large.

In addition to the choose function, programmers can 
use synthesis for more flexible pattern matching on inte-
gers. In existing deterministic programming languages, 
matching on integers either tests on constant types, or, in 
the case of Haskell’s (n + k) patterns, on some very special 
forms of patterns. Our approach supports a much richer set 
of patterns, as illustrated by the following fast exponentia-
tion code that does case analysis on whether the  argument 
is zero, even, or odd:

def pow(base : Int, p : Int) = {
 def fp(m : Int, b : Int, i : Int) = i match {
  case 0 Þ m
  case 2*j Þ fp(m, b*b, j)
   case 2*j+l Þ fp(m*b, b*b, j)
 }
 fp(1, base, p)
}

In this example, the system uses synthesis to, e.g., compute 
j from the constraint i = 2 * j + 1. The correctness of the func-
tion follows from the observation that fp(m, b, i) = mbi, which 
we can prove by induction. For the case i = 2 * j + 1 we observe:

Note how the pattern matching on integer arithmetic 
expressions exposes the equations that make the induc-
tive proof clearer. To support this construct, our compiler 
extension generates the code that selects the appropriate 
case and decomposes i into the appropriate new exponent 
j. Moreover, it checks that the pattern matching is exhaus-
tive. The construct supports arbitrary expressions of linear 
integer arithmetic (it can prove, for example, that the set of 
patterns 2 * k, 3 * k, 6 * k − 1, 6 * k + 1 is exhaustive). The 
system also accepts implicit definitions, such as

val 42 * x + 5 * y = z 

The system ensures that the above definition matches every 
integer z (because 42 and 5 are mutually prime), and emits 
the code to compute x and y from z.

Our approach and implementation also work for para-
meterized integer arithmetic formulas, which become 

val (hrs, mns, scs) = choose( (h: Int, m: Int, s: Int) Þ
 h * 3600 + m * 60 + s == totsec &&
 0 ≤ h < 24 &&
 0 ≤ m && m < 60 &&
 0 ≤ s && s < 60)



FeBRuARY 2012  |   VoL.  55  |   No.  2  |   coMMunicaTions of The acM     105

 

linear only once the parameters are known. For example, 
our synthesizer accepts the following specification that 
decomposes an offset of a linear representation of a three-
dimensional array with statically unknown dimensions into 
indices for each coordinate:

val (x1, y1, z1) = choose( (x: Int, y: Int, z: Int) Þ
 offset == x + dimX * y + dimX * dimY * z &&
 0 ≤ x && x < dimX &&
 0 ≤ y && y < dimY &&
 0 ≤ z && z < dimZ)

Here dimX, dimY, dimZ are variables whose value is unknown 
until run-time. Note that the satisfiability of constraints that 
contain multiplications of variables is in general undecid-
able. In such parameterized case our synthesizer is complete 
in the sense that it generates code that (1) always terminates, 
(2) detects at run-time whether a solution exists for current 
parameter values, and (3) computes one solution whenever 
a solution exists.

In addition to integer arithmetic, other theories are ame-
nable to synthesis and provide similar benefits. Consider 
the problem of splitting a set collection in a balanced way. 
The following code attempts to do that:

val (a1, a2) = choose( (a1:Set, a2:Set) Þ
 a1 union a2 == s && a1 intersect a2 == empty &&
 a1.size == a2.size)

It turns out that for the above code our synthesizer emits a 
warning indicating that there are cases where the constraint 
has no solutions. Indeed, there are no solutions when the 
set s is of odd size. If we weaken the specification to

val (a1, a2) = choose( (a1:Set, a2:Set) Þ
 a1 union a2 == s && a1 intersect a2 == empty &&
 a1.size − a2.size ≤ 1 &&
 a2.size − a1.size ≤ 1)

then our synthesizer can prove that the code has a solution 
for all possible input sets s. The synthesizer emits code that, 
for each input, computes one such solution. The nature of 
constraints on sets is such that if there is one solution, then 
there are many solutions. Our synthesizer resolves these 
choices at compile time. The resulting generated code is 
therefore deterministic.

3. iMPLiciT coMPuTaTions
We next present programming language constructs that 
embed implicit computations into a general purpose pro-
gramming language. Our constructs and algorithms are 
parametrized by a syntactically defined set Formulas. 
Formulas denote truth values, and we represent them as 
a well-defined subset of boolean-typed programming lan-
guage expressions. Formulas are built from terms, denoted 
Terms, which are programming language expressions denot-
ing values of certain types, such as integers or sets.

3.1. The “choose” construct
As the basic form of supporting implicit computation, we 
integrate into a programming language a construct of the 
form

  
(1)

Here F is a formula (not containing choose) and  Þ F 
denotes the anonymous function from  to the boolean value 
of F (i.e., l .F). When we use a symbol such as  to denote a 
variable, we assume it could stand for a tuple of zero, one, 
or more actual variables. Two kinds of variables can appear 
within F: output variables  and parameters . The param-
eters  are program variables that are in scope at the point 
where choose occurs; their values will be known when the 
statement is executed. Output variables  denote values that 
need to be computed so that F becomes true, and they will be 
assigned to  as a result of the invocation of choose.

One of the benefits of implicit computations is that they 
explicitly identify the properties that the developers are 
allowed to assume. In particular, we can translate the above 
choose construct into the following sequence of commands 
in a guarded command language4:

Here, F [  :=  ] denotes the result of replacing variables  
with the terms  in formula F and havoc denotes a non- 
deterministic change of given variables. The simplicity of 
the above translation indicates that it is natural to represent 
choose within existing verification systems6, 24.

3.2. Generalized conditionals
Our next construct enables the developer to specify how to 
react to the absence of solutions to a constraint. As a con-
crete example, consider

given x Þ a = 2 ∗ x + 1 have x + 10 else a + 1

If a has value 7, then x is bound to 3 and the result is 13. If 
a is 10, the result is 11. The general form is the following:

given x Þ F  have T else E

x is a bound variable, which may appear in both F and T. 
The boolean expression F belongs to Formulas, whereas 
T and E are any programming language expressions. The 
construct checks if there exists a value x satisfying F, 
and if so, computes T with x bound to one such value. If 
no such value exists, it computes E (which does not refer 
to x). The translation to guarded commands is again 
straightforward.

3.3. expressive pattern matching
We can use the generalized conditionals to define an 
advanced form of pattern matching. Consider a pattern 
matching expression similar in structure to the example we 
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have seen previously.

i match {
  case j: 0 Þ m
  case j: 2*j if j > 0 Þ fp(m, b*b, j)
  case j: 2*j+1 if j < 0 Þ fp(m*b, b*b, j)
}

We named the bound pattern variable j explicitly, instead 
of relying on syntactic conventions to infer it. Moreover, we 
have added guards to make the expression more interesting. 
We can translate the above pattern matching into:

given j Þ i == 0 have m else
given j Þ i == 2*j && j > 0 have fp(m, b*b, j) else
given j Þ i == 2*j+1 && j < 0 have fp(m*b, b*b, j) else
assert (false) // Match failure

Expressions such as 2*j belong to Terms, whereas conditions 
such as j > 0 belong to Formulas. The above translation gen-
eralizes to the case of arbitrary Terms of a decidable logic 
used within patterns, and arbitrary Formulas in the logic as 
the conditions.

In the sequel we focus on the choose construct, keeping 
in mind that the conditional and pattern matching con-
structs can be synthesized similarly.

4. DeRiVinG synThesis PRoceDuRes
We next define precisely the notion of a synthesis procedure 
and describe a methodology for deriving synthesis proce-
dures from decision procedures.

We denote the set of variables by Vars. FV(q) denotes the 
set of free variables in a formula or a term q. If  = (x1,. . ., xn) 
then we also use  to denote the set of variables {x1,. . ., xn}. If 
q is a term or formula,  = (x1,. . ., xn) a vector of variables and 

 = (t1,. . ., xn) a vector of terms, then q[  :=    ] denotes the 
result of simultaneously substituting in q the free variables 
x1,. . ., xn with terms t1,. . ., tn, respectively. Given a substitution 
s : FV(F) → Terms, we write Fs for the result of substituting 
each x ∈ FV(F) with s (x).

4.1. Model-generating decision procedure
As a starting point for our synthesis algorithms for choose 

invocations we consider a model-generating decision proce-
dure. Given F ∈ Formulas we expect this decision procedure 
to produce either

a. Substitution s : FV(F) → C such that Fs is a true
b. Or the value unsat if no such substitution exists

We assume that the decision procedure is deterministic and 
behaves as a function. We write Z(F)=s or Z(F)=unsat to 
denote the result of applying the decision procedure to F.

4.2. interpretation approach
Just like an interpreter can be considered as a baseline 
implementation for a compiler, as a baseline for our 
approach we consider deploying a model-generating deci-
sion procedure at runtime. Consider the choose statement 

(1). Let Ftree denote the syntax tree of the formula F, repre-
sented as a value within the programming language, and 
accepted as the input to the decision procedure Z. Similarly, 
let aname denote the syntactic representation of the names of 
free parameter variables a in F.

F′ = substitute (Ftree, aname, a)
r = (Z(F′) match {
 case s  ⇒ (s (x1),…,s (xn) )
 case unsat ⇒ assert(false) // No solution exists
}

The above code substitutes the known parameters by their 
actual values (converting the values into constants of the for-
mula syntax tree), then invokes the decision  procedure Z to 
obtain the values of the remaining variables. Similarly, we 
can replace (given x ⇒ F have T else E) with

F′ = substitute (Ftree, aname, a)
Z(F′) match {
 case s  ⇒  Ts    // have branch
 case unsat ⇒ E  //else branch
}

Here Ts denotes evaluating the term T in the environment 
enriched by the returned substitution s. Such dynamic 
invocation approach is flexible (because F can be computed 
at run-time), and immediately benefits from substantial 
engineering effort that was put into implementing existing 
decision procedures. However, there can be important per-
formance and predictability advantages of an alternative com
pilation approach, which we explore in the rest of the paper.

4.3. compilation: synthesis procedure
We consider a compilation approach where a modified deci-
sion procedure is invoked at compile time, converting the 
formula into a solved form.

Definition 1 (Synthesis Procedure). A synthesis proce
dure takes as the input a formula F and a vector of variables . 
It outputs a pair of

1. A precondition formula, pre, with FV(pre) ⊆ FV(F)\
2. A tuple of terms , with FV( ) ⊆ FV(F)\  

such that the following two implications are valid:

We denote the fact that applying a synthesis procedure on  and 
F yields pre and  by writing (pre, ) = ∙ , F∙.

Note that F[  := ] → ∃ .F always holds, so the above 
 definition implies that the three formulas are all equivalent: 
(∃ .F), pre, F[   :=  ]. Consequently, if we know how to com-
pute , we can define ∙ , F∙ = (F[  := ], ). In practice it is 
useful to apply simplifications to F[   :=  ], so we return pre 
explicitly.

Note that F, pre,  can all refer to variables in scope at the 
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current program point (which we denoted  in Section 3.1, 
but often omit for readability). The synthesizer emits the 
terms  in compiler intermediate representation; the stan-
dard compiler then processes them along with the rest of 
the code. We identify the syntax tree of  with its meaning 
as a function from the parameters  to the output variables 

. The overall compile-time processing of the choose state-
ment (1) involves the following:

1. Emit a non-feasibility warning if the formula ¬pre is 
satisfiable, reporting the counterexample for which 
the synthesis problem has no solution

2. Emit a non-uniqueness warning if the formula

 is satisfiable (where  are fresh variables); in such case, 
report the values of all free variables as a counterexam-
ple showing that there are at least two solutions

3. As the compiled code, emit the code that behaves as 
assert (pre);  = 

The existence of a model-generating decision procedure 
implies the existence of a “trivial” synthesis procedure, 
which satisfies Definition 1 but simply invokes the deci-
sion procedure at run-time. (In the realm of conventional 
programming languages, this would be analogous to “com-
piling” the code by shipping its source code bundled with 
an interpreter, without any specialization.) The usefulness 
of the notion of synthesis procedure therefore comes from 
the fact that we can often create compiled code that avoids 
this trivial solution. Among the potential advantages of the 
compilation approach are:

• Improved run-time efficiency, because part of the 
 reasoning is done at compile-time.

• Improved error reporting: the existence and unique-
ness of solutions can be checked at compile time.

• Simpler deployment: the emitted code can be compiled 
to any of the targets of the compiler, and requires no 
additional run-time support.

This paper pursues the compilation approach. We are con-
fident that this approach has important role in implement-
ing implicit computations. That said, we expect that there is 
also space for mixed interpretation compilation solutions 
that explore “just-in-time synthesis” and “profiling-guided 
synthesis,” analogously to such solutions for more conven-
tional languages.

4.4. Quantifier elimination versus synthesis
The precondition computed by a synthesis procedure (pre in 
Definition 1) can be viewed as a result of applying quantifier 
elimination (see, e.g., Chapter 7 of Bradley and Manna1) to 
remove  from F, with the following differences.

• Synthesis procedures strengthen quantifier elimina-
tion procedures by identifying not only pre but also 
emitting the code  that computes a witness for .

• Worst-case bounds on quantifier elimination algo-
rithms measure the size of the generated formula 
and the time needed to generate it, but not the size of 

 or the time to evaluate . For some domains, it can 
be computationally more difficult to compute (or 
even “print”) the solution than to simply check the 
existence of a solution. Moreover, an algorithm that 
generates a small or simple-looking pre is not neces-
sarily the one that generates the fastest-to-execute 
pre and .

Despite the differences, we have found that we can natu-
rally extend existing quantifier elimination procedures 
with explicit computation of witnesses that constitute the 
program .

4.5. elimination-based synthesis toolbox
We next describe a basic domain-independent toolbox of 
techniques we found useful in converting quantifier elimi-
nation procedures into synthesis procedures. The core idea 
is identifying witness term functions.

Definition 2. A witness term function is a function

witness: Vars × Formulas → Terms

such that (∃y.F) → F[y := witness(y, F)] is a valid formula. Note 
that witness(y, F) may contain variables FV(F) \ {y}.

4.5.1. Synthesis for multiple variables
We can lift witness(y, F) to synthesis for any number of 
 variables using the following translation scheme:

The above translation has the base case, when there are 
no variables to eliminate, so F becomes the precondi-
tion, and the recursive case, which applies the witness 
function.

In an implementation we can avoid substitutions and 
simply use local variable definitions in the generated 
code and use Ψi instead of . We generate as  a code 
block

val x1 = Y1

...

val xn = Yn

(x1,...,xn)
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where FV(Yi) ⊆ FV(F) \ {xi,. . ., xn}. A consequence of this 
recursive translation pattern is that the synthesized code 
computes values in reserve order compared to the steps of a 
quantifier elimination procedure.

4.5.2. One point rule synthesis
The most basic and widely applicable form of quantifier 
elimination, the one-point rule, immediately leads to a 
 synthesis procedure step. If x ∉ FV(t) we can define

witness (x, x = t ∧ F ) = t

If the formula does not already have the form x = t ∧ F, we 
can often rewrite it into this form using transformations 
that preserve equivalence or, in some cases, strengthen the 
formula.

4.5.3. From disjunctions to conditionals
Consider a quantifier-free formula in some first-order 
 theory where the tasks is to check formula satisfiability or 
apply elimination of a variable. For both tasks, we can first 
rewrite the formula into disjunctive normal form and then 
process each disjunct independently. This allows us to focus 
on handling conjunctions of literals as opposed to arbitrary 
propositional combination.

We next show that we can similarly use disjunctive nor-
mal form in synthesis. Consider a formula D1∨ . . . ∨ Dn in 
disjunctive normal form. We can apply synthesis to each Di 
yielding a precondition prei and the solved form i. We can 
then synthesize code with conditionals that select the first i 
that applies:

Although the disjunctive normal form can be exponen-
tially larger than the original formula, the transforma-
tion to  disjunctive normal form is used in practice.20 Other 
quantifier elimination methods can have better worst-case 
 complexity5; these can be similarly converted into synthesis 
procedures. Decision tree techniques can be useful in this 
context. Also likely to be useful would be techniques to par-
tially evaluate efficient constraint solving algorithms such 
as DPLL(T).7

Note that many disjunctions arising in quantifier elimi-
nation have the form of quantification over a finite set. In 

such cases, instead of generating a large conditional expres-
sion, it is often possible to generate a loop that searches 
through candidate solutions. This approach can dramati-
cally reduce synthesized code size. We have found this tech-
nique appropriate to generate code that handles divisibility 
constraints in integer linear arithmetic.

4.5.4. Variable transformations
When faced with a synthesis problem ∙ , F∙, the variable 
transformation technique solves a related but simpler syn-
thesis problem ∙ , G∙ where  is a fresh vector of variables. 
The synthesized code then recovers the original values  
by letting  = r( ) where r is an executable reconstruction 
function.

Note that  may have different dimension or even range 
over values of a different type than . We have used the vari-
able transformation technique in a number of cases in our 
synthesis procedures, as Section 5 will illustrate:

• Efficiently processing linear integer equations
• Representing divisibility constraints
• Reducing synthesis for sets to synthesis for integers

In general, for correctness of synthesized values, we 
require a semantic condition corresponding to

   (2)

That is, we require that r maps the values of  satisfying G to 
values of  satisfying F. This condition implies the validity of 
(∃ .G) → (∃ .F). Note that, if we can express r as a term in our 
logic, then we may choose G to be identical to F[   :=  r( )], 
immediately ensuring (2).

For completeness of synthesis, we additionally require the 
validity of the formula

   (3)

This completeness condition ensures that the new synthesis 
problem does not eliminate any solution.

Conditions (2) and (3) together imply that the synthesis 
preconditions of ∙ , F∙ and ∙ , G∙ are the same. Given these 
two conditions we apply variable transformation by defining:

	 ∙ , F∙ = (pre, r( z) ) where (pre, z) = ∙ , G∙	 (4)

Formula strengthening: A special case of variable trans-
formation is formula strengthening, where we let r be the 
identity function. The transformation reduces to finding a 
formula G that entails F but where (∃ .F) → (∃ .G) is valid. 
Thus G may reduce the number of solutions, but not from 
non-zero to zero. Formula strengthening is a natural cor-
rectness condition for simple transformation of synthesis 
problems. It is more general than equival ence between 
F and G. We can use strengthening to, for example,  replace 
a relation between variables with a stronger formula 
that contains a top-level equality, enabling one-point rule 
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synthesis of Section 4.5.2, possibly after a DNF transforma-
tion of Section 4.5.3.

Pulling out existential quantifiers: Another special case is 
pulling out an existential quantifier. Here we assume that F 
is of the form ∃ .G. The idea is to  synthesize the value of both 

 and  in G and then ignore the value of . We thus let  = ( , 
) and define r( , ) = . With this choice, both (2) and (3) are 

guaranteed to hold.

5. synThesis PRoceDuRe foR inTeGeR  
aRiThMeTic anD seTs
We used the general techniques described in the previous 
section to design synthesis procedures for integer linear 
arithmetic (Chapter 8 of Bradley and Manna1) as well as its 
extension supporting sets with cardinality constraints.13 
These techniques enabled the compilation of implicit com-
putations such as the ones given as examples in Sections 
2 and 3. We next illustrate the key steps of the algorithm 
through a simple example, omitting many of the more sub-
tle cases.12

5.1. integer linear arithmetic
Consider the following synthesis problem:

(a, b, d), a + b = s ∧ a + 5d = 2b ∧ a ≥ 0 ∧ b ≥ 0 ∧ d ≠ 0

where s is the parameter and a, b, d are the unknown vari-
ables. Rewrite the inequality d ≠ 0 into (d ≤ −l ∨ d ≥ 1) and 
transform the formula into DNF. In the sequel we illustrate 
synthesis for one disjunct:

a + b = s ∧ a + 5d = 2b ∧ a ≥ 0 ∧ b ≥ 0 ∧ d ≥ 1

Variable transformation for linear equations: We first con-
sider the integer equation a + b = s. After rewriting it as 
a = s − b and eliminating a, we obtain s − b as a witness term 
for a and, as the remaining constraint after simplification, 
3b − 5d = s ∧ s − b ≥ 0 ∧ b ≥ 0 ∧ d ≥ 1. We then process the 
equation 3b − 5d = s, where we cannot directly express one 
of the unknowns. We instead compute gcd(3, 5) = 1 using 
Euclid’s algorithm. In this process we find one solution for 
3b − 5d = 1, say b = 2, d = 1. Multiplying the last condition 
by s we obtain b = 2s, d = s as a solution for 3b − 5d = s. The 
general solution in parametric form is then b = 2s + 5a, d = s + 3a, 
where a denotes an arbitrary integer parameter. We have 
thereby computed a variable transformation (Section 4.5.4) 
that maps a into (b, d) and preserves the set of solutions. The 
resulting transformed synthesis problem contains only a as 
the unknown and no more equations:

 a, 5a ≤ s ∧ 2s ≤ 5a ∧ 1 s ≤ 3a (5)

These two equations did not produce preconditions on s. 
To see why a precondition can be generated, consider a 
 different constraint, 6b − 10d = s. Computing gcd(6, 10) = 2 
yields a precondition “s is even” and values b = 2, d = 1 that gen-
erate this gcd, with a general parametric solution b = 2s + 10a, 
d = s + 6a.

More generally, let M  =  be a conjunction of linear equa-
tions, where  has only parameters and no variables. We 
can view the first part of processing equalities as finding a 
unimodular transformation matrix U such that H = M ⋅ U is 
the Hermite normal form of M.2 We then use as the variable 
transformation  = r( ) = U  and reduce the constraint to 
H  =  ∧ Q[  := U ]. Note that H  =  is a triangular matrix 
and is easier to solve than M. Solving it produces divisibility 
preconditions on .

Solving inequations: Consider the result (5) of processing 
equalities in our example. It remains to synthesize the val-
ue of a. We can write the constraint as a conjunction of one 
upper bound and two lower bounds on a: 5a   ≤ −s, −2s ≤ 
5a, 1 − s ≤ 3a. Taking into account that a is an integer, 
we  obtain

where ⎡x⎤ denotes x rounded towards +∞, and ⎣x⎦ denotes 
x rounded towards −∞. As the witness value for a we can 
choose, for example, the upper bound and we complete 
the synthesis for the first disjunct. The synthesized code is

val alpha = − s/5
val b = 2s + 5*alpha
val d = s + 3*alpha
val a = s − b

As usual in quantifier elimination, the precondition pre1 
is that the lower bound is less than or equal to the upper 
bound, i.e., . Recall from the beginning of 
this section that we had two disjuncts, arising from (d ≥ 1 ∨ 
d ≤ −1). The synthesis for the second disjunct,  containing 
d ≤ −1, proceeds analogously. In this case the precondition 
pre2 is . The overall generated code then 
uses an if-else statement, as in Section 4.5.3.a

Although the synthesis for our example stops here, all 
other cases, analogous to those in quantifier elimination, 
can arise in the general algorithm. To see this, suppose 
that s was not an input variable, but also needed to be 
 synthesized. The synthesis problem would then continue 
with ∙s, pre1∙. We then need to represent pre1 in linear arith-
metic by eliminating division and rounding. We do so by 
case analysis on the reminders of s modulo the least com-
mon multiple of divisors, i.e., 15. For such case, the gener-
ated code contains a loop from 0 to 14, which can in this 
case be unrolled and simplified to s = 4 as a solution guar-
anteed to work.

Using program specialization ideas, we also support 
 multiplicative coefficients that are parameters instead of 
constants. We then emit (as opposed to statically execute) 
code that performs case analysis on the signs of symbolic 

a In this particular case, ¬pre1 implies ¬pre2, so the second case of if else 
statement will never be executed whenever we can pick a solution with a 
negative d, we could also pick another solution with a positive d.
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coefficients and the appropriate computation of the least 
common multiple and the greatest common divisor. Note 
that this extension represents a departure from using wit-
ness terms alone as the generated code, because it incorpo-
rates into the synthesized code the steps of the specialized 
quantifier elimination procedure itself.

5.2. sets with cardinality constraints
As a step towards predictable synthesis of computations 
on data structures, we illustrate how we can use our syn-
thesis procedure for integers to synthesize computa-
tions on finite sets of objects. To express constraints on 
sets we use Boolean Algebra with Presburger Arithmetic 
(BAPA). This is a strict extension of integer linear arith-
metic supporting sets with the usual operations ⊆, ∪, 
∩, \ as well as the cardinality operator |⋅| computing 
the size of the set. A decision procedure for (quantifier-
free) BAPA works by reducing the constraints over set 
variables to constraints over the sizes of Venn regions, 
which are expressible in pure linear integer arithmetic.13 
A basis of a synthesis procedure for BAPA is that a solu-
tion to these constraints can be lifted to a solution for 
the original problem on sets. For example, consider the 
synthesis problem of splitting a set S into partitions of 
desired sizes:

(A, B, d), A ∪ B = S ∧ A ∩ B = 0/ ∧ ⎢A ⎢ + 5d = 2 ⎢B ⎢ ∧ d ≠ 0

We start by labeling the sizes of Venn regions of the sets 
A, B, and S by variables ki, as displayed in the following 
diagram:

A

B

S

k1

k2

k3

k4k5

k6
k7

We rewrite our synthesis problem using these new variables:

We additionally require ki ≥ 0 for all i. We apply the one-
point rule for the variables equal to 0. If we compute s as |S|, 
then identify the variable a with k5 and b with k6, the problem 
reduces to our example of Section 5.1. The synthesis for inte-
gers thus yields the first part of the generated code, which 
computes k5 and k6.

It remains to show how we can reconstruct a solution for 
the set variables from a solution for k5 and k6 (in the terminol-
ogy of Section 4.5.4, we need to identify r). For this, we rely 
on the existence of any computable function pickFrom(i, T) 
that computes a subset of size i of a set T (e.g., pickFrom(i, T) 
can pick the top i elements according to some ordering14). 
We reconstruct A and B as follows:

val A = pickFrom(k5, S)
val B = pickFrom(k6, S | A)

By construction, the sets from which subsets are selected 
are guaranteed to be of sufficient size.

5.3. implementation
We have implemented our synthesis procedures as a Scala 
compiler extension called Comfusy (Complete Functional 
Synthesis). We used an off-the-shelf decision procedure3 
to handle the compile-time checks. We could have also 
used our synthesis procedure for compile-time checks 
because synthesis over all free variables subsumes satisfi-
ability checking.

Our extension supports the synthesis of integer values 
through the choose function constrained by linear arith-
metic predicates (including predicates in parametrized 
linear arithmetic), as well as the synthesis of set values 
constrained by predicates of the logic of sets with cardi-
nality constraints. Additionally, it can synthesize code 
for a subset of pattern-matching expressions on integers, 
such as the ones presented in Section 2. Our system and 
examples of its use are publicly available from the Web at 
http://lara.epfl.ch.

6. concLusion
We have presented the general idea of turning decision pro-
cedures into synthesis procedures. We have explored how 
to do this transformation for theories admitting quantifier 
elimination, in particular linear arithmetic. We have also 
illustrated that synthesis procedures can be built even for 
cases for which the underlying parameterized satisfiability 
problem is undecidable (such as integer multiplication), 
as long as the problem becomes decidable by the time the 
parameters are fixed. We have also transformed a BAPA deci-
sion procedure into a synthesis procedure, illustrating in 
the process how to layer multiple synthesis procedures one 
on top of the other.

The usefulness of the proposed approach can be fur-
ther supported by incorporating synthesis procedures 
based on additional decidable constraints. For example, 
more control over the desired solutions for sets could 
be provided using decision procedures for ordered col-
lections that we have recently identified.14 In the exam-
ple of partitioning a set, such support would allow us to 
specify that all elements of one partition are smaller than 
all elements of the second partition. In addition to sets, 
we expect our approach to similarly apply to multisets.18 
Another relevant class are decidable constraints on alge-
braic data types.17, 23

Quantifier elimination decision procedures directly 
support parameterized problems, so they are a particu-
larly convenient starting point for our method. Other 
decision procedures are also suitable, but may require 
more design and implementation effort to be turned 
into interesting synthesis procedures. In particular, an 
alternative auto mata-theoretic approach to synthesis 
for integer arithmetic with bitvectors was subsequently 

http://lara.epfl.ch
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We have pointed out that synthesis can be viewed as a 
powerful programming language extension. Such an exten-
sion can be seamlessly introduced into popular program-
ming languages as a new kind of expression and a new pat-
tern matching construct. It is our hope that the availability 
of synthesis constructs will shift the way we think about pro-
gram development. Program properties and assertions can 
stop being part of the dreaded “annotation overhead,” but 
rather become a cost-effective way to build programs with 
the desired functionality. 
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Data in high dimension is difficult to 
visualize and understand. This has al-
ways been the case and is even more 
apparent now with the availability of 
large high-dimensional datasets and 
the need to make sense of them.

The classical statistics approach 
to understanding data is to find a 
simple probabilistic model that could 
have generated it. The model is usu-
ally a probability distribution on a 
large domain and each data point is 
generated independently from the 
same distribution. While more com-
plex models without the assumption 
of independent, identically distrib-
uted data points are also studied, the 
independent data model is the pre-
dominant one and is reasonable for 
many situations. Even this framework 
would not be very useful or interesting 
without further assumptions the 
distribution could be considered uni-
form over the data encountered. The 
key is to model complex, large data 
with a simple distribution. Finding 
such a fit (if one exists) would likely 
give an insightful explanation and the 
parameters of the simple distribution 
might even have predictive powers. 

What distribution to use? The 
central limit theorem suggests the 
most reasonable candidate would be 
a Gaussian distribution. This is what 
any aggregate distribution will eventu-
ally converge. Indeed, trying to find the 
single best-fit Gaussian to a given da-
taset is a commonly used and efficient 
approach. The Gaussian is estimated 
using the mean and covariance matrix 
of the data. Unfortunately, this works 
well only in rather special cases.

Thus we arrive at a widely used 
framework in statistics, called a mix
ture model. Here we assume that data 
is generated from a mixture of a small 
number of distributions of known 
type; the most common assumption 
is a mixture of Gaussians. The prob-
lem is to find the best-fit mixture of 
a small number of Gaussians to the 

given data. The number of component 
Gaussians, k, is much smaller than n, 
the ambient dimension. Unlike the 
case of a single Gaussian (k = 1), where 
it is straightforward to estimate the 
underlying Gaussian, the problem be-
comes much more difficult for general 
k. Even the case of a two-Gaussian mix-
ture remained open for a long time.

Kalai, Moitra, and Valiant3 show how 
to solve the problem for a mixture of two 
arbitrary n-dimensional Gaussians. Be-
sides relying on a simple and ingenious 
reduction to the case of a mixture of two 
1-dimensional Gaussians, their analy-
sis relies on the following fundamental 
fact about the identifiability of Gauss-
ian mixtures: two distinct mixtures of 
Gaussians have different density func-
tions; as the density of two mixtures 
gets closer, so must the mixtures (the 
means, variances, and mixing weights 
of one mixture must be approximated 
by those of the other). Such a property is 
not true for general mixtures, not even 
for mixtures of nice distributions such 
as those with logconcave densities, but 
it is true for Gaussian mixtures. More-
over, unlike the classical proof, they 
establish a polynomial bound on the 
number of samples needed to identify 
the components of a mixture to within 
a desired accuracy. Surprisingly, this is 
the first improvement on the sample 
complexity from the classical exponen-
tial bound, in spite of mixture models 
being studied for over a century.5

The key insight of their method is 
to show that a finite set of moments 
(six of them for the case of two 1-di-
mensional Gaussians) suffice to iden-
tify the components. With this tool in 
hand, they consider several random, 
1-D projections of an n-dimensional 
mixture, identify the projections of 
the components in each, correctly 
cluster them according to component 
of origin, and thereby gather enough 
constraints on the original compo-
nents to estimate their means, cova-
riance matrices, and mixing weights.

In a follow-up paper, Moitra and 
Valiant4 extended this approach to 
a mixture of k Gaussians, with com-
plexity growing exponentially in k, but 
polynomially in all other parameters; 
thus a polynomial-time algorithm for 
any fixed k. A simple exponential de-
pendence on k is unavoidable even in 
the sample complexity, at least if the 
goal is to identify the components 
of an arbitrary mixture of Gaussians 
with no separation condition. A simi-
lar bound was also proved indepen-
dently using a different algorithm in 
a more abstract (and general) setting 
with possibly non-Gaussian compo-
nents by Belkin and Sinha.1

The work presented in the following 
paper settles an important open prob-
lem, establishes fundamental facts 
and thereby advances classical statis-
tics, and raises very interesting ques-
tions for computer science; among 
them: What can we hope to do for non-
Gaussian mixtures (for which robust 
identifiability does not hold in gen-
eral)? Can we handle Gaussian mix-
tures with some noise? In other words, 
is there an agnostic algorithm for 
learning Gaussian mixtures? Perhaps 
most interestingly, what reasonable 
assumptions lead to fully polynomial 
or even practical algorithms? (much 
work in the field assumes separation 
between components, which might 
be unavoidable for efficiency; for ex-
ample, a polynomial-time algorithm is 
given assuming each component can 
be mostly separated by some hyper-
plane from the rest of the mixture;2 one 
clean conjecture is that any probabilis-
tically separable mixture is identifiable 
in polynomial-time). 
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Disentangling Gaussians
By Adam Tauman Kalai, Ankur Moitra, and Gregory Valiant

1. inTRoDucTion
The Gaussian mixture model (GMM) is one of the oldest 
and most widely used statistical models. It is comprised of a 
weighted combination of heterogeneous Gaussian sources. As 
a simple one-dimensional example, consider measurements 
of heights of adults in a certain population, where the distribu-
tion of heights can be closely approximated as a mixture of two 
univariate Gaussians, one for males and one for females.3 Can 
one recover the parameters of the Gaussians from unlabeled 
height measurements alone (with no gender information)?

Our work focuses on the case where the mixture consists 
of a small but unknown number of Gaussian “components” 
that may overlap the combined density may even have a 
single peak, as in the height example, and the dimensional-
ity may be high. Much of the previous work on this problem 
attempts to learn the parameters through clustering, and 
consequently needs to make a strong separation assump-
tion on the components in the mixture. The primary contri-
bution of our research is to avoid this assumption by instead 
basing our learning algorithm upon the algebraic structure 
of the mixture. Our algorithm succeeds even if the compo-
nents overlap almost entirely, in which case accurate clus-
tering is no longer possible.

We give a simple notion of “condition number” of a GMM 
which characterizes its complexity up to polynomial factors. 
Generally speaking, the conclusion is that the sample com
plexity and computational complexity of this general problem 
are in every way polynomial, except for the dependence on 
the number of Gaussians, which is necessarily exponential.

Statisticians have long known that from random sam-
ples from a GMM it is possible to identify the Gaussians in 
the limit one can eventually recover to arbitrary precision 
each Gaussian component’s mean, variance, and propor-
tion, given sufficiently many examples.14 However, their 
analysis provides no bounds on convergence rate as the 
number of samples increases, the convergence might be log
arithmically slow even for two Gaussians in one dimension. 
Moreover, even if the problem has reasonable sample com-
plexity, it is not clear, a priori, how to yield a computationally 
efficient algorithm. In practice, the heuristics in widespread 
use, such as the EM algorithm, suffer from local optima and 
have weak theoretical guarantees.

In seminal work, Dasgupta5 put forth a polynomial-time 
clustering approach for learning GMMs that is provably 
accurate under certain assumptions. In particular, if the 
Gaussians are sufficiently “well separated” then one can 
usually group together all the samples originating from the 
same Gaussian. As a by-product, parameter estimation fol-
lows easily by estimating the mean, covariance matrix, and 
proportion of samples from each cluster separately. In rapid 
succession, increasingly powerful clustering techniques 
that require “separability assumptions” between all pairs of 
Gaussians have since been analyzed.1, 2, 4, 6, 11, 16

In some sense, the parameter estimation problem is more 
fundamental than clustering, because accurate parameter 
estimates can be easily used for accurate clustering. And 
in the general case where the Gaussians may overlap, it is 
impossible to cluster the points with any degree of confi-
dence, just as one cannot accurately predict gender from the 
fact that a person is, say, 1.7 m tall. Nonetheless, from height 
data alone one may still recover the means, variances, and 
mixing weights of the two constituent Gaussians. Hence, 
while one cannot hope to cluster the individual samples, 
one can decompose the Gaussian mixture and efficiently 
disentangle the Gaussian components.

1.1. our approach
We describe a polynomial-time GMM learning algorithm
we emphasize that throughout, we favor clarity of presen-
tation and ease of analysis at the cost of impracticality. 
The algorithm is based on the random projection method 
(see, e.g., Vempala15). Since the projection of a multinor-
mal distribution onto one dimension is a normal distribu-
tion, the projection of a GMM is a GMM in one dimension. 
Roughly, the algorithm proceeds by projecting the data onto 
a sequence of vectors, solving the associated sequence of 
one- dimensional learning problems, and then reconstruct-
ing the solution to the original high-dimensional GMM 
problem.

There are several obstacles that must be surmounted 
to consummate this approach. First and foremost, is the 
question of solving the problem in one dimension. One-
dimensional problems are often easy if one is willing to 

This work appeared as “Efficiently Learning Mixtures 
of Two Gaussians” (Kalai, Moitra, Valiant, STOC 2010) 
and “Settling the Polynomial Learnability of Mixtures of 
Gaussians” (Moitra, Valiant, FOCS 2010).
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Men

figure 1. The Gaussian approximations of the heights of adult women 
(red) and men (blue). can one recover estimates of these Gaussian 
components given only the aggregate data without gender labels 
(black)? [Raw data from nhanes].
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resort to brute-force search; for the problem of learning 
GMMs, it has already been mentioned that the bounds are 
necessarily exponential in the number of Gaussian com-
ponents, hence one might expect that a crude brute-force 
search would suffice to solve the one-dimensional case. We 
show that this is true. The difficulty of the one-dimensional 
case is not in designing the algorithm, but in guaranteeing 
that this crude brute-force search can be conducted over a 
sufficiently coarse grid. We show this by establishing, what 
we term, the polynomially robust identifiability of GMMs, 
which we discuss in Section 4.

Supposing one has an efficient algorithm for the one-
dimensional problem, a second obstacle in our high level 
approach is ensuring that the projected data that are given 
as inputs to the one-dimensional algorithm are meaning-
ful. Consider, for example, a GMM that consists of two 
Gaussian components that have identical covariances, but 
different means. If, unluckily, we project the data onto a 
vector orthogonal to the difference in the means, then the 
resulting one-dimensional mixture will have just a single 
component. Further complicating this concern is the exis-
tence of GMMs, such as that depicted in Figure 3, for which 
two or more essentially non-overlapping components 
will, with very high probability, project to nearly identical 
Gaussians in a random projection. How can we hope to dis-
entangle these components if, in nearly every projection, 
they are indistinguishable?

We demonstrate that this problem can only arise if a cer-
tain spectral condition holds. When this condition holds, 
however, we show that a clustering-based approach will be 
successful. Specifically, when the spectral condition is met, 
we will be able to partition the data samples into two sets, 
such that the Gaussian components from which the sam-
ples in the first set were drawn are (nearly) disjoint from the 
set of components from which the second set of samples 
were drawn. Thus this partition of the samples corresponds 

to a partition of the GMM into two sub-mixtures; we can 
then apply our algorithm recursively to each of these two 
sets of samples.

For clarity of exposition, in Section 3, we first describe a 
simplified version of our algorithm that does not require the 
clustering and recursion steps, though has slightly weaker 
performance guarantees. In Section 5, we describe the full 
algorithm.

2. MoDeL anD ResuLTs
The input to our algorithm is a sample set of n points in d 
dimensions, drawn independently from GMM  
with mixing weights wi > 0 satisfying , and with k 
 different Gaussian components Fi, where each Fi = N ( m i, Si) 
is a distinct d-dimensional Gaussian with mean m i ∈ rd and 
covariance matrix Si ∈ rd×d. The output is an estimate GMM 

. The goal of the estimation algorithm is to cor-
rectly learn k and furthermore to approximate the parameter 
set {(w1, m1, S1), . . . , (wk, mk, Sk )}. Note that one cannot hope to 
learn the correct ordering of the components Fi, since any 
permutation results in an identical distribution.

To measure the distance between Gaussians N ( m, S) and 
N (m′, S′), we employ the statistical distance. This natural 
metric is defined, more generally, for probability distribu-
tions. For distributions G and G′ with respective probabil-
ity density functions g and g ′, the statistical  distance is 
defined as

This quantity is zero if the distributions are identical and one 
if the distributions have disjoint support. The main strength 
of statistical distance as a metric is that it measures the infor-
mation theoretic similarity of two distributions; for instance, 
if two distributions A and B have Dtv(A, B) = 0.01, then no algo-
rithm can distinguish a set of 100 samples from A from a set 
of 100 samples from B with probability more than 2/3. A sec-
ond advantage of statistical distance is that it is scale invari-
ant and affine invariant, meaning that an identical rescaling 
of two distributions does not affect the distance. In contrast, 
Euclidean error estimates such as m − m′2 and S − S′Fr 
change as one rescales the problem.a

We now define a quantity that controls “how hard” it is to 
learn a particular GMM.

Definition 1. The condition number κ(F) of GMM  
is defined to be

Any estimation algorithm requires, at a minimum, a number 
of samples proportional to κ(F ) to have any chance of accurate 
estimation. The reason is that one requires 1/wi samples to 
have a constant probability of encountering a single sample 
generated by Fi. Hence, for very small wi, a large sample size 

figure 2. illustration of the high–level approach: (1) project the data 
onto a series of vectors and learn the parameters of the resulting one-
dimensional GMMs, (2) determine a consistent labeling between the 
components of the recovered one-dimensional GMMs, and (3) for each 
component, combine the recovered one-dimensional parameters to 
reconstruct an estimate of the high-dimensional parameters.

a Moreover, guaranteeing low statistical distance implies low Euclidean dis
tance, in the case where all parameters are bounded.
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is necessary. Similarly, even if one exactly knows two prob-
ability distributions F and F′, one requires 1/Dtv(F, F′) samples 
to have a constant probability of distinguishing between the 
case that all samples arise from F or all samples arise from F′. 
Thus, at least a linear dependence on κ(F  ) is required, while 
our results have a polynomial dependence on κ(F ).

We are now ready to state our main theorem.

Theorem 1. For every k ≥ 1, there is a constant, ck , dependent 
on k, such that the following holds. For any d dimensional GMM 

, , d > 0, and , the estimation algorithm 
when run on n samples independently drawn from F outputs 
GMM  such that, with probability ≥ 1 − d, k̂ = k and 
there exists a permutation p on {1, 2, . . . , k} such that

|wi -  ŵ p (i ) ≤   |  and Dtv(Fi,  ̂F p (i )) ≤    for i = 1, 2, . . . , k.

The runtime of the estimation algorithm is polynomial in the 
number of samples, n.b

2.1. interpretation
Our algorithm takes as input samples from a d-dimen-
sional GMM F, and outputs estimates of the parameters of 
F. The main theorem shows that as the number of samples, 
n, increases the error of our estimates decreases as , 
where a is a constant that only depends on the number of 
components, k. This rate of convergence is striking both 
because it exhibits a polynomial (as opposed to exponen-
tial) dependence on the number of dimensions, d, and 
because it exhibits an inverse polynomial dependence on 
the number of samples. This is in contrast to the inverse 
logarithmic rate of convergence that has been hypoth-
esized.9 Lastly, the big-Oh notation hides a leading con-
stant that has a polynomial dependence on the condition 
number of the mixture, κ(F).

In applications in which a learner has reasonable upper 
bounds on k and κ(F), we could determine upper bounds 
on how much data is required to learn a good estimate
and run our algorithm accordingly. In contrast, if an upper 
bound on either k or κ(F) is missing, every estimator can be 
fooled into either outputting a mixture with the wrong num-
ber of components, or outputting a mixture which is far 
from the true GMM.

While the runtime and data requirement of our algo-
rithm scale super-exponentially as a function of the num-
ber of Gaussian components, we show that, unfortunately, 
an exponential dependence on k is necessary at least in 
the case where the Gaussians overlap significantly. We 
give a simple construction of a mixture of k (polynomially) 
overlapping Gaussians that are exponentially close to a 
single Gaussian. This state of affairs is in contrast to the 
aforementioned clustering algorithms which depend only 
polynomially on k. Hence, when there are a large number 
of very well-separated Gaussians, clustering seems to be a 
better approach.

2.2. history and related work
Perhaps the earliest GMM study was conducted by Karl 
Pearson in the 1890s.12 He was given a dataset consisting 
of measurements of 1000 crabs found near Naples, and 
conjectured that the dataset arose as a GMM of two com-
ponents, corresponding to two crab species. Pearson then 
attempted to recover estimates of the parameters of the 
two hypothesized species, using the method of moments. In 
particular, he computed empirical estimates of the first six 
(raw) moments , for i = 1, 2, . . . , 6 from sam-
ple points x1, . . . , xn ∈ r. Using only the first five moments, 
he solved a cleverly constructed ninth-degree polynomial, 
by hand, from which he derived a set of candidate mixture 
parameters. Finally, he heuristically chose the candidate 
among them whose sixth moment most closely agreed with 
the empirical estimate.

The potential problem with this approach, which Pearson 
acknowledged, was the issue of robust identifiability. Perhaps 
there exist two different mixtures, where the components 
of one mixture are very different from the components of 
the other mixture, but nevertheless the densities and the 
moments of the two mixtures are extremely similar. We 
show that this cannot be the case, in some sense validating 
Pearson’s approach.

Recently, propitiated by the emergence of huge, high-
dimensional datasets, the question of learning GMMs 
was revisited by the theoretical computer science commu-
nity. In this body of work, initiated by Dasgupta,5 a line of 
computer scientists designed polynomial time algorithms 
for identifying and clustering in high dimensions.1, 2, 

4, 6, 11, 16 The problem of clustering is that of partitioning the 
points into sets, with the hope that the points in each set 
are drawn from different Gaussians. This task generally 
requires the Gaussians to have little overlap (statistical 
distance near 1); in many such cases they were able to find 
computationally efficient algorithms for GMMs of more 
than two Gaussians.

Recall that our goal is to learn the mixture  on 
a component by component basis. An easier problem which 
has also received some attention is that of learning the 
density function of the entire mixture F without trying to 
figure out the parameters of the individual components. 
Recently, a polynomial-time density estimation algorithm 
was given for axis aligned GMMs, without any nonoverlap 
assumption.8,c

Finally, we note that there is a vast literature on heu-
ristics for the problem of learning GMMs, such as the 
EM algorithm.7 Our focus in this work is on algorithms 
with provable guarantees. Even though heuristics such 
as the EM algorithm often work well in practice, these 
approaches are not guaranteed to converge to the true 
parameters. Even worse, the EM algorithm (even for uni-
variate mixtures of just two Gaussians) has been observed 
to converge very slowly (see Redner and Walker for a thor-
ough treatment13) if the algorithm is initialized from a bad 
starting point.

b Runtime is measured in the Real RAM model of computing where arithme
tic operations are performed on real numbers.

c Axis aligned Gaussians are those whose principal axes are parallel to the 
coordinate axes.



116    coMMunicaTions of The acM   |   FeBRuARY 2012  |   VoL.  55  |   No.  2

research�highlights�

 

3. a siMPLe aLGoRiThM
We start by describing a simple algorithm that illus-
trates our approach to learning GMMs. While the perfor-
mance guarantees of this algorithm are slightly weaker 
than those of the full algorithm, described in Section 5, 
the mechanics of the reduction of the high-dimensional 
problem into a series of one-dimensional learning prob-
lems is made clear.

3.1. a simple one-dimensional algorithm
One would expect that the problem of (approximately) 
determining the parameters of a univariate mixture of 
Gaussians should be algorithmically easy because we can 
resort to a  brute-force search. However, the surprising dif-
ficulty is in proving that a brute-force search over a coarse 
grid of the parameters does not return wrong estimates. 
For example, what if there are two distinct (univariate) mix-
tures of Gaussians that do not have close parameters, but 
are nevertheless extremely close as distributions in statisti-
cal distance? The central challenge in proving that a brute-
force search does work is in proving that this hypothetical 
example cannot arise that two mixtures of (univariate) 
Gaussians that do not have similar parameters must be 
noticeably different.

To prove this we appeal to the method of moments, 
first introduced by Pearson. We prove that mixtures of k 
Gaussians are “polynomially robustly identifiable” that 
is if two mixtures of at most k Gaussian components have 
sufficiently different parameters, then one of the low-order 
moments will be noticeably different. In fact, one of the first 
4k − 2 moments will be noticeably different, and there are 
distinct mixtures of k Gaussians that can match exactly on 
the first linearly (in k) many moments.

Our one-dimensional learning algorithm will draw 
polynomially many samples from a GMM with k compo-
nents, and compute the first 4k − 2 moments of this set 
of samples. We refer to these as the empirical moments. 
Then for every candidate set of parameters {(m1, , 
w1), . . . , (mk, , wk)} in our grid, we analytically compute 
the first 4k − 2 moments of the corresponding distribu-
tion and compare these values to the empirical moments. 
If each of the first 4k − 2 analytically computed moments 
is close enough to the corresponding empirical moment, 
then we declare success and output that candidate set of 
parameters.

Through elementary concentration bounds we can dem-
onstrate that, whatever the true parameters are, the closest 
set of parameters in the grid will, with high probability, 
pass the test. Thus the algorithm will almost always output 
a set of parameters. The correctness of the algorithm then 
rests on demonstrating that the algorithm will never out-
put a set of parameters that is too far from the true set of 
parameters. Section 4 showing the polynomially robust 
identifiability of GMMs is dedicated to establishing the 
correctness of this algorithm. Notice that in the case of 
mixtures of two Gaussians, this brute-force search con-
siders only the first six moments and hence we are able to 
obtain provable guarantees for a variant of Pearson’s Sixth 
Moment Test.

3.2. a simple high-dimensional algorithm
Given samples from a high-dimensional GMM, our strat-
egy is to reduce the problem to a series of one-dimensional 
learning problems. The goal is to obtain, for each compo-
nent in the mixture, an estimate of this component’s mean 
and  co-variance matrix when projected onto many differ-
ent directions. For each component, we can then use these 
estimates to set up a system of linear constraints on the 
high-dimensional mean and co-variance matrix of the com-
ponent. This system can then be solved, yielding good esti-
mates for these high-dimensional parameters.

We choose a vector v uniformly at random from the unit 
sphere and d2 perturbations v1,1 . . . , vd,d of v. For each direc-
tion vi, j, we project the mixture onto direction vi, j and run 
our one-dimensional learning algorithm. Hence we obtain 
a set of d2 parameters of one-dimensional mixtures of k 
Gaussians. We must now label the components of these 
d2 mixtures consistently, such that for each i = 1, . . . , k, the 
ith Gaussian component in one of the d2 one-dimensional 
mixtures corresponds to the projection of the same high-
dimensional component as the ith component of all the 
other one-dimensional mixtures.

In the general setting to which the full-algorithm of 
Section 5 applies, we will not always be able to do this 
consistent labeling. For the purposes of our simple high-
dimensional learning algorithm, we will assume a certain 
technical condition that will make consistent labeling easy. 
Specifically, we assume that all components in the original 
mixture have noticeably different parameters. We prove that 
if each pair of components say, N (m, S) and N (m′, S′) has 
either m − m′2 > ε, or S − S′Fr > , then with high probability 
over a randomly chosen direction v, the projected means or 
projected variances will differ by at least poly ( , ). Intuitively, 
this makes consistent labeling easy because when we proj-
ect our data onto v, each component is noticeably different. 
Since each vi,j is a small perturbation of v, the projection of 
any high-dimensional component onto v and vi,j will be simi-
lar, allowing for easy consistent labeling.

For each component in the original mixture, after 
labeling, we have an estimate of the component’s mean 
and variance when projected onto each direction vi,j. 
The one-dimensional parameters of the projection of a 
Gaussian are related to the high-dimensional parameters 

Given a set of samples x1, . . . , xn from a one- dimensional 
GMM with at most k components, and target accuracy :

•  Compute the first 4k  2 sample moments.
•  Calculate the first 4k  2 moments for every set of 

parameters, ({m1, s1, w1}, . . . , {mk, sk, wk}) such that
 wi ∈ [0, 1],
 mi ∈ [minj xj, maxj xj],
 sk ∈ [0, maxj xj],

where all parameters are multiples of c, where c 
is a constant dependent on k.

•  Return the parameter set whose first 4k  2 moments 
most closely match those of the samples.

The simple 1-D algorithm
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by a system of linear equations. If our one-dimensional 
estimates were not estimates, but were exact then we 
could back-solve this system to obtain the exact high- 
dimensional parameters. We bound the condition num-
ber of this system of equations, ensuring that if our 
one-dimensional estimates are close, then we obtain good 
estimates for the high-dimensional parameters.

3.3. Performance of the simple algorithm
The following proposition characterizes the performance 
of the Simple High Dimensional Algorithm described above.

Proposition 1. There exists a constant, ck dependent on k, 
such that given n independent samples from a GMM  
of k′ ≤ k components in d dimensions, with probability at least 
1 − d the simple high dimensional algorithm, when run on 
inputs k, , d and the n samples, will return a GMM  
such that there exists a labeling of the components satisfying, 
for all i, |wi − ŵi| ≤ , mi − mî2 ≤ , and Si  −  ŜiFr ≤ , provided 
the following conditions hold:

• 

•  for all i,  j ≤ k′,

⏐wi - wj ⏐ + mi + mj2 + Si - SjFr ≥ .

•  mi2, SiFr ≤ 1/ .

The runtime of the estimation algorithm is polynomial in the 
number of samples.

The key distinction between the performance of this algo-
rithm and the performance of the more general algorithm 
that establishes Theorem 1 is in terms of the distance met-
ric. Here, the input mixture is required to have components 
whose parameters differ from each other by at least . Our 
more general algorithm performs on samples from GMMs 
whose components can have arbitrarily similar parameters, 
provided that the statistical distance between components 
is at least . Additionally, the mixture returned by this simple 
algorithm is only guaranteed to have parameters that are 
very close in Euclidean distance to the true parameters the 
mixture returned by the more general algorithm is guaran-
teed to be very close in both parameter distance and statisti-
cal distance.

4. PoLynoMiaLLy RoBusT iDenTifiaBiLiTy
It is well known that two GMMs whose components differ 
cannot have identical probability densities (see Teicher,14 
for example) this is commonly referred to as “identifi-
ability.” Thus, given access to arbitrarily many samples, 
one can recover the parameters of a GMM to any desired 
accuracy. For the purposes of learning with limited data, 
however, we require a significantly more robust form of 
identifiability.

Consider two GMMs F, F′ whose parameter sets, up to 
relabeling, differ by that is, no matter how one matches 
the components of the first GMM with the components of 
the second, there is some component whose mean, variance, 
or mixing weight differs by at least  from the correspond-
ing component in the other mixture. Given this discrepancy 
in parameter sets, what is the statistical distance D(F, F′)? 
If the answer is inverse exponential in 1/ , then our goal of 
polynomially efficient learning is hopeless all algorithms 
for learning GMMs would necessarily require an amount of 
data exponential in the desired accuracy. Stated differently, 
the convergence rate of an optimal estimator for the para-
meters of a GMM would be, at best, inverse-logarithmic in 
the number of samples.

Fortunately, such a dependence is not necessary we 
show that GMMs are “polynomially robustly identifiable”: if 
mixtures F, F′ have parameter sets that differ by , and mixing 
weights at least , then their statistical distance is bounded 
below by poly( ), for any fixed number of components. In 
fact, we prove this by showing that there must be a poly( ) 
discrepancy in the first few moments of F and F′. For mix-
tures of at most k components, considering the first 4k − 2 
moments is sufficient.

Theorem 2. There exists a constant, ck, dependent on k, such 
that given a pair of one dimensional GMMs, F, F′, consisting of 
at most k components, with κ(F), κ(F′) < 1/ , if, for all i ≤ 4k − 2,

⏐Ex ← F [xi ] − Ex ← F′ [xi ]|≤ ck,

then F, F′ have the same number of components. Furthermore, 
there exists a correspondence between the components of  

The simple high-Dimensional algorithm

Given a set of sample from a GMM in d dimensions with 
at most k components, target accuracy and probability 
of failure , d:

Let 

•  Choose vector v0,0 uniformly at random from the 
unit sphere.

•  For i ∈ {1, . . . , d}, let ei denote the basis vector 
whose ith coordinate is 1, and all other coor-
dinates are 0. For all pairs i,  j ∈ {1, . . . , d}, let 
vi,  j : = v + 2(ei + ej ).

•  For all pairs i, j, project the samples onto vi,  j, 
run the Simple one-dimensional Algorithm on the 
resulting one-dimensional data with target accu-
racy 3, and let Pi,  j:= ({m1, s1, w1}, . . .) be the returned 
parameters.

•  For each m = 1, 2, . . . , k let , ,  be the recov-
ered parameters of the mth component of P0, 0. For 
each pair i, j ≥ 1 let  be the recov-
ered parameters from Pi, j of the component whose 
parameters are closest, in Euclidean distance,  
to .

•  For each m = 1, . . . , k, let , let mm be the 
point in Rd whose projections onto vi, j minimize the 
sum of the squared discrepancies with  and let 
Sm be the positive d × d semidefinite matrix that 
minimizes the sum of the squared discrepancies 
between .

•  If wi < , disregard component i.
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F and F′ such that the discrepancy in mean, variance, and mixing 
weight between corresponding components is at most .

The above theorem guarantees that if two GMMs have 
very similar low-order moments, the parameter sets must 
also be very similar, thereby guaranteeing the correctness 
of the simple brute-force search algorithm for learning one-
dimensional GMMs presented in Section 3.

4.1. Deconvolution and moments
Our proof of the polynomially robust identifiability of 
GMMs relies on considering what happens if one “decon-
volves” the probability density functions of a GMM by a 
Gaussian of carefully chosen variance. The convolution of 
two Gaussians is a Gaussian, just as the sum of two normal 
random variables is normal. Hence, we can also consider 
the “deconvolution” of the mixture by a Gaussian of vari-
ance, say, a this is a simple operation which subtracts a 
from the variance of each Gaussian in the mixture: Given 
a GMM with parameter set {(m1, , w1), . . . , (mk, , wk)}, 
we define the a- deconvolved mixture to be the GMM with 
parameter set {(m1, , w1), . . . , (mk, , wk)}, provided 
that a < min 

The intuition behind considering this transformed mix-
ture is that by decreasing the variance of each Gaussian 
component, we are effectively disentangling the mixture 
by making the components overlap less. To illustrate this 
intuition, suppose we deconvolve by a that is close to the 
minimum variance of any component. Unless the smallest 
variance Gaussian is closely matched (in both mean, vari-
ance and mixing weight) by a Gaussian in the other mixture, 
then the two mixtures will have large statistical distance 
after deconvolution. If, on the other hand, the smallest vari-
ance Gaussian is closely matched, then this pair of compo-
nents can be stripped away from the respective GMMs as 
this pair contributes negligibly to the discrepancy between 
the two mixtures. We can then proceed by induction.

Unfortunately, the deconvolution transformation does 
not preserve the statistical distance between two distribu-
tions. However, we show that it, at least roughly, preserves 
the disparity in low-order moments of the distributions. 
Specifically, letting Fa(F ) denote the result of a- deconvolving 
mixture F, we show that if there is an i ≤ 4k − 2 such that the 
i th moment of Fa(F ) is at least poly( ) different than the i th 
moment of Fa(F ′) then there is a j ≤ 4k − 2 such that the j th 
moment of F is at least poly( ) different than the j th moment 
of F′. To simplify notation, let Mi [F] = Ex ← F [xi].

Lemma 3. Suppose that each constituent Gaussian in F or F′ 
has variances in the interval [a, 1]. Then

The key observation here is that the moments of F and 
Fa(F) are related by a simple linear transformation, which 
can also be viewed as a recurrence relation for Hermite 
polynomials.

4.2. Discrepancy in moments
The deconvolution operation gives us a method to pro-
duce a large statistical distance between two mixtures with 
sufficiently different parameters. Additionally, deconvo-
lution approximately preserves discrepancy in low-order 
moments. So all that remains is to demonstrate that two 
mixtures (after an appropriate deconvolution) not only have 
large statistical distance, but also have a non-negligible dis-
crepancy in moments.

To accomplish this, we show that there are at most 4k − 2 
zero-crossings of the difference in densities, f = Fa(F) − Fa(F′) 
and then we construct a degree 4k − 2 polynomial p(x) that 
always has the same sign as f (x), so that when p(x) is inte-
grated against f (x) the result is at least poly( ). We construct 
this polynomial so that the coefficients are bounded, and 
this implies that there is some moment i (at most the degree 
of the polynomial) for which the difference between the ith 
raw moment of Fa(F) and of Fa(F′) is large.

The first step is to show that the point-wise difference 
between the density functions of any two mixtures of k 
Gaussians is either identically zero, or has at most 4k − 2 
zero crossings. This bound can be easily shown to be tight. 
Our proof of this fact relies on the following theorem, due to 
Hummel and Gidas10:

Theorem 4 (Thm 2.1 in Hummel and Gidas10). Given f (x): 
R → R, that is analytic and has n zeros, then for any s 2 > 0, 
the function g (x) = f (x) ° N (0, s 2, x) has at most n zeros.

Given this theorem, we can then prove an upper bound 
on the number of zero crossings by isolating the smallest 
variance component through deconvolution, removing this 
component and then proceeding inductively; by the above 
theorem, deconvolution does not decrease the number of 
zero crossings and since each component that we remove in 
this way is essentially a delta function, its removal reduces 
the number of zero crossings by at most two.

The proof of Theorem 2 then follows from assembling 
the pieces: Given a pair of one-dimensional GMMs whose 
parameter sets differ: (1) strip away all components in pairs 
of closely corresponding components, which has negligible 
effect on the discrepancy in moments of the pair of GMMs; 
(2) deconvolve by nearly the variance of the skinniest remain-
ing component; (3) since this component is now nearly a 
Dirac delta function and there is no closely matching compo-
nent in the second GMM, the deconvolved GMMs have non-
negligible statistical distance; (4) non- negligible statistical 
distance implies non-negligible moment discrepancy; and 
(5) if there is a discrepancy in one the low-order moments of 
two GMMs, then after convolution by a Gaussian, there will 
still be a discrepancy in some low-order moment.

5. The fuLL aLGoRiThM
We now motivate and describe our general algorithm for 
learning GMMs which, with high probability, returns a mix-
ture whose components are accurate in terms of statistical 
distance. To get an intuitive sense for the types of mixtures for 
which the simple high-dimensional algorithm fails, consider 
the mixture of three components depicted in Figure 3. The two 
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narrow components are very similar: both their means, and 
their covariance matrices are nearly identical. With over-
whelming probability, the projection of this mixture onto any 
one-dimensional space will result in these two components 
becoming indistinguishable given any reasonable amount of 
data. Nevertheless, the statistical distance between these two 
components is close to one, and thus, information theoreti-
cally, we should be able to distinguish them.

How can we hope to disentangle these two components 
if, in nearly every one-dimensional projection, these com-
ponents are indistinguishable? The intuition for the solu-
tion is also provided in the example: we can cluster out these 
two components and recurse. In particular, there is a vector 
(corresponding to the direction of small variance of these 
two components) such that if we project all the data onto 
this direction, the pair of narrow Gaussians is almost com-
pletely “disentangled” from the third component. Almost 
all of the data corresponding to the two narrow components 
will be contained within a small interval when projected on 
this direction, and almost none of the data generated by the 
third component will be contained in this interval.

If we are able to successfully perform such a clustering of 
the original mixture into two sub-mixtures, we can recurse. 
The central insight is that if we consider the sub-mixture cor-
responding to just the two narrow Gaussians, then we can re-
scale the space by applying an affine transformation so that the 
resulting mean and variance are zero and one, respectively, in 
every direction. This re-scaling has the effect of stretching out 
this sub-mixture along the direction of small variance. In the 
resulting mixture of two Gaussians, if we project on a randomly 
chosen direction, the components will be noticeably different.

Our full algorithm will follow this general plan in each 
step, our algorithm either learns a good estimate and out-
puts this estimate, or else will cluster the mixture into two 
proper sub-mixtures and recurse. The remainder of this sec-
tion is devoted to explaining how we can learn a direction of 
small variance, and hence enable the clustering and recur-
sion step if we are not able to directly apply the Simple High
Dimensional Algorithm of Section 3 to learn good estimates 
for the GMM components.

5.1. Learning a direction to project
How does one find a vector in which direction some of the 
components have small variance? Intuitively, finding this 
direction seems to require knowledge of the true mixture. Our 
approach will be to first learn an estimate of the mixture that 
is close to some partition of the true components, and thus 
gain some insight into the general structure of the mixture.

Suppose we add d-dimensional Gaussian noise to 
samples drawn from the example GMM of Figure 3. This 
would have the effect of “fattening” each component. After 
 “fattening,” the two narrow components would have extremely 
small statistical distance. So we could run our  simple learn-
ing algorithm on this “fattened” mixture. Even though this 
distribution is a mixture of three Gaussians, the mixture is 
statistically extremely close to a mixture of two Gaussians. Our 
simple learning algorithm will return an estimate mixture of 
two Gaussians with the property that each component is close 
to a sub-mixture of the “fattened” distribution.

Thus one of the components in this estimate will correspond 
to the sub-mixture of the two narrow components. By examin-
ing this component, we notice that it is “skinny” (after adjusting 
the covariance matrix to account for the noise that we artificially 
added). Hence if we compute the smallest eigenvector of this 
 co-variance matrix, we recover a direction which allows us to 
cluster the original mixture into two sub-mixtures and recurse.

figure 3. an example of a GMM with three components F1, F2, F3, such 
that with high probability over random vectors, the one-dimensional 
projections of F2 and F3 will be very similar, despite Dtv(F2, F3) ª 1.

Given a set of sample from a GMM in d dimensions with 
at most k components, and target accuracy :
Let 

2
 =  c, (for a constant c dependent on k).

•  Rescale the set of samples so as to have mean 0 
and covariance the identity matrix.

•  Create a fattened set of samples: for each of the 
original samples add an independent x ← N(0, Id×d).

•  Define 1 , . . . , k 2 with i =  c′
.i, for a constant c′ (depen-

dent on k.) Run the Simple High-Dimensional 
Algorithm on the fattened samples with each tar-
get accuracy  i, yielding k2 parameter sets P1, . . . , Pk.

•  Find a consistent chain of at least k2/2 parameter 
sets; we say Pi is consistent with Pj for i < j if 
there exists a mapping of the components of Pi 
into the components of Pj such that the statisti-
cal distance between each component of Pi and its 
image in Pj is at most i + j.

•  Let P′ = ({m1, S1, w1}, . . . ) be one of these parameter sets 
in the chain, and let P = ({m1, S1  I, w1}, {m2, S2  I, w2}, . . .) 
be the unfattened parameters.

•  Let k′ ≤ k be the number of components of P. Let 
l be the minimum over  i ∈ {1, . . . , k′}, of the minimum 
eigenvalue of Si.

–  If λ > 2, output the recovered parameters and 
return SUCESS.

–  Otherwise, project the original (non-noisy) 
samples onto the eigenvector corresponding 
to this minimum eigen-value, and cluster the 
samples into two clusters, with one cluster 
corresponding to samples that likely origi-
nated from the component with the smallest 
minimum eigenvalue.

–  Recursively apply this entire algorithm to each 
of the two sets of samples, with target accu-
racy , and number of components at most k  1.

The full high-Dimensional algorithm
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If the Simple High Dimensional Algorithm is run on 
samples from a GMM in which all components have large 
minimum eigenvalue (for example, if the samples have 
been “fattened”), then the algorithm, when run with tar-
get accuracy , will successfully learn the mixture provided 
that for each pair of components, either the statistical dis-
tance is at least , or at most ′ << , where ′ = p( ) for some 
polynomial p. In the case that some set of components all 
have pairwise statistical distance at most ′, then the simple 
high- dimensional algorithm will never realize that these 
components correspond to separate components, and will 
simply return a single component in place of this set. The 
difficulty is when there exists some pair of components 
whose statistical distance lies within this bad window [ p(
), ]. In such an instance, the Simple High Dimensional 

Algorithm has no provable guarantees.
To avoid the potential difficulty of finding a target accu-

racy  for which no pair of components have statistical 
distance within the associated inadmissable window, one 
simply runs the high-dimensional algorithm with a range 
of target accuracies, 1, . . . , k 2 with i < p( i 1). While we will 
never know which runs succeeded, there are at most  
pairwise statistical distances, and each pairwise statistical 
distance can fall into the inadmissible window of at most 
one run, and thus a majority of the runs will be successful. 
All that remains is to find a set of at least k2/2 runs which 
are consistent: given two sets of parameters returned by 
runs with target accuracies 1 < 2, we say they are consis-
tent if there is some surjective mapping of the components 
returned by the 1 run into the components returned by the 

2 run, such that each component has similar mean and 
covariance to its image. Thus, one can find such a chain 
of at least k2/2 consistent runs, yielding a set of accurate 
parameters.

6. eXPonenTiaL DePenDence on k
While the dependency of our algorithm on the number of 
components is super-exponential, we also describe a lower 
bound showing that at least an exponential dependency 
is necessary, even for mixtures in just one dimension. We 
show this by giving an explicit construction, for any k, of 
two one-dimensional GMMs F1, F2 consisting of at most k 
Gaussian components where the mixing weights and pair-
wise statistical distances between components are at least 
1/2k. Additionally, in any correspondence between the com-
ponents of one mixture F1 and the components of mixture 
F2, there is at least one component in F1 whose mean or 
variance differs by at least 1 from that of the corresponding 
component of F2. Nevertheless, Dtv(F1, F2) < 1/eO(k), and thus it 
is information theoretically impossible to distinguish a set 
of eo(k) samples from F1 from a set of eo(k) samples from F2, and 
hence impossible to return the component parameters to 
within ±1/2 with any probability greater than 0.6.

Theorem 5. There exists a pair of GMMs, F1, F2 with at most 
k components each and condition numbers at most 2k such 
Dtv(F1, F2) = 1/eO(k), yet for any mapping between the components 
of F1 and F2, there will be a component whose variance differs by 
at least 1 from that of its image.

The construction hinges on the inverse exponential 
in k statistical distance between N (0, 2), and a mixture of 
infinitely many Gaussians of unit variance whose compo-
nents are centered at multiples of , where the weight 
assigned to the component centered at  is given by 

. Verifying this claim is an exer-
cise in Fourier analysis. We then modify the construction 
slightly so that both GMMs have at most k components, and 
all  components have weight at least 1/2k.

7. concLusion
The primary contribution of our research is to get a first han-
dle on the sample complexity and computational complexity 
of this problem how many samples are required to learn, 
how much runtime is necessary, and in which parameters 
are these exponential or polynomial? While we do not know 
the optimal achievable rates, distinguishing between poly-
nomial and exponential is a telling start.

Asymptotic guarantees are merely a guide as to which 
algorithms may perform well. Our current algorithm is 
not designed to be practical in any meaningful sense. 
However, we hope it opens the door to future work on algo-
rithms that are both of practical utility and theoretically 
motivated, i.e.,  efficient estimators which do not suffer 
from local optima. 
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CAREERS

with a proven interest in working collaboratively 
with researchers outside of computer science. 
Clemson is the land grant University of South 
Carolina and ranks Top 25 among U.S. public uni
versities. For more information, please see: www.
clemson.edu/computing/faculty openings.html

Clemson University is an Affirmative Action/
Equal Opportunity employer and does not discrimi-
nate against any individual or group of individuals 
on the basis of age, color, disability, gender, national 
origin, race, religion, sexual orientation, veteran 
status or genetic information.

Gonzaga university
Department of Computer Science
Assistant Professor and Lecturer

We invite applications for two faculty positions: 
a tenure track position at the rank of Assistant 
Professor and a fixed term position at the rank of 
lecturer. Both begin in fall 2012. Required quali
fications for the Assistant Professor position in
clude a Ph.D. in computer science and ongoing, 
successful research in systems, security, or archi
tecture. Required qualifications for the Lecturer 
position include an M.S. in computer science. 
Both positions require an enthusiasm for teach
ing at the undergraduate level. Both successful 
candidates will teach and advise undergraduates, 
assist with ABET accreditation, and contribute to 
the life of the University. The successful Assistant 
Professor candidate will also conduct research. 

Gonzaga is in the center of Spokane, Washing
ton along the Spokane River. Pacific Northwest Na
tional Laboratory, Washington State University, and 
a thriving computer industry are nearby. Spokane, 
the health care center for the inland Northwest, has 
a metropolitan area population of 500,000. The city 
offers excellent schools, affordable housing, music 
and arts venues, a lively restaurant scene, and in
dependent bookstores. Five ski resorts, sixty lakes, 
and several national forests are all nearby. Five na
tional parks, along with Canadian national and pro
vincial parks, are within a day’s drive. 

Gonzaga, with 7874 students, ranks third 
among comprehensive universities in the west
ern United States. Gonzaga’s engineering pro
grams rank in the top 30 among universities 
without doctoral programs in engineering. The 
Department of Computer Science, housed in the 
School of Engineering and Applied Science, of
fers a B.S. in computer science. Gonzaga Univer
sity is a Jesuit, Catholic, humanistic institution, 
and is therefore interested in candidates who will 
contribute to its distinctive mission.

To apply, please visit our website at www.gon
zaga.edu/employment. For assistance with your 
online application, call 509 313 5996. Applica
tions must include: 1) a cover letter describing 
how you can contribute to our mission; 2) a cur
riculum vita; 3) a statement of your teaching phi
losophy; 4) a description of your research (for the 
Assistant Professor position only); 5) names and 

aT&T Labs Research
Senior Member Technical Staff

AT&T Labs Research, one of the premier industrial 
research laboratories in the world, is looking for 
talented individuals to make a difference in the 
world of communications. AT&T engages in core 
computer science research, with specific research 
areas including algorithms, networking, wireless, 
mobile computing, speech processing, multi
media, web, social media, visualization, statis
tics, data management, software systems, cloud 
computing, security, communications science, 
and many more. Our staff includes renowned 
researchers who have received many significant 
honors in recognition of their scientific and 
technical achievements, including fellowships at 
IEEE, ACM, and SIAM, memberships in the Na
tional Academy of Engineering, and recently the 
Knuth Prize. Access to massive amounts of real
world data, the ability to collaborate with external 
researchers, the possibility of making an impact 
by developing solutions that will be used by mil
lions of people, and the freedom to publish our 
results are just some of the reasons AT&T Labs Re
search is an exciting place to work.

Outstanding PhD level candidates at all levels 
of experience are encouraged to apply. Interviews 
will be conducted in early 2012. AT&T Companies 
are Equal Opportunity Employers. All qualified 
candidates will receive full and fair consideration 
for employment. Apply URL: http://www.research.
att.com/evergreen/working with us/careers.html

austin Peay state university
Assistant Professor/Computer Science

Job Function: Academic   
College and University

Tenure Track
Entry Level: Yes
Job Type: Full Time
Min Educ: Ph.D.
Min Exper: None
Email Address:  

facultyapplications@apsu.edu
Apply URL:  

http://www.apsu.edu/human resources/
faculty/CurrentJobOpenings

clemson university school of 
computing
Assistant Professor, Tenure-Track

The Clemson School of Computing invites appli
cants for multiple tenure track Assistant Profes
sor positions. Persons with exceptional qualifica
tions may be considered at a higher rank. Target 
areas of strength include data analytics, graphics, 
network systems, scientific computing, software 
engineering, visualization, and wireless sensor 
networks. We are especially interested in persons 

contact information for three professional refer
ences. Deadline for application is February 17, 
2012 at 4:00 pm. Send email inquiries to Dr. Paul 
De Palma, Chair, Department of Computer Sci
ence at depalma@gonzaga.edu. Gonzaga Univer
sity is an EE/AA employer committed to diversity.

harvard university
School of Engineering and Applied Sciences
Preceptor

The Harvard School of Engineering and Applied 
Sciences (SEAS) seeks applicants for the position 
of Preceptor in Computer Science, with an expect
ed start date of February 1, 2012. The Preceptor 
will be primarily responsible for the coordination 
and support of Computer Science 50: Introduc
tion to Computer Science I, a General Education 
undergraduate course and Harvard College’s 
second largest. The position is an annual (twelve
month), academic appointment, renewable for 
up to five or more years, depending on continuing 
curricular need and performance. Involvement 
with other SEAS courses may evolve over time.

Typical Responsibilities:
˲ Work with and report to the faculty member 
who is the principal course instructor on the 
preparation of lecture materials, in class exer
cises, homework assignments, and examination 
questions.
˲ Lead weekly sections and teach undergraduate 
students.
˲ Hire, train, and supervise a team of teaching 
fellows, including leading regular TF meetings.
˲ Design and implement tools and test cases to 
be used by the course’s students and TFs.
˲ Hold office hours and work one on one with 
undergraduate students.

A background in computer science is required; 
master’s or PhD in computer science or education 
preferred. Superior organizational, written and in
terpersonal communication skills are necessary. 
Prior experience teaching and designing problem 
sets and classroom exercises strongly preferred 
and industry experience is a plus.

Applicants will apply on line at http://aca
demicpositions.harvard.edu/postings/3850. 
Required documents include a cover letter, CV, 
names and contact information for at least three 
references, and a summary of prior teaching or 
tutoring experience including, for each course, its 
name, school, description, syllabus (if available), 
and website (if available).

Applications will be reviewed as they are re
ceived. Applicants are strongly encouraged to 
submit applications by January 1, 2012. However, 
applications will continue to be accepted until 
January 15, 2012. Harvard is an Equal Opportu
nity/ Affirmative Action Employer. Applications 
from women and minority candidates are strong
ly encouraged.
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dustrial collaboration if appropriate, actively 
recruit and supervise graduate students, and 
teach at both the undergraduate and graduate 
levels. Registration or eligibility for registration 
by the Professional Engineers of Ontario will be 
considered an asset.

Salary and rank are commensurate with 
experience and qualifications. Applications, 
including a CV, a statement detailing teach
ing and research interests, and the names of 
at least three referees should be sent electroni
cally to Laurie LeBlanc at leblanl@mcmaster.ca 
or in hard copy to:

Dr. William M. Farmer, Chair
Department of Computing and Software, 

ITB 202
McMaster University
1280 Main Street West
Hamilton, ON L8S 4K1

Applications review will begin immediately 
and the appointment will ideally commence 
July 1, 2012. However, applications will be ac
cepted until the position is filled.

Note: All qualified candidates are encour
aged to apply. However, Canadian citizens and 
permanent residents will be considered first for 
these positions. McMaster University is strong
ly committed to employment equity within its 
community, and to recruiting a diverse faculty 
and staff. The University encourages applica
tions from all qualified candidates, including 
women, members of visible minorities, Aborig
inal peoples, members of sexual minorities and 
persons with disabilities.

nec Laboratories america, inc.
Research Staff Member - 
Large-Scale Complex Systems

NEC Laboratories America, Inc., is a vibrant in
dustrial research center, conducting research in 
support of NEC’s U.S. and global businesses. Our 
research program covers many areas, reflecting 
the breadth of NEC business, and maintains a bal
anced mix of fundamental and applied research.

The Autonomic Management group conducts 
research in the area of large scale complex systems. 
We are creating innovative analytics to simplify and 
automate the management of physical systems 
(e.g., automobiles, power plants, etc.) as well as 
large scale IT systems and services. Our group has 
many ongoing projects including complex system 
analytics, cloud computing, data center network
ing, mobile systems, system instrumentation and 
debugging. Our researchers have expertise in sta
tistics, modeling, data mining, networking, distrib
uted and operating systems. We strongly believe in 
publishing our research results, as well as building 
technologies that can solve real world problems 
and ultimately support our business’ needs. Many 
of our research results have been transferred into 
award winning NEC products.

Currently, the group is seeking research staff 
members to work in Data Analytics and Mining 
and in Distributed Systems and Networks.

Data Analytics and Mining
The ideal candidate must have expertise in data 
mining and statistical learning, and is expected 
to analyze massive amount of monitoring data 
from complex physical and IT systems to model 
and analyze their complex behaviors. A PhD in 

indiana university 
Purdue university fort Wayne
Department of Computer Science
Assistant Professor/Associate Professor

The Department of Computer Science invites 
applications for assistant professor (tenure
track position) or associate professor (possibly 
tenured position) in CS and/or IS beginning on 
August 13th 2012. Outstanding candidates will 
have expertise in computer systems (operating 
systems, computer architecture, programming 
languages, compiler construction), informa
tion systems (business process enterprises 
and management, electronic and mobile com
merce, information analytics and decision 
support systems, information and knowledge 
management), informatics (information and 
network security), multimedia systems, net
working and communications (cloud comput
ing, mobile computing, internet technology), 
or software engineering.

Required qualifications include an earned 
Ph.D. degree in CS, or IS, or a closely related 
field; an exceptional record of research in com
puter science or information systems that sup
ports the teaching and research missions of 
the Department; excellent communication and 
interpersonal skills; and an interest in working 
with students and collaborating with the busi
ness/industry community.

Review of applications will begin February 
2, 2012, and will be continued until the position 
is filled. A letter of application which addresses 
qualifications, teaching and research state

ments, and vitae, with names and contact infor
mation of three references must be submitted 
to shawverm@ipfw.edu. Please see an extended 
ad at our website www.cs.ipfw.edu. A check of 
criminal conviction records is required for em
ployment in this position.

IPFW is an Equal Opportunity/Equal Ac
cess/Affirmative Action University employer 
fully committed to achieving a diverse work
force.

McMaster university
Faculty Position, Department of  
Computing and Software

The Department of Computing and Software at 
McMaster University seeks outstanding candi
dates for a tenure track faculty position. The 
appointment is intended to be at the Assistant 
or Associate Professor level. Applicants with 
a doctorate in Computer Science or Software 
Engineering (or a related area) at the time of 
appointment are encouraged to apply. The De
partment is primarily interested in hiring a re
searcher in Systems  particularly in Databas
es, High Performance Computing, Networking, 
Operating Systems, or System Security  but 
exceptionally strong applicants in other areas 
will be considered seriously. Interest in medi
cal applications would be a plus.

Potential to develop a strong research pro
gram and become an excellent teacher is cru
cial. Successful candidates will be expected to 
attract external research funding, pursue in

 

Colorado School of Mines  
Electrical Engineering & Computer 
Science 
Department Head and Professor 

Colorado School of Mines invites nominations and 
applications for the anticipated position of tenured 
Professor and Head of the Department of Electrical 
Engineering and Computer Science.  This department 
has been newly created as a result of campus-wide 
reorganization.  The new department head will be 
expected to lead this new department to become a 
unified program of distinction that exploits the synergies 
possible from combining EE and CS in a single unit, both 
with regard to curriculum and in research.  
  
Applicants must possess: An earned doctorate in 
Electrical Engineering or Computer Science, or a very 
closely related field (applicants with an demonstrated 
understanding of the two fields and their relationship are 
especially encouraged to apply); an outstanding record of 
scholarship, service, and professional reputation, with 
multidisciplinary experience being highly desirable; 
Proven management experience, including strategic 
planning, resource acquisition, and budgeting; skill and 
experience that demonstrates working with other leaders 
to develop innovative, multi-disciplinary education and 
research programs; strong leadership, communications, 
interpersonal, and team-building skills.   For the complete 
job announcement and directions on how to apply, visit:   
 
http://inside.mines.edu/HR-Academic-Faculty     

mailto:shawverm@ipfw.edu
http://www.cs.ipfw.edu
http://inside.mines.edu/HR-Academic-Faculty
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CS/CE is required with a strong publication re
cord in the following areas:
˲ data mining and statistical learning
˲ time series analysis and prediction
˲ big data analytics and algorithms
˲ signal processing and information theory

https://neclabs.hua.hrsmart.com/ats/js job
details.php?reqid=1069

Distributed Systems and Networks

The ideal candidate must have expertise in mod
eling, analysis and evaluation of distributed sys
tems. A PhD in CS/CE is required with good math 
skills and a strong publication record in the fol
lowing areas:
˲ system modeling and analysis
˲ performance, reliability, dependability and 
security
˲ virtualization and system management
˲ distributed systems and networks
˲ data centers and cloud computing

https://neclabs.hua.hrsmart.com/ats/js job
details.php?reqid=1068

For more information about NEC Labs, access 
http://www.nec labs.com/. Submit your CV and 
research statement through our career center at 
the links noted with each position.

EOE/AA

northern arizona university
Assistant Professor

Northern Arizona University invites applications 
for a tenure track position in the area of Comput
er Science at the assistant level, to begin August 
2012. Applicants should be committed educa
tors, strong scholars, and are expected to demon
strate effectiveness in helping students learn and 
achieve academic outcomes.

The position requires an earned doctorate in 
Computer Science or a sub specialty thereof con
ferred by August 2012.

Please see www.nau.edu/hr for full position 
announcement and application process. AA/EO/
MWDV employer.

oakland university
Tenure Track Positions in Computer Science 
and Information Technology

The CSE Department need to fill two tenure track 
positions to begin in Fall 2012. Desired areas of 
interest include high performance computing, 
software systems, algorithms, security and pri
vacy, human computer interface, complex net
works, networking and cloud computing. More 
details can be found at http://academicjobs.oak
land.edu/postings/100.

Oakland University is an equal opportunity 
employer.

Princeton university
Computer Science Department
PostDoctoral Research Associate

The Department of Computer Science at Princ
eton University is seeking applications for post
doctoral or more senior research positions in 
theoretical computer science. Candidates will be 

affiliated with the Center for Computational In
tractability (CCI) or the Princeton Center for The
oretical Computer Science. Candidates should 
have a PhD in Computer Science, a related field, 
or on track to finish by August 2012.

Candidates affiliated with the CCI will have 
visiting privileges at partner institutions NYU, 
Rutgers University, and The Institute for Ad
vanced Study. Review of candidates will begin 
on Jan 1, 2012, and will continue until positions 
are filled. Applicants should submit a CV and 
research statement, and contact information for 
three references. Princeton University is an equal 
opportunity employer and complies with appli
cable EEO and affirmative action regulations. 

Apply to:http://jobs.princeton.edu/ requisi
tion# 0110698. 

Apply URL: https://jobs.princeton.edu/ap
plicants/jsp/shared/position/JobDetails css.
jsp?postingId=184062

Princeton university
Computer Science Department
Part-Time or Full-Time Lecturer

Part Time or Full Time Lecturer to start February 
1st, 2012

The Department of Computer Science seeks 
applications from outstanding teachers to assist 
the faculty in teaching our introductory course 
sequence or some of our upper level courses, for 
the spring semester starting February 1, 2012. 
Depending on the qualifications and interests 
of the applicant, the job responsibilities will in

clude such activities as teaching recitation sec
tions and supervising graduate student teaching 
assistants; grading problem sets and program
ming assignments, and supervising students in 
the grading of problem sets and programming 
assignments; developing and maintaining online 
curricular material, classroom demonstrations, 
and laboratory exercises; and supervising under
graduate research projects. An advanced degree 
in computer science, or related field, is required. 
The position is renewable for 1 year terms, up to 
six years; these may be full  or part time appoint
ments depending upon departmental need.

Princeton University is an equal opportunity 
employer and complies with applicable EEO and 
affirmative action regulations. You may apply on
line, by submitting a letter of application, resume 
and names of three references at http://jobs.
cs.princeton.edu/lecturer. Requisition number: 
0110847

southern illinois university 
edwardsville
Two Tenure-Track Positions

The Department of Computer Science at Southern 
Illinois University Edwardsville invites applica
tions for two tenure track positions at the Assis
tant or Associate Professor level beginning August 
2012. Candidates for these positions must have 
earned a Ph.D. in Computer Science, but ABDs 
near completion may be considered. Candidates 
in all areas of computer science will be consid
ered. As part of the SIUE School of Engineering, 

Department Chair
Computer Science

The Department of Computer Science at Western Michigan University invites applications for 
the position of Department Chair, starting August 2012. The ideal candidate will be a scholar 
with a sustained record of publication and research funding that merits tenure at the rank 
of professor.  This person will mentor faculty to achieve research excellence and augment 
external funding.  The Chair will support the undergraduate and graduate teaching mission of 
the department and advance the community among faculty and students.   We are looking 
for an innovative leader who will communicate the department’s achievements, and cultivate 
interdisciplinary scholarship and partnerships with industry and the community.  A Ph.D. in 
Computer Science or a closely related field is required.

The Department of Computer Science in the College of Engineering and Applied Sciences 
(CEAS), offers B.S., M.S. and Ph.D. degrees, including an ABET accredited major. The 
department currently has 14 tenure-track positions. Further information about the Department 
of Computer Science can be found at http://www.cs.wmich.edu. For information about the 
CEAS see http://www.wmich.edu/engineer.

Applications will be accepted electronically through the university’s web site (only), at http://
www.wmich.edu/hr/careers-at-wmu.html. Submit one PDF file containing the curriculum 
vitae, a strategic vision statement, and contact information for five references. Review of 
applications will begin January 23, 2012 and continue until the position is filled. 

Western Michigan University is an equal employment opportunity/affirmative action institution 
committed to cultural diversity and is compliant with the Americans with Disabilities Act.

https://neclabs.hua.hrsmart.com/ats/js_job_details.php?reqid=1069
https://neclabs.hua.hrsmart.com/ats/js_job_details.php?reqid=1069
https://neclabs.hua.hrsmart.com/ats/js_job_details.php?reqid=1068
http://jobs.cs.princeton.edu/lecturer
http://www.nec-labs.com/
http://www.nau.edu/hr
http://academicjobs.oakland.edu/postings/100
http://www.cs.wmich.edu
http://www.wmich.edu/engineer
http://www.wmich.edu/hr/careers-at-wmu.html
https://neclabs.hua.hrsmart.com/ats/js_job_details.php?reqid=1068
http://academicjobs.oakland.edu/postings/100
http://www.wmich.edu/hr/careers-at-wmu.html
https://jobs.princeton.edu/applicants/jsp/shared/position/JobDetails_css.jsp?postingId=184062
https://jobs.princeton.edu/applicants/jsp/shared/position/JobDetails_css.jsp?postingId=184062
https://jobs.princeton.edu/applicants/jsp/shared/position/JobDetails_css.jsp?postingId=184062
http://jobs.princeton.edu/requisition#0110698
http://jobs.princeton.edu/requisition#0110698
http://jobs.cs.princeton.edu/lecturer
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Swarthmore College has a strong institutional 
commitment to excellence through diversity in its 
educational program and employment practices 
and actively seeks and welcomes applications 
from candidates with exceptional qualifications, 
particularly those with demonstrable commit
ments to a more inclusive society and world.

The iMDea software institute
Tenured and Tenure-Track Faculty Positions
The IMDEA Software Institute

Open call for Tenured and Tenure track Research 
positions

The IMDEA Software Institute invites applica
tions for tenure track (Research Assistant Profes
sor) and tenured (Research Associate Professor 
and Research Professor) faculty positions. We are 
primarily interested in recruiting excellent candi
dates in the following areas:

Experimental software systems, operating 
systems, compilers, and runtime systems.

Empirical software engineering
Software testing.
Embedded and reactive software systems. 

Autonomous systems.
Multicore systems and distributed comput

ing, including cloud computing and 
service  oriented architectures.

We are open to other topics within the general 
research areas of the Institute. Also, excellent can
didates in areas of established strengths of the In
stitute, such as programming languages, program 
analysis, security, verification, and formal meth
ods (broadly construed) are encouraged to apply.

The primary mission of the IMDEA Software 
Institute is to perform research of excellence at 
the highest international level in the area of soft
ware development technologies and, in particu
lar, to develop tools and techniques which will 
allow the cost effective development of sophis
ticated software products with high quality, i.e., 
which are safe, reliable, and efficient.

Selection Process
The main selection criteria will be the candidate’s 
demonstrated ability and commitment to re
search, the match of interests with the institute’s 
mission, and how the candidate complements 
areas of established strengths of the institute. 
All positions require an earned doctoral degree 
in Computer Science or a closely related area. 
Candidates for tenure track positions will have 
shown exceptional promise in research and will 
have displayed an ability to work independently 
as well as collaboratively. Candidates for tenured 
positions must possess an outstanding research 
record, have recognized international stature, 
and demonstrated leadership abilities.

Application materials are available at the URL
https://www.imdea.org/internationalcall/De

fault.aspx?IdInstitute=17. For full consideration, 
complete applications must be received by Janu
ary 15, 2012 although applications will continue 
to be accepted until the positions are filled.

Salaries
Salaries at the IMDEA Software Institute are in
ternationally competitive and are established on 
an individual basis within a range that guarantees 
fair and attractive conditions with adequate and 

the Department offers an ABET accredited B.S. 
degree program as well as B.A. and M.S. Computer 
Science degree programs. The ten full time faculty 
members and more than 150 majors and 40 gradu
ate students benefit from our software engineer
ing, HCI, robotics, virtual reality, and networking 
laboratories. For more details, visit us at www.
cs.siue.edu. To apply, send a letter of application 
stating teaching and research interests, résumé, 
transcripts, and three letters of reference to:

Computer Science Search Committee
SIUE Campus Box 1656
Edwardsville, IL 62026 1656

or email application materials to dbouvie@
siue.edu. Review of applications to begin Janu
ary 9th, 2012 and will continue until March 29th, 
2012 or until positions are filled. SIUE is an Equal 
Opportunity/Affirmative Action Employer

st. Lawrence university
Visiting Assistant Professor of  
Computer Science

St. Lawrence University invites applications for a 
visiting position in computer science in the De
partment of Mathematics, Computer Science and 
Statistics at the assistant professor level to begin 
in August 2012. Qualifications include a Ph.D. in 
computer science and a commitment to teaching 
undergraduates in a liberal arts setting.

For a complete job description, as application 
instructions, please visit: http://www.stlawu.edu/
resources/job.html.

swarthmore college
Computer Science Department
Tenure Track and Two Year Leave Position

Applications are invited for a tenure track assis
tant professor position and for a two year leave 
replacement position at the assistant professor 
level. Both positions begin Fall semester 2012. 
Swarthmore College is a small, selective liberal 
arts college located in a suburb of Philadelphia. 
The Computer Science Department offers majors 
and minors in computer science at the under
graduate level. The teaching load is 3 courses and 
3 labs per year. Applicants must have teaching 
experience and should be comfortable teaching 
a wide range of courses at the introductory and 
intermediate level.

For the tenure track position, all areas of CS 
will be considered, but we are particularly inter
ested in areas that complement our current of
ferings, including databases, networking, and 
other systems and algorithms areas. Candidates 
should additionally have a strong commitment 
to involving undergraduates in their research. A 
Ph.D. in CS by or near the time of appointment is 
required.

For the leave replacement position, all ar
eas of CS will be considered. A Ph.D. in CS by or 
near the time of appointment is preferred (ABD 
required).

See http://cs.swarthmore.edu/jobs for appli
cation submission information and more details 
about both positions. We expect to begin inter
viewing by mid January 2012. Applications will be 
accepted until the positions are filled.

aDVeRTisinG in caReeR oPPoRTuniTies 
how to submit a classified Line ad: send an e-mail to 
acmmediasales@acm.org. Please include text, and indicate the issue/or 
issues where the ad will appear, and a contact name and number.

estimates: an insertion order will then be e-mailed back to you. The ad 
will by typeset according to cacM guidelines. no PRoofs can be sent.  
classified line ads are noT commissionable.

Rates: $325.00 for six lines of text, 40 characters per line. $32.50 for each 
additional line after the first six. The MiniMuM is six lines.

Deadlines: 20th of the month/2 months prior to issue date.  for latest 
deadline info, please contact:

acmmediasales@acm.org

career opportunities online: classified and recruitment display ads 
receive a free duplicate listing on our website at:

http://jobs.acm.org 

ads are listed for a period of 30 days.
for More information contact: 

acM Media sales
at 212-626-0686 or 

acmmediasales@acm.org
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mailto:dbouvie@siue.edu
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a PhD in Computer Science (or a closely related 
field), expertise in a core computer science field, 
a publication record in their field of expertise, 
the ability to communicate well in English, and 
the ability to teach traditional computer science 
topics at both the graduate and undergraduate 
levels. Salary for suitably qualified applicants is 
competitive and commensurate with experience.

USU is an Equal Opportunity/Affirmative Ac
tion Institution. Applications must be submitted 
online to jobs.usu.edu. Applicant screening will 
continue until the position is filled. Direct inqui
ries to Dr. Scott Cannon; scott.cannon@usu.edu

William Paterson university
Department of Computer Science
Assistant Professor

Applications are being accepted for a tenure
track position as Assistant Professor to begin Sep
tember 1, 2012. A description of the position can 
be obtained at https://webapps.wpunj.edu/emps/
jobs/positions2.cfm?job=17237. Additional in
formation about the department and University 
can be found at http://cs cit.wpunj.edu.

William Paterson University is an Equal Op
portunity Institution Committed to Diversity

york university
Faculty

York University, Toronto, Canada seeks outstand
ing candidates in Electrical Engineering in a wide 
range of specialties, including, but not limited 
to: Power Systems, Electronics, and Medical De
vices. Exceptional applicants from other areas in 
Electrical Engineering will also be considered. 
Ranks are open and commensurate with experi
ence. These positions will play key roles in the 
establishment of a new Electrical Engineering 
program at York University, in collaboration with 
other new and existing faculty members.

York University offers a world class, modern, 
interdisciplinary academic experience in Toron
to, Canada’s most multicultural city, York is the 
centre of innovation, with a thriving community 
of almost 60,000 faculty, staff, and students who 
change the ordinary and deliver the unexpected. 
York University is delighted to announce a $100M 
transformative expansion that will lead to the Las
sonde School of Engineering. Supported by a gen
erous donation from Pierre Lassonde and by the 
Government of Ontario and York University, this 
ambitious project builds on the successes of the 
present School of Engineering, which currently 
offers fully accredited and innovative programs in 
Computer Engineering, Geomatics Engineering, 
and Space Engineering, as well as a new program 
in Software Engineering. The planned expansion 
will lead to new programs in Electrical Engineer
ing, Mechanical Engineering, Civil Engineering, 
and Chemical Engineering. Applications must 
be received by February 15, 2012 along with a CV, 
statement of contribution to research, teaching, 
and curriculum development, and three refer
ence letters at: Chair, Search Committee, Las
sonde School of Engineering, York University, 
4700 Keele Street, Toronto, ON, Canada M3J 1P3, 
Tel: (416) 650 8135, Email: eng@yorku.ca. For 
further details, please visit the URL http://www.
yorku.ca/acadjobs.

university of Texas at Tyler
Chair of the Department of Computer Science

The College of Engineering and Computer Sci
ence at the University of Texas at Tyler invites 
nominations and applications for Chair of the 
Department of Computer Science.

The successful candidate will have an earned 
doctorate in Computer Science or a closely re
lated field, good communication skills and a re
cord of excellence in undergraduate and gradu
ate teaching, research, scholarship, service, and 
leadership. A demonstrated ability to develop a 
strong externally funded research program in an 
area of Computer Science or Computer Informa
tion Systems is expected. The candidate’s record 
of teaching, scholarship, and research should 
warrant appointment at the rank of full professor 
with tenure. The Computer Science Department 
Chair has primary responsibility for leading the 
continuing growth of the existing Bachelor of Sci
ence and Master of Science programs; recruiting 
and retaining high quality faculty and students; 
developing, maintaining, and promoting an en
vironment of excellence in teaching, scholarship, 
and research; planning for possible CAC/ABET 
accreditation of the Computer Science program; 
establishment of collaborative relationships with 
business, industry, and government organiza
tions; and development of significant external 
funding.

UT Tyler, a component of The University of 
Texas System, is located in the beautiful East 
Texas lake country on the I 20 corridor about 
100 miles east of Dallas and 200 miles north of 
Houston. Information about the department, 
college, and university can be found at http://
www.uttyler.edu. Screening of applications will 
begin February 15, 2012 and will continue un
til the position is filled. The anticipated start
ing date is August 2012. Interested applicants 
should submit a letter of application summariz
ing their qualifications for the position, a state
ment of their vision for computer science educa
tion and the role of the department, a statement 
of their leadership and management philoso
phy, their curriculum vitae, and the names and 
contact information for at least four references 
addressed to Dr. Mukul Shirvaikar, Chair, Com
puter Science Department Chair Search Com
mittee, College of Engineering and Computer 
Science, The University of Texas at Tyler, 3900 
University Blvd., Tyler, TX 75799. Candidates 
are encouraged to submit applications by e mail 
to cschairsearch@uttyler.edu. The successful 
applicant must be able to demonstrate eligibil
ity to work in the United States. This position is 
security sensitive and subject to Texas Educa
tion Code Section 51.215, which authorizes the 
employer to obtain criminal history record in
formation. Women and minorities are strongly 
encouraged to apply. The University of Texas at 
Tyler is an Equal Opportunity Employer.

utah state university
Dept of Computer Science
Assistant Professor

The Department of Computer Science at Utah 
State University (www.cs.usu.edu) invites applica
tions for a full time tenure track position at the 
assistant professor rank. Candidates should have 

equitable social security provision in accordance 
with existing national Spanish legislation. This 
includes access to an excellent public healthcare 
system.

Work Environment
The working language at the institute is English. 
The institute is located in the vibrant area of Ma
drid, Spain. It offers an ideal working environ
ment, open and collaborative, where researchers 
can focus on developing new ideas and projects. A 
generous startup package is offered. Researchers 
are also encouraged to participate in national and 
international research projects.

For more information please visit the web 
pages of the IMDEA Software Institute at www.
software.imdea.org

The IMDEA Software Institute is an Equal Op
portunity Employer and strongly encourages ap
plications from a diverse and international com
munity. The institute complies with the European 
Charter for Researchers.

Trinity college
Visiting Assistant Professor

Applications are invited for a two year visiting as
sistant professor position beginning Fall of 2012 
with a possibility of renewal. A Ph D. in Computer 
Science or related field is preferred, but ABDs will 
be considered. All research areas will be consid
ered. Trinity College is a highly selective liberal 
arts college of about 2000 students. The teaching 
load is 5 courses per year. Trinity College is an 
Equal Opportunity/Affirmative Action employer. 
Women and minorities are encouraged to apply. 
Applicants should send a vita and arrange for 3 
letters of reference to be sent to: Computer Sci
ence Search Committee, Computer Science De
partment, Trinity College, Hartford, CT 06106. 
Electronic submissions can be sent to Nancy.
Fleming@trincoll.edu. Applications will be con
sidered as they are received. Inquiries can be ad
dressed to Peter.Yoon@trincoll.edu.

university of nevada, Las Vegas – unLV
Assistant/Associate Professor

The Department of Computer Science at the Uni
versity of Nevada, Las Vegas invites applications 
for tenure track Assistant/Associate Professor in 
the areas of Cybersecurity/Network Security com
mencing Fall 2012. Emphasis on Cybersecurity, 
including mobile, cloud, network and grid securi
ty, encryption, or digital forensics. For a complete 
position description and application details, 
please visit http://jobs.unlv.edu or call 702 895
2894. EEO/AA Employer.

university of Rochester
Tenure Track Position in Computer Science

The University of Rochester Department of Com
puter Science seeks applicants for a tenure track 
faculty position. We are particularly interested in 
researchers in human computer interaction and 
machine learning, but will consider all outstand
ing candidates. See http://www.cs.rochester.edu/
recruit for details. UR is an Equal Opportunity 
Employer.

http://www.software.imdea.org
mailto:Nancy.Fleming@trincoll.edu
mailto:Peter.Yoon@trincoll.edu
http://jobs.unlv.edu
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http://cs-cit.wpunj.edu
mailto:eng@yorku.ca
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http://www.software.imdea.org
mailto:scott.cannon@usu.edu
mailto:Nancy.Fleming@trincoll.edu
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Chapters • Colleges and Universities • Corporations • Agencies • Event Planners

A great speaker can make the difference between a good event and a WOW event!
The Association for Computing Machinery (ACM), the world’s largest educational and scientific computing society, now provides colleges and 
universities, corporations, event and conference planners, and agencies – in addition to ACM local Chapters – with direct access to top technology leaders 
and innovators from nearly every sector of the computing industry.  

Book the speaker for your next event through the ACM Distinguished Speaker Program (DSP) and deliver compelling and insightful content to your 
audience.  ACM will cover the cost of transporation for the speaker to travel to your event. Our program features renowned thought leaders in 
academia, industry and government speaking about the most important topics in the computing and IT world today. Our booking process is simple and 
convenient.  Please visit us at: www.dsp.acm.org. If you have questions, please send them to acmdsp@acm.org.

Corporations  Educate your technical staff, ramp up the knowledge of 
your team, and give your employees the opportunity to have their  
questions answered by experts in their field.

Colleges and Universities  Expand the knowledge base of your students 
with exciting lectures and the chance to engage with a computing  
professional in their desired field of expertise.

Event and Conference Planners  Use the ACM DSP to help find 
compelling speakers for your next conference and reduce your costs 
in the process.

ACM Local Chapters  Boost attendance at your meetings with live talks 
by DSP speakers and keep your chapter members informed of the latest 
industry findings.

The DSP is sponsored  
in part by Microsoft Europe

Captivating Speakers from Exceptional Companies, Colleges and Universities
DSP speakers represent a broad range of companies, colleges and universities, including: 

Topics for Every Interest
Over 300 lectures are available from nearly 100 different speakers with topics covering: 

Exceptional Quality is Our Standard
The same ACM you know from our world-class digital library, magazines and journals is now putting 

the affordable and flexible Distinguished Speaker Program within reach of the computing community. 

The ACM Distinguished Speaker Program is an excellent solution for:

IBM
Microsoft
BBN Technologies
Raytheon

Sony Pictures
McGill University
Tsinghua University
UCLA 

Georgia Tech
Carnegie Mellon University
Stanford University
University of Pennsylvania

University of British Columbia
Siemens Information Systems Bangalore 
Lawrence Livermore National Laboratory
National Institute of Standards and Technology

Software
Cloud and Delivery Methods
Emerging Technologies
Engineering

Web Topics
Computer Systems
Open Source
Game Development 

Career-Related Topics
Science and Computing
Artificial Intelligence
Mobile Computing

Computer Graphics, Visualization 
and Interactive Techniques
High Performance Computing
Human Computer Interaction

Association for 
Computing Machinery

Advancing Computing as a Science & Profession

       

http://www.dsp.acm.org
mailto:acmdsp@acm.org
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Puzzled 
Where sets Meet  
(Venn Diagrams) 
Welcome to three new puzzles.  
Solutions to the first two will be published next  
month; the third is as yet unsolved. 

The theme is Venn diagrams, those ubiquitous but useful 
pictures, usually consisting of two or three intersecting circles 
that illustrate how sets meet. 

Venn diagrams were devised and introduced in 1880 by 
John Venn (1834–1923), Master of Arts, Fellow, and Lecturer 
in Moral Science, Caius College, Cambridge University, in 
a paper entitled “On the Diagrammatic and Mechanical 
Representation of Propositions and Reasonings.” To be 
precise, a Venn diagram of order n is a collection of n simple 
closed curves in the plane with the property that for each 
subset of the curves, there is exactly one component of the 
plane minus the union of the curves whose points lie inside 
the curves in the subset and outside the rest of the curves. 
The Venn diagrams considered here have the additional 
requirement that they are “simple,” meaning all intersections 
of curves are simple 
crossings involving 
just two curves. 

Pictured in 
the figure here is 
an order-5 Venn 
diagram consisting 
of five congruent 
ellipses, due to 
Branko Grünbaum 
of the University 
of Washington, 
Seattle. Curiously, 
Venn himself did 
not believe such a 
construction was 
possible. 

Venn diagrams are very 
special figures of which much 
can be said. Here are two 
puzzles based on properties 
of Venn diagrams, and a third 
concerning a property Venn 
diagrams may or may not have:  

1. Prove that Venn 
diagrams of all orders 

exist; that is, construct for 
each n a Venn diagram of 
order n.  

2. Show that every Venn 
diagram of order n has 

the same number of vertices 
(crossing points); how many? 

3. Prove or disprove that 
to any Venn diagram 

of order n another curve 
can be added, making it a 
Venn diagram of order n+1; 
remember, only simple 
crossings allowed. 

Readers are encouraged to submit prospective 
puzzles for future columns to puzzled@cacm.acm.org.   

Peter Winkler (puzzled@cacm.acm.org) is 
william morrill Professor of mathematics and computer 
science at dartmouth college, hanover, nh.

mailto:puzzled@cacm.acm.org
mailto:puzzled@cacm.acm.org


     
 

        

            
           
          
        

          
          



    

   

      
    
     
   
   
      

    

    

   

      
   
   
   
  
   

 

   


  

    

   

      
   
    
  


    

   

     
  
    
   


 

  

    
    

    
    
    

    

Sponsored by IEEE Technical Committee on Services Computing (TC-SVC, http://tab.computer.org/tcsc) 

 

Conference proceedings are EI indexed. Extended versions of invited ICWS/SCC/CLOUD/MS/SE papers will be published in IEEE 
Transactions on Services (TSC, SCI & EI indexed),  International Journal of Web Services Research (JWSR, SCI & EI indexed), or 

International Journal of Business Process Integration and Management (IJBPIM). 

http://tab.computer.org/tcsc
http://www.servicescongress.org
http://thecloudcomputing.org
http://icws.org
http://conferences.computer.org/scc
http://themobileservices.org/2012
http://ieeese.org/2012
mailto:zhanglj@ieee.org


Intel works with educators worldwide to revitalize how students think about 
technology. Because encouraging new ideas fuels innovation. 

Collaborating.  Investing.  Changing the world.   
Learn more at Intel.com/software/academicprograms

From the mind to the marketplace.

        

http://Intel.com/software/academicprograms

