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editor’s letter

The 14th International Congress of Logic, Methodology 
and Philosophy of Science (CLMPS), held last July in 
France, included a special symposium on the subject  
of “What is an algorithm?”

This may seem to be a strange ques-
tion to ask just before the Turing Cen-
tenary Year, which is now being cel-
ebrated by numerous events around 
the world (see http://www.turingcen-
tenary.eu/). Didn’t Turing answer this 
question decisively? Isn’t the answer 
to the question “an algorithm is a Tur-
ing machine”?

But conflating algorithms with Tur-
ing machines is a misreading of Tur-
ing’s 1936 paper “On Computable 
Numbers, with an Application to the 
Entscheidungsproblem.” Turing’s aim 
was to define computability, not algo-
rithms. His paper argued that every 
function on natural numbers that can 
be computed by a human computer 
(until the mid-1940s a computer was 
a person who computes) can also be 
computed by a Turing machine. There 
is no claim in the paper that Turing 
machines offer a general model for al-
gorithms. (See S. B. Cooper’s article on 
page 74 for a perspective on Turing’s 
model of computation.) So the ques-
tion posed by the special CLMPS sym-
posium is an excellent one.

Incontrovertibly, algorithms con-
stitute one of the central subjects of 
study in computer science. Should we 
not have by now a clear understand-
ing of what an algorithm is? It is worth 
pointing out that mathematicians for-
malized the notion of proof only in the 
20th century, even though they have 
been using proofs at that point for 
about 2,500 years. Analogously, the fact 
that we have an intuitive notion of what 
an algorithm is does not mean that we 
have a formal notion. For example, 

when should we say that two programs 
describe the same algorithm? This re-
quires a rigorous definition!

Surprisingly, the two key speakers 
in the symposium, Y. Gurevich and Y. 
Moschovakis, provided very different 
answers to this basic question, even af-
ter focusing on classical sequential al-
gorithms (see in-depth papers at http://
goo.gl/0E7wa and http://goo.gl/HsQHq).

Gurevich argued that every algo-
rithm can be defined in terms of an 
abstract state machine. Intuitively, an 
abstract state machine is a machine 
operating on states, which are arbi-
trary data structures. The key require-
ment is that one step of the machine 
can cause only a bounded local change 
on the state. This requirement corre-
sponds both to the one-cell-at-a-time 
operations of a Turing machine and the 
bounded-width operations of von Neu-
mann machines.

Moschovakis, in contrast, argued 
that an algorithm is defined in terms of 
a recursor, which is a recursive descrip-
tion built on top of arbitrary opera-
tions taken as primitives. For example, 
the factorial function can be described 

recursively, using multiplication as a 
primitive algorithmic operation, while 
Euclid’s greatest-common divisor al-
gorithm can be described recursively, 
using the remainder function as a 
primitive operation.

So is an algorithm an abstract state 
machine or a recursor? Mathemati-
cally, one can show that recursors can 
model abstract state machines and ab-
stract state machines can model recur-
sors, but which definition is primary?

I find this debate reminiscent of 
the endless argument in computer 
science about the advantages and dis-
advantages of imperative and func-
tional programming languages, going 
all the way back to Fortran and Lisp. 
Since this debate has never been set-
tled and is unlikely to be ever settled, 
we learned to live with the coexistence 
of imperative and functional pro-
gramming languages.

Physicists learned to live with de 
Broglie’s wave-particle duality, which 
asserts that all particles exhibit both 
wave and particle properties. Further-
more, in quantum mechanics, clas-
sical concepts such as “particle” and 
“wave” fail to describe fully the behav-
ior of quantum-scale objects. Perhaps 
it is time for us to adopt a similarly nu-
anced view of what an algorithm is.

An algorithm is both an abstract 
state machine and a recursor, and nei-
ther view by itself fully describes what 
an algorithm is. This algorithmic dual-
ity seems to be a fundamental princi-
ple of computer science.

Moshe Y. Vardi, Ed ITOR-In-CHIE f

What is an algorithm?
DOI:10.1145/2093548.2093549  Moshe Y. Vardi

is an algorithm  
an abstract  
state machine  
or a recursor?
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letters to the editor

C
o n c e r n i n g  M o s h e  Y.  VA r D i ’ s 
Editor’s Letter “Artificial In-
telligence: Past and Future” 
(Jan. 2012), I’d like to add 
that AI won’t replace hu-

man reasoning in the near future for 
reasons apparent from examining the 
context, or “meta,” of AI. Computer 
programs (and hardware logic accel-
erators) do no more than follow rules 
and are nothing more than a sequence 
of rules. AI is nothing but logic, which 
is why John McCarthy said, “As soon 
as it works, no one calls it AI.” Once it 
works, it stops being AI and becomes 
an algorithm. 

One must focus on the context of 
AI to begin to address deeper ques-
tions: Who defines the problems to 
be solved? Who defines the rules by 
which problems are to be solved? Who 
defines the tests that prove or disprove 
the validity of the solution? Answer 
them, and you might begin to address 
whether the future still needs comput-
er scientists. Such questions suggest 
that the difference between rules and 
intelligence is the difference between 
syntax and semantics. 

Logic is syntax. The semantics are 
the “why,” or the making of rules to 
solve why and the making of rules (as 
tests) that prove (or disprove) the solu-
tion. Semantics are conditional, and 
once why is transformed into “what,” 
something important, as yet unde-
fined, might disappear. 

Perhaps the relationship between 
intelligence and AI is better under-
stood through an analogy: Intelligence 
is sand for casting an object, and AI 
is what remains after the sand is re-
moved. AI is evidence that intelligence 
was once present. Intelligence is the 
crucial but ephemeral scaffolding. 

Some might prefer to be pessimis-
tic about the future, as we are unable 
to, for example, eliminate all software 
bugs or provide total software security. 
We know the reasons, but like the dif-
ference between AI and intelligence, 
we still have difficulty explaining ex-
actly what they are. 

Robert schaefer, Westford, mA 

steve Jobs Very Much an engineer 

In his Editor’s Letter “Computing for 
Humans” (Dec. 2011), Moshe Y. Vardi 
said, “Jobs was very much not an en-
gineer.” Sorry, but I knew Jobs fairly 
well during his NeXT years (for me, 
1989–1993). I’ve also known some of 
the greatest engineers of the past cen-
tury, and Jobs was one of them. I used 
to say he designed every atom in the 
NeXT machine, and since the NeXT 
was useful, Jobs was an engineer. Con-
sider this personal anecdote: Jobs and 
I were in a meeting at Carnegie Mellon 
University, circa 1990, and I mentioned 
I had just received one of the first IBM 
workstations (from IBM’s Austin facil-
ity). Wanting to see it (in my hardware 
lab at the CMU Robotics Institute), the 
first thing he asked for was a screw-
driver, then sat down on the floor and 
proceeded to disassemble it, writing 
down part numbers, including, signifi-
cantly, the first CD-ROM on a PC. He 
then put it back together, powered it 
up, and thanked me. Jobs was, in fact, a 
better engineer than marketing guy or 
sales guy, and it was what he built that 
defined him as an engineer. 

Robert Thibadeau, Pittsburgh, PA 

for consistent code, 
Retell the Great Myths 
In the same way cultural myths like 
the Bhagavat Gita, Exodus, and the Ra-
mayan have been told and retold down 
through the ages, the article “Coding 
Guidelines: Finding the Art in Sci-
ence” by Robert Green and Henry Led-
gard (Dec. 2011) should likewise be 
retold to help IT managers, as well as 
corporate management, understand 
the protocols of the cult of program-
ming. However, it generally covered 
only the context of writing education-
al, or textbook, and research coding 
rather than enterprise coding. Along 
with universities, research-based 
coding is also done in the enterprise, 
following a particular protocol or pat-
tern, appreciating that people are not 
the same from generation to genera-

tion even in large organizations. 
Writing enterprise applications, pro-

grammers sometimes write code as pre-
scribed in textbooks (see Figure 11 in 
the article), but the article made no ex-
plicit mention of Pre or Post conditions 
unless necessary. Doing so would help 
make the program understandable to 
newcomers in the organization. 

Keeping names short and simple 
might also be encouraged, though not 
always. If a name is clear enough to 
show the result(s) the function or vari-
able is meant to provide, there is no 
harm using long names, provided they 
are readable. For example, instead of 
isstateavailableforpolicyis-
sue, the organization might encourage 
isStateAvailableForPolicyIssue 
(in Java) or is _ state _ available _
for _ policy _ issue (in Python). 
Compilers don’t mind long names; 
neither do humans, when they can 
read them. 

In the same way understanding 
code is important when it is read, un-
derstanding a program’s behavior dur-
ing its execution is also important. De-
bug statements are therefore essential 
for good programming. Poorly handled 
code without debug statements in pro-
duction systems has cost many enter-
prises significant time and money over 
the years. An article like this would do 
well to include guidance as to how to 
write good (meaningful) debug state-
ments as needed. 

Mahesh subramaniya, San Antonio, TX 

The article by Robert Green and Henry 
Ledgard (Dec. 2011) was superb. In 
industry, too little attention generally 
goes toward instilling commonsense 
programming habits that promote pro-
gram readability and maintainability, 
two cornerstones of quality. 

Additionally, evidence suggests that 
mixing upper- and lowercase contributes 
to loss of intelligibility, possibly because 
English uppercase letters tend to share 
same-size blocky appearance. Consis-
tent use of lowercase may be preferable; 
for example, “counter” may be prefer-
able to “Counter.” There is a tendency 
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to use uppercase with abbreviations or 
compound names, as in, say, “Custom-
erAddress,” but some programming 
languages distinguish among “Custom-
erAddress,” “Customeraddress,” and 
“customerAddress,” so ensuring con-
sistency with multiple program compo-
nents or multiple programmers can be 
a challenge. If a programming language 
allows certain punctuation marks in 
names, then “customer_address” might 
be the optimal name. 

It is also easy to construct pro-
grams that read other programs and 
return metrics about programming 
style. White space, uppercase, verti-
cal alignment, and other program 
characteristics can all be quantified. 
Though there may be no absolute 
bounds separating good from bad 
code, an organization’s programmers 
can benefit from all this information 
if presented properly. 

allan Glaser, Wayne, PA 

Diversity and competence 
Addressing the lack of diversity in 
computer science, the Viewpoint 
“Data Trends on Minorities and 
People with Disabilities in Comput-
ing” (Dec. 2011) by Valerie Taylor and 
Richard Ladner seemed to have been 
based solely on the belief that diver-
sity is good per se. However, it offered 
no specific evidence as to why diversi-
ty, however defined, is either essential 
or desirable. 

I accept that there should be equal 
opportunity in all fields and that such 
a goal is a special challenge for a field 
as intellectually demanding as com-
puter science. However, given that 
the authors did not make this point 
directly, what exactly does diversity 
have to do with competence in com-
puting? Moreover, without some 
detailed discussion of the need or 
desirability of diversity in computer 
science, it is unlikely that specific 
policies and programs needed to at-
tract a variety of interested people 
can be formulated. 

It is at least a moral obligation for 
a profession to ensure it imposes no 
unjustifiable barriers to entry, but only 
showing that a situation exists is far 
from addressing it. 

 John c. Bauer,  
manotick, ontario, Canada 

authors’ Response: 

In the inaugural Broadening Participation 
Viewpoint “Opening Remarks” (Dec. 2009), 
the author Ladner outlined three reasons for 
broadening participation—numbers, social 
justice, and quality—supporting them with 
the argument that diverse teams are more 
likely to produce quality products than those 
from the same background. Competence is 
no doubt a prerequisite for doing anything 
well, but diversity and competence combined 
is what companies seek to enhance their 
bottom lines. 

 Valerie Taylor, College Station, TX, and 
Richard Ladner, Seattle 

overestimating Women authors? 
The article “Gender and Computing 
Conference Papers” by J. McGrath 
Cohoon et al. (Aug. 2011) explored 
how women are increasingly publish-
ing in ACM conference proceedings, 
with the percentage of women au-
thors going from 7% in 1966 to 27% in 
2009. In 2011, we carried out a similar 
study of women’s participation in the 
years 1960–2010 and found a signifi-
cant difference from Cohoon et al. In 
1966, less than 3% of the authors of 
published computing papers were 
women, as opposed to about 16.4% in 
2009 and 16.3% in 2010. We have since 
sought to identify possible reasons 
for that difference: For one, Cohoon 
et al. sought to identify the gender of 
ACM conference-paper authors based 
on author names, referring to a data-
base of names. They analyzed 86,000 
papers from more than 3,000 confer-
ences, identifying the gender of 90% 
of 356,703 authors. To identify the 
gender of “unknown” or “ambiguous” 
names, they assessed the probability 
of a name being either male or female. 

Our study considered computing 
conferences and journals in the DBLP 
database of 1.5 million papers (most 
from ACM conferences), including 
more than four million authors (more 
than 900,000 different people). Like 
Cohoon et al., we also identified gen-
der based on author names from a da-
tabase of names, using two methods 
to address ambiguity: The first (simi-
lar to Cohoon et al.) used the U.S. cen-
sus distribution to predict the gender 
of a name; the second assumed am-
biguous names reflect the same gen-

der distribution as the general popu-
lation. Our most accurate results were 
obtained through the latter method—
unambiguous names. 

We identified the gender of more 
than 2.6 million authors, leaving out 
almost 300,000 ambiguous and 1.1 
million unknown names (with 220,000 
limited to just initials). We performed 
two tests to validate the method, com-
paring our results to a manual gender 
identification of two subsets (thousands 
of authors) of the total population of au-
thors. In each, the results were similar 
to those obtained through our automat-
ed method (17.26% and 16.19%). 

Finally, Cohoon et al. compared their 
results with statistics on the gender of 
Ph.D. holders, concluding that the pro-
ductivity of women is greater than that 
of men. Recognizing this result contra-
dicts established conclusions, they pro-
posed possible explanations, including 
“Men and women might tend to publish 
in different venues, with women over-
represented at ACM conferences com-
pared to journals, IEEE, and other non-
ACM computing conferences.” 

However, the contradiction was due 
to the fact that their estimation of “un-
known” or “ambiguous” names overes-
timated the number of women publish-
ing in ACM conference proceedings. 

 José María cavero, Belén Vela,  
and Paloma cáceres, madrid, Spain 

authors’ Response: 
The difference in our results from those 
of Cavero et al. likely stems from our use 
of a different dataset. We conducted our 
analyses exclusively on ACM conference 
publications. Cavero et al. included journals, 
which have fewer women authors. We 
carefully tested and verified our approach 
to unknown and ambiguous names on 
data where gender was known, showing 
that women were overrepresented among 
unknown and ambiguous names. We 
could therefore construct a more accurate 
dataset that corrected for the miscounting 
of women. 

 J. McGrath cohoon, Charlottesville, vA, 
sergey nigai, Zurich, and  
Joseph “Jofish” Kaye, Palo Alto, CA 

Communications welcomes your opinion. to submit a 
letter to the editor, please limit yourself to 500 words or 
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Bertrand Meyer  
“What ‘Beginning’ 
students already 
Know: The evidence”
http://cacm.acm.org/
blogs/blog-cacm/104215

                             January 25, 2011

For the past eight years I have been 
teaching the introductory program-
ming course at ETH Zurich, using the 
“inverted curriculum” approach de-
veloped in a number of my earlier ar-
ticles. The course has now produced a 
textbook, Touch of Class.1 It is definite-
ly “objects-first” and most important-
ly contracts–first, instilling a dose of 
systematic reasoning about programs 
right from the start.

Since the beginning I have been 
facing the problem that Mark Guzdial 
describes in his recent blog entry2: 
that an introductory programming 
course is not, for most of today’s stu-
dents, a first brush with program-
ming. We actually have precise data, 
collected since the course began in its 
current form, to document Guzdial’s 
assertion.

Research conducted with Michela 
Pedroni, who played a key role in the 
organization of the course until last 

We do not know of any incentive for 
students to bias their answers one 
way or the other; the 2009 and 2010 
questionnaires did not show any sig-
nificant deviation; and informal in-
quiries suggest that the ETH student 
profile is not special. In fact, quoting 
from the paper:

We did perform a similar test in a 
second institution in a different country 
[the U.K.]. The results from the student 
group at University of York are very simi-
lar to the results at ETH; in particular, 
they exhibit no significant differences 
concerning the computer literacy out-
comes, prior programming knowledge, 
and the number of languages that an 
average student knows a little, well, and 
very well. A comparison is available in a 
separate report.4

Our paper3 is short and I do not 
want to repeat its points here in any 
detail; please read it for a precise 
picture of what our students already 
know when they come in. Let me sim-
ply give the statistics on the answers to 
two basic questions: computer experi-
ence and programming language ex-
perience. We asked students how long 
they had been using a computer (see 
the first chart).

year, and Manuel Oriol, who is now at 
the University of York, led to an ETH 
technical report: What Do Beginning 
CS Majors Know?3 It provides detailed, 
empirical evidence on the prior pro-
gramming background of entering 
computer science students.

Some qualifications: The infor-
mation was provided by the students 
themselves in questionnaires at the 
beginning of the course; it covers the 
period 2003–2008; and it applies only 
to ETH. But we do not think these fac-
tors fundamentally affect the picture. 

Knowledgeable 
Beginners 
Bertrand Meyer presents data on the computer and programming 
knowledge of two groups of novice CS students.
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These are typically 19-year-old stu-
dents. A clear conclusion is that we 
need not (as we naively did the first 
time) spend the first lecture or two 
telling them how to use a computer 
system.

The second chart summarizes the 
students’ prior programming expe-
rience (again, the paper presents a 
more detailed picture).

Eighteen percent of the students 
(the proportion ranges from 13%–22% 
across the years of our study) have 
had no prior programming experi-
ence. Thirty percent have had pro-
gramming experience, but not object-
oriented; the range of languages and 
approaches, detailed in the paper, is 
broad, but particularly contains tools 
for programming Web sites, such 
as PHP. A little more than half have 
object-oriented programming expe-
rience; particularly remarkable are 
the 10% who say they have written an 
object-oriented system of more than 

100 classes, a significant size for sup-
posed beginners!

Guzdial’s point was that “There is 
no first”; we are teaching students who 
already know how to program. Our 
figures confirm this view only in part. 
Some students have programmed 
before, but not all of them. Quoting 
again from our article: 

At one end, a considerable fraction of 
students have no prior programming ex-
perience at all (between 13% and 22%) or 
only moderate knowledge of some of the 
cited languages (about 30%). At the pres-
ent stage the evidence does not suggest a 
decrease in either of these phenomena.

At the other end, the course faces a 
large portion of students with expertise 
in multiple programming languages 
(about 30% know more than three lan-
guages in depth). In fact, many have 
worked in a job where programming was 
a substantial part of their work (24% in 
2003, 30% in 2004, 26% in 2005, 35% in 
2006, 31% in 2007 and 2008).

This is our real challenge: How to 
teach an entering student body with 
such a variety of prior programming 
experience. It is difficult to imagine 
another scientific or engineering dis-
cipline where instructors face compa-
rable diversity; a professor teaching 
Chemistry 101 can have a reasonable 
image of what the students know about 
the topic. Not so in computer science 
and programming. (In a recent discus-
sion, Pamela Zave suggested that our 
experience may be comparable to that 
of instructors in a first-year language 
course, such as Spanish, where some 
of the students will be total beginners 
and others speak Spanish at home.)

How do we bring something to all of 
them, the crack coder who has already 
written a compiler (yes, we have had 
this case) or an e-commerce site and 
the novice who has never seen an as-
signment before? It was the in-depth 
examination of these questions that 
led to the design of our course, based 
on the “outside-in” approach of using 
both components and progressively 
discovering their insides; it also led 
to the Touch of Class textbook1, whose 
preface further discusses these issues.

A specific question that colleagues 
often ask when presented with statis-
tics such as the above is why the expe-
rienced students bother to take a CS 
course at all. In fact, these students 

know exactly what they are doing. 
They realize their practical experience 
with programming lacks a theoretical 
foundation and have come to the uni-
versity to learn the concepts that will 
enable them to progress to the next 
stage. This is why it is possible, in the 
end, for a single course to have some-
thing to offer to aspiring computer 
scientists of all bents—those who 
seem to have been furiously coding 
from kindergarten, the total novices, 
and those in between. 
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ftp://ftp.inf.ethz.ch/pub/publications/tech-reports/6xx/613.pdf


12    coMMunicaTions of The acM    |   mArCh 2012  |   vol.  55  |   No.  3

ACM 
Member 
News
a DeDicaTion To  
huMan RiGhTs

 The filing  
 cabinets in Jack  
 Minker’s office  
 at the University  
 of Maryland  
 contain an  
 estimated 4,000 
newspaper articles, letters, and 
other items that attest to his 
commitment to protecting the 
human rights of computer 
scientists around the world. 

some of these computer 
scientists were imprisoned, 
with or without a trial. some 
have simply “disappeared.” 
countless others were denied 
a travel visa and the ability to 
attend an academic conference. 
To date, Minker has been 
involved in some 300 human 
rights cases in Argentina, china, 
Pakistan, south Africa, and  
other countries.

“Many think that we should 
mind our own business about 
these things, that they are solely 
the affairs of foreign nations,” 
says Minker, Professor emeritus 
of the computer science 
department at the University of 
Maryland. “But these countries 
have signed agreements to 
abide by United nations 
human-rights treaties.”

For his four decades of 
dedication, Minker recently 
received the 2011 heinz r. 
Pagels human rights scientists 
Award from the new York 
Academy of science. he first 
became involved with human 
rights when he joined the 
committee of concerned 
scientists in 1972. one of his 
early and most celebrated cases 
involved soviet cyberneticist 
Alexander Lerner, who was 
forbidden to speak at, let 
alone attend, an international 
conference in Moscow.  
Thanks in large part to Minker’s 
intervention, Lerner was 
allowed to attend and speak at  
the conference.

“it was a great victory for 
intellectual freedom,” Minker 
says. “There was nothing to 
warrant not allowing him to 
speak. seeking to keep yourself 
alive within the scientific 
community by taking part in 
a conference does not merit a 
human rights violation.”

—Dennis McCafferty

ACM LAUNCHES 
ENHANCED DIGITAL LIBRARY

The new DL simplifies usability, extends 

connections, and expands content with:

•   Broadened citation pages with tabs 
for metadata and links to expand 
exploration and discovery

•    Redesigned binders to create       
  personal, annotatable reading lists for     
  sharing and exporting

•   Enhanced interactivity tools to retrieve 
data, promote user engagement, and 
introduce user-contributed content

•   Expanded table-of-contents service     
for all publications in the DL

Visit the ACM Digital Library at: 

dl.acm.org

ACM_DL_Ad_CACM_2.indd   1 2/2/11   1:54:56 PM

http://dl.acm.org
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S
cie n TisT s AT  The  Universi-
ty of Washington had strug-
gled for more than a decade 
to discover the structure of 
a protein that helps the hu-

man immunodeficiency virus multi-
ply. Understanding its shape could aid 
them in developing drugs to attack the 
virus, but the scientists had been un-
able to decipher it. So they turned to 
colleagues who had developed Foldit, 
an online game that challenges players 
to rearrange proteins into their lowest-
energy form, the form they would most 
likely take in nature.

Within three weeks the 57,000-plus 
players, most of whom had no training 
in molecular biology, had the answer, 
which was subsequently published 
in the journal Nature Structural and 
Molecular Biology. The University of 
Washington researchers say this was 
probably the first time a long-standing 
scientific problem had been solved us-
ing an online game.

Adrien Treuille, an assistant pro-
fessor of computer science at Carn-
egie Mellon University, and one of the 
creators of Foldit, says the game is an 
example of a rather startling insight. 
“Large groups of non-experts could be 
better than computers at these really 

complex problems,” he says. “I think 
no one quite believed that humans 
would be so much better.”

There are many problems in science 
that computers, despite their capacity 
for tackling vast sets of data, cannot yet 
solve. But through the clever use of the 
Internet and social media, researchers 

are harnessing abilities that are innate 
to humans but beyond the grasp of 
machines—intuition, superior visual 
processing, and an understanding of 
the real world—to tackle some of these 
challenges. Ultimately, the process 
may help teach computers how to per-
form these tasks.

Science  |  DOI:10.1145/2093548.2093553 Neil Savage

Gaining Wisdom  
from crowds 
Online games are harnessing humans’ skills to solve scientific 
problems that are currently beyond the ability of computers.

using the online game foldit, 57,000-plus players helped scientists at the university of 
Washington solve a long-standing molecular biology problem within three weeks.  
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Computers can try to figure out the 
structures of proteins by rearranging 
the molecules in every conceivable 
combination, but such a computa-
tionally intensive task could take 
years. The University of Washington 
researchers tried to speed up the pro-
cess using Rosetta@Home, a distrib-
uted program developed by University 
of Washington biochemistry profes-
sor David Baker to harness idle CPU 
time on personal computers. To en-
courage people to run the program, 
they created a graphical representa-
tion of the protein folding that acted 
as a screensaver. Unexpectedly, says 
Treuille, people started noticing they 
could guess whether the computer 
was getting closer to or farther from 
the answer by watching the graphics, 
and that inspired the idea for Foldit.

The game’s object is to fold a given 
protein into the most compact shape 
possible, which varies depending on 
how its constituent amino acids are 
arranged and on the attractive and 
repulsive forces between them. With 
a little practice, humans can use their 
visual intuition to move parts of the 
protein around on the screen into a 
shape that seems more suitable. Play-
ers’ scores are based on a statistical 
estimate of how likely it is that the 
shape is correct.

Treuille has since devised a new 
game, EteRNA, which reverses the pro-

cess. In it, players are given shapes they 
are not allowed to change, and have to 
come up with a sequence of amino ac-
ids they think will best fit. A biochem-
istry lab at Stanford University then 
synthesizes the player-designed pro-
teins. The biochemists can compare 
the structures that computer models 
predict with those the players create, 
and perhaps learn the reasons for the 
differences. Knowing the structure of 
a protein helps scientists understand 
its functions. 

In some types of crowdsourcing, 
computers perform the preliminary 
work and then people are asked to 
refine it. For instance, Jerome Wald-
ispuhl and Mathiue Blanchette, assis-
tant professors of computer science 
at McGill University, have designed 
Phylo, a game that helps them align 
sequences of DNA to study genetic 
diseases. Geneticists can trace the 
evolution of genes by comparing them 
in closely related species and not-
ing where mutations have changed 
one or more of the four nucleotides 
that make up DNA. Comparing three 
billion nucleotides in each of the 44 
genomes of interest would require 
far too much computer time, so re-
searchers use heuristics to speed up 
the computations, but in the process 
lose some accuracy. 

Phylo shows humans some snip-
pets of the computer’s solutions, with 
the nucleotides coded by color, and 
asks them to improve the alignments. 
The challenge is that the matches 
are imperfect, because of the muta-
tions, and there can also be gaps in 
the sequence. Humans, Waldispuhl 
explains, have a much easier time 
than computers at identifying a match 
that is almost but not quite perfect. 
Since the McGill University research-
ers launched Phylo in late 2010, more 
than 35,000 people have played the 
game, and they have improved ap-
proximately 70% of the alignments 
they have been given.

see something, say something
Like Phylo, many crowdsourcing proj-
ects rely on humans’ vastly superior 
image-processing capabilities. “A third 
of our brain is really wired to specifi-
cally deal with images,” says Luis von 
Ahn, associate professor of computer 
science at Carnegie Mellon. He devel-

since researchers 
launched Phylo  
in late 2010, more 
than 35,000 people 
have played  
the game, and  
they have improved 
approximately 70%  
of the alignments 
they have been given.

oped the ESP Game, since acquired 
by Google, which shows a photo to 
two random people at the same time 
and asks them to type a word that de-
scribes what it depicts; the people win 
when they both choose the same word. 
As they play the game, they also create 
tags for the images. Scientists hope 
computers can apply machine learn-
ing techniques to the tags and learn to 
decipher the images themselves, but 
von Ahn says it could be decades before 
machines can match people. “Eventu-
ally we’re going to be able to get com-
puters to be able to do everything hu-
mans can do,” he says. “It’s just going 
to take a while.”

In Duolingo, launched in late 2011, 
von Ahn relies on humans’ understand-
ing of language to get crowds to do what 
computers do inadequately—trans-
late text. Duolingo helps people learn 
a foreign language by asking them to 
translate sentences from that language 
to their own, starting with simple sen-
tences and advancing to more complex 
ones as their skills increase. The com-
puter provides one-to-one dictionary 
translations of individual words, but 
humans use their experience to see 
what makes sense in context. If one 
million people participated, von Ahn 
predicts they could translate every Eng-
lish-language page of Wikipedia into 
Spanish in just 80 hours.

Another skill humans bring to 
crowdsourcing tasks is their ability to 
notice unusual things and ask ques-
tions that were not part of the origi-
nal mandate, says Chris Lintott, a re-
searcher in the physics department 
at the University of Oxford. Lintott 
runs Zooniverse, a collection of citi-
zen science projects, most of which 
ask people to identify objects in astro-
nomical images, from moon craters 
to elliptical galaxies. In one project, 
a Dutch teacher using Galaxy Zoo to 
identify galaxies imaged by the Sloan 
Digital Sky Survey noticed a mysteri-
ous glow and wanted to know what it 
was. Astronomers followed up on her 
discovery, which is now believed to be 
the signature of radiation emitted by 
a quasar. Another Zooniverse project 
asks people to look through scanned 
pages of World War I-era Royal Navy 
logs and transcribe weather readings; 
climatologists hope to use the data to 
learn more about climate change. On 
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their own, some users started keep-
ing track of how many people were on 
a ship’s sick list each day, and peaks 
in the sick list numbers turned out 
to be a signature of the 1918 flu pan-
demic. “When people find strange 
things, they can act as an advocate 
for them,” Lintott says. If computers 
cannot even identify the sought-after 
information, they are hardly going to 
notice such anomalies, let alone lob-
by for an answer.

Payoffs for Players
Designing crowdsourcing projects 
that work well takes effort, says von 
Ahn, who tested prototypes of Duolin-
go on Amazon Mechanical Turk, a ser-
vice that pays people small amounts 
of money for performing tasks online. 
Feedback from those tests helped von 
Ahn make the software both easier to 
use and more intuitive. He hopes Duo-
lingo will entice users to provide free 
translation services by offering them 
value in return, in the form of language 
lessons. Paying for translation, even at 
Mechanical Turk’s low rates, would be 
prohibitively expensive.

Lintott agrees the projects must 
provide some type of payoff for users. 
There is, of course, the satisfaction of 
contributing to science. And for Zooni-
verse users, there is aesthetic pleasure 
in the fact that many galaxy images 
are strikingly beautiful. For Phylo and 
Foldit users, there is the appeal of com-
petition; the score in Foldit is based on 

a real measure of how well the protein 
is folded, but the score is multiplied by 
a large number to make it like players’ 
scores in other online games. 

The University of Washington’s 
Center for Game Science, where 
Foldit was developed, is exploring the 
best ways to use what center director 
Zoran Popović  calls “this symbiotic 
architecture between humans and 
computers.” He hopes to use it to har-
ness human creativity by, for instance,  
developing a crowdsourcing project 
that will perform the efficient design 
of computer chips. That is not as un-

likely as it sounds, Popović  says. The 
non-experts using Foldit have already 
produced protein-folding algorithms 
that are nearly identical to algorithms 
that experts had developed but had 
not yet published.

The challenge, Popović  says, is to 
figure out how to take advantage of this 
symbiosis. “It’s just a very different ar-
chitecture to compute on, but it’s high-
ly more productive.” 

Further Reading
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in Duolingo,  
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predicts they could 
translate every 
english-language 
page of Wikipedia  
into spanish in  
just 80 hours.

Cyberspace

Internet Companies Halt Anti-Privacy Bills
on January 17, the english 
version of Wikipedia went dark at 
midnight eastern standard Time 
for 24 hours. Visitors were greeted 
with information about two bills 
in the U.s. congress pertaining to 
internet regulation—the house’s 
stop online Piracy Act (soPA) 
and the senate’s Protect iP Act 
(PiPA)—and details about how 
to reach their representatives. 
Wikipedia was one of 115,000 
Web sites participating in an 
unprecedented cyberprotest, 
but went further than most by 
taking all of its material offline. 
Wikipedia cofounder Jimmy 
Wales estimates that 160 million 
people saw its blackout banner, 

which stated, “Imagine a world 
without free knowledge.”

Under the proposed 
legislation, if a copyright holder 
discovers that a foreign site is 
offering illegal copies of songs 
or movies, it could seek a court 
order requiring search engines 
such as google to remove 
links to the site and requiring 
advertising companies to cut off 
payments. The bills instilled fear 
in internet companies because 
the definitions of terms like 
“search engine” were so broad 
in the legislation that small 
and large Web sites alike could 
be responsible for monitoring 
all material on their pages for 

potential violations. 
google participated in the 

protests by placing a black censor 
bar over its logo on the home 
page. Users who clicked on the 
logo or a link below the search 
box landed on a page that urged, 
“end Piracy, not Liberty,” and 
were urged to sign a petition 
against both bills and to share 
their views on the legislation via 
Facebook and Twitter. Within two 
days, seven million people had 
signed google’s petition, which it 
delivered to congress.

While opponents of soPA and 
PiPA contended the legislation 
would not halt pirate Web sites, 
the legislation’s supporters, 

including the Motion Picture 
Association of America, 
numerous hollywood studios and 
media companies, and the U.s. 
chamber of commerce, argued 
the legislation was necessary to 
curtail the illegal downloading 
and streaming of TV shows and 
movies. The public clash between 
digital technology companies 
and content creators prompted 
many commentators to describe 
the protests as a confrontation 
between new and old media.

Within five days of the initial 
protests, both bills were halted 
in the congress, and alternate 
legislation was introduced.

—Karen A. Frenkel
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T
eAMs oF reseArchers around 
the world are making steady 
progress toward the devel-
opment of computers one 
million times more efficient 

than those in use today. These com-
puters would use logic circuits and 
memory built from nanoscale ferro-
magnetic particles, not the silicon-
based transistors that are at the heart 
of today’s computers.

Although the results so far are 
promising, widespread commercial-
ization of magnetic computers lies 
years or even decades in the future, 
these researchers say.

The effort aims to solve what in re-
cent years has become one of the big-
gest challenges facing computer de-
signers. For decades the holy grail in 
processor research and development 
has been to boost speed by increasing 
the density of transistors on a chip. 
That worked spectacularly well until 
the density became so great that pow-
er consumption, and the resulting 
heat, became unacceptable. Moore’s 
Law seemed near its end.

Conventional CMOS microproces-
sors work by the flow of electrical cur-
rent, which inherently wastes energy 
as heat even when they are not com-
puting. But nanomagnets can be com-
bined into logic circuits that require 
no moving electrons. Researchers at 
the University of California, Berkeley 
recently showed that such logic de-
vices could be made to operate at the 
maximum level of efficiency allowed 
by the second law of thermodynam-
ics. That bound, called the Landauer 
limit, was calculated 50 years ago by 
physicist Rolf Landauer.

Magnetic computers have another 
desirable property. Because the mag-
nets retain their state even when pow-
er is off, no time or energy is wasted 

in booting up. This nonvolatility prop-
erty and high efficiency holds great 
appeal for the U.S. Defense Advanced 
Research Projects Agency, which in 
late 2010 awarded contracts to a num-
ber of university-industry teams to de-
velop nonvolatile logic, including $9.9 
million to a team led by the University 
of Notre Dame and $8.4 million to one 
led by the University of California, Los 
Angeles (UCLA).

Revisiting an old idea
Wolfgang Porod, a professor of elec-
trical engineering at Notre Dame and 
leader of that team’s efforts, is build-
ing on work he started 15 years ago 
in Quantum-dot Cellular Automata 
(QCA). A quantum dot contained a 
single electron, and information 
could be encoded by the arrange-
ment and manipulation of electrons 
in these dots in cellular arrays. While 
promising on theoretical grounds, 
the idea proved impractical because 

the positions of individual electrons 
were too vulnerable to various types of 
disturbances, except at extremely low 
temperatures.

But now Porod is applying the same 
concept with dots replaced by nano-
magnets, which are far more stable 
and robust. “We have demonstrated 
that you can, in fact, do logic with dif-
ferent arrangements of magnets, and 
the corresponding different physical 
interactions give you different logic 
functionalities,” Porod says. The sim-
plest of these nanomagnetic devices 
uses five magnets to build a “major-
ity” logic gate, with three inputs, one 
output, and one magnet in the cen-
ter. The device returns a value of zero 
when two or more of the inputs are 
zero and one otherwise.

Berkeley researchers are also build-
ing logic gates out of nanomagnets. 
Brian Lambson, a graduate student in 
electrical engineering and computer 
science, says extensive simulations have 

computing  
with Magnets 
Researchers are finding ways to develop ultra-efficient and nonvolatile 
computer processors out of nanoscale magnets. A number  
 of obstacles, however, stand in the way of their commercialization.

Technology  |  DOI:10.1145/2093548.2093554 Gary Anthes

notre Dame researchers are studying magnetic computing involving Quantum-dot cellular 
automata in which the current of silicon-based transistors are replaced by molecules.
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and that requires a lot of current.
But Bokor’s team is experimenting 

with exotic new materials, called mul-
tiferroics, developed by Ramamoor-
thy Ramesh, a materials scientist at 
Berkeley. The multiferroics act as a 
dielectric between a nanomagnet and 
a normal metal layer. When voltage is 
applied between the magnet and the 
metal, as in a capacitor, the magnet 
is made to switch. “No current flows, 
and this can be done at very low volt-
ages,” Bokor says.

Meanwhile, Porod’s team is work-
ing with IBM on an I/O technique orig-
inally developed for nonvolatile mag-
netic RAM (MRAM). The nanomagnets 
in his logic devices sit on wires and 
are switched by the application of cur-
rent pulses, very much as in one of the 
original implementations of MRAM. 
The currents are able to switch single 
magnets or groups of magnets, thus 
leveraging their energy. Other ways of 
switching the magnets also are under 
investigation, including spin torque 
transfer at Notre Dame and multifer-
roics at Berkeley.

At UCLA, researchers have devel-
oped spin-wave buses, or magnetic 
nanoscale wires, which form inter-
connects that do not require the 
flow of current. The buses propagate 
waves of magnetization, which are 
waves of electronic spins, through 
nanomagnetic lattices. The waves can 
control the switching of nonvolatile 
nanomagnetic memory bits that are 
combined to perform logical opera-
tions. The waves are generated by the 

shown that the 100nm x 200nm devices 
could perform the most basic one-bit 
operation using 18 milli-electron volts 
at room temperature, or one million 
times less than would be required by a 
conventional microprocessor. Lamb-
son says his group has built such devic-
es, but that it is not yet possible to mea-
sure their power consumption.

While nanomagnets can be com-
bined in various ways to perform Bool-
ean operations, individually they can 
act as one-bit memory cells. “One of 
the beautiful things about magnetic 
computing is that the logic devices 
would be intrinsically memory de-
vices,” says Jeffrey Bokor, a Berkeley 
professor of electrical engineering 
and computer science. “You would 
probably want to have memory more 
distributed, as opposed to having a 
main memory with big bandwidth in 
and out of the logic.”

Such interconnects are presently a 
big part of the power problem. “With 
today’s CMOS,” Bokor explains, “the 
amount of energy spent in intercon-
nect is a significant amount of the 
total energy used in a large chip like a 
microprocessor.” The problem is that 
the transistors require much higher 
voltage to switch than would be re-
quired solely for reliable, noise-free 
communication across the intercon-
nects. So while magnetic computers 
might use more or less conventional 
electrical interconnects, the proces-
sors would require far less power than 
those in use today. And since power 
consumption in the interconnects 
varies inversely with the square of the 
voltage, reducing voltage a hundred-
fold would reduce power consump-
tion by a factor of 10,000 in the in-
terconnects. “The problem would be 
solved, and the interconnects would 
work just fine,” Bokor says.

The input/output Question
A computer with nanomagnetic mem-
ory and processors and conventional 
electrical interconnects would still 
require a mechanism for switching 
the magnets and reading out their 
states, and the input/output ques-
tion is a subject of intense research. 
The Berkeley magnets at present are 
switched by the application of electri-
cal currents to generate external mag-
netic fields around the nanomagnets, 

While nanomagnets 
can be combined  
in various ways  
to perform  
Boolean operations, 
individually they 
can act as one-bit 
memory cells.

Education

Tablets 
over Text-
books?
in the first three days after 
Apple launched its new iPad 
textbook initiative in January, 
users downloaded more than 
350,000 new iBooks. The 
sudden surge of interest in iPad-
based learning is reopening a 
long-simmering debate about 
whether electronic teaching aids 
can ever fully supplant paper-
bound textbooks.

A new study by houghton 
Mifflin’s harcourt (hMh) 
division suggests the iPad 
may indeed have a rosy 
future in the classroom. The 
publisher ran a pilot program 
in partnership with a middle 
school in riverside, cA, 
comparing learning outcomes 
for students using iPads vs. 
traditional textbooks. 

students who spent the year 
using the company’s hMh Fuse 
Algebra 1 iPad app scored an 
average of 20% higher on the 
california standards Test than 
their peers using the equivalent 
content from a traditional 
textbook.

“We’ve gone far beyond the 
capabilities of an ebook to turn 
a one-way math lesson into an 
engaging, interactive, supportive 
learning experience,” says 
Bethlam Forsa, executive Vice 
President, global content and 
Product Development, hMh.

in a similar study, fifth 
graders who used an iPad game 
called Motion Math over a five-
day period saw a 15% rise in 
test scores.

The results from two middle 
school math studies may or 
may not translate across the 
curriculum. And some critics 
worry that the iPad’s $500 price 
tag may make them prohibitively 
expensive for all but the most 
affluent school districts.

Those questions aside, the 
study does seem to bolster 
Apple’s claim that the iPad 
boasts important advantages 
over paper textbooks and text-
only ereaders. With its full-color 
display, capacity for motion 
graphics, and other interactive 
multimedia content, the iPad 
seems to have proven itself 
capable of engaging at least 
some students more effectively 
than traditional textbooks.

—Alex Wright
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The computing community 
consortium (ccc) recently 
launched a Web site so colleges, 
universities, and labs can 
advertise undergraduate summer 
research positions. 

The Undergraduate research 
Positions in computer science 
(UrPcs) listings appear from 
a link on ccc’s computer 
science research opportunities 
& graduate school Web site. 

Undergrads can peruse a variety 
of summer job opportunities, 
including such programs 
as those offered by creUc 
canada, crA-W, and the U.s. 
national science Foundation. 
The UrPcs listings also include 
a Q&A on “why do research”; 
advice and information on 
applying to graduate school 
in computing fields; a “Day in 
the Life” blog written graduate 

students in which they share 
their experiences; advice and 
information on applying to 
graduate school; and more. 

The UrPcs objective of the 
site is “to help promote a healthy 
pipeline of talented young 
people into careers in computing 
research,” according to ccc.

The summer jobs are grouped 
in 12 categories including 
artificial intelligence, computer 

science education, databases/
data mining, networks, mobile 
computing, programming 
languages, and theory. At press 
time, universities including 
DePauw, harvard, Johns hopkins, 
Lehigh, notre Dame, Montana 
state, and Utah state had listed 
openings for summer jobs.

The site address is http://cra-
ccc.org/ugresearchopps.

—Jack Rosenberger

Education

CCC Launches Site for Undergrad Researchers

application of voltages, but no cur-
rent is conducted.

The initial goal in the UCLA proj-
ect, says Kang Wang, director of the 
university’s Device Research Labo-
ratory, is to produce two-bit adder 
devices able to operate at 10ns per 
operation and 100 attojoule per op-
eration (about 600eV), or 100 times 
more efficient than CMOS. Unlike the 
approaches at Notre Dame and Berke-
ley, which uses discrete magnets, the 
UCLA method uses wave propagation 
through a continuous magnetic me-
dium. Both can be integrated with 
CMOS, but spin-wave propagation is 
likely to be more scalable at very small 
dimensions, Wang says.

efficiency at a Price
Dozens of universities, research con-
sortia, and companies are doing re-
search in magnetic computing. “What 
they have in common is elements that 
are nanoscale magnetic dots fabricat-
ed by patterning methods out of mag-
netic thin-film materials,” Bokor says. 
“They are coming up with different 
schemes for putting them together, 
but there is not yet an agreed-upon 
best approach.”

While nanomagnets score a home 
run for efficiency, the technology now 
comes at a price in terms of speed and 
reliability. “More than the energy ef-
ficiency, these are preventing us from 
achieving any sort of commercial 
product,” Lambson says. As there is a 
trade-off among efficiency, speed, and 
reliability, a 10,000- or even 1,000-fold 
improvement in efficiency—rather 
than the theoretically possible one mil-
lion times improvement—would be a 

huge advance and might be possible 
with good speed and reliability, he says.

That type of compromise is the 
likely path to commercialization, ac-
cording to Lambson. Still, he says “we 
are thinking well beyond five years, 
maybe 10 to 20 years.”

So might the ultra-efficient nano-
magnet one day replace the power-
hungry transistor? Bokor won’t predict 
that, but says “we are working toward 
a vision in which magnetic computers 
could become mainstream.” There 
are many emerging applications, such 
as sensor and body-area networks, 
where individual nodes may be rela-
tively slow but not 100% reliable. 

For example, nanomagnetic pro-
cessors could be used to build wire-
less networks of autonomous sensors 
of environmental conditions or for 
the detection of sound or vibration in 
law enforcement or national security 
applications. Such a network could 
consist of thousands of processing 

nodes, each attached to several sen-
sors and each with its own two-way 
communication ability, and the su-
per-efficiency of the processors would 
enable them to work without batteries 
or other bulky power mechanisms.

“Maybe they operate on energy they 
scrounge out of the environment,” Bo-
kor says. “For applications like that, a 
completely nonvolatile logic technol-
ogy has a major advantage—the fact 
that it doesn’t have to reboot to wake 
up and do some function before going 
back to sleep.”  

Further Reading

Carlton, D., Emley, N.C.,  
Tuchfeld, E., and Bokor, J. 
Simulation studies of nanomagnet-based 
logic architecture, Nano Letters 8,12,  
Dec. 2008.

Imre, A., Csaba, G., Ji, L., Orlov, A.,  
Bernstein, G.H., and Porod, W. 
Majority logic gate for magnetic quantum-
dot cellular automata, Science 311, 5758, 
Jan. 13, 2006.

Lambson, B., Carlton, D., and Bokor, J. 
Exploring the thermodynamic limits in 
integrated systems: magnet memory, 
nanomagnetic logic and the Landauer 
limit, Physical Review Letters 107, 1, July 
1, 2011.

Wang, K.L. and Ovchinnikov, I.V. 
nanoelectronics and nanospintronics: 
Fundamentals and materials perspective, 
Materials Science Forum, 608, Dec. 2008.

Wu, Y., Bao, M., Khitun, A., Kim, J.-Y.,  
Hong, A., and Wang, K.L. 
A three-terminal spin-wave device for logic 
applications, Journal of Nanoelectronics 
and Optoelectronics 4, 3, Dec. 2009.

Gary Anthes is a technology writer and editor based in 
arlington, Va.

© 2012 aCM 0001-0782/12/03 $10.00 

nanomagnets  
score a home run  
for efficiency,  
but the technology 
now comes at  
a price in terms of 
speed and reliability.

http://craccc.org/ugresearchopps
http://craccc.org/ugresearchopps


mArCh 2012  |   vol.  55  |   No.  3  |   coMMunicaTions of The acM     19

news
 P

h
o

t
o

G
r

a
P

h
 b

y
 C

o
l

e
 M

a
r

t
I

n

build visualizations that weren’t pos-
sible only a few years ago.”

Data-based Policing
The concept behind predictive polic-
ing is relatively straightforward: Feed 
reams of data—particularly data fo-
cused on the time, distribution, and 
geography of past events—into a data-
base and ferret out patterns that would 
not be apparent to the human eye or 
brain. With the resulting data, it is 
possible to adjust patrols and other re-
sources to create a stronger deterrent, 
but also to predict where crimes are 
likely to take place and be in a better 
position to apprehend suspects.

Predictive policing “doesn’t replace 
police knowledge or experience, it sim-

I
n  A  D A r k  alley in north Los An-
geles, two men exit a car and  
don ski masks. They make 
their way to the back win-
dow of a first-floor apartment 

and shatter the locked window with 
a hammer. One of the men carefully 
reaches through the broken glass and 
attempts to unlock the dead bolt from 
inside. At that instant, however, a pair 
of police officers shine their flash-
lights on the burglars and order them 
to freeze. 

It might appear the police officers 
just happened to be at the right place 
at the right time. In reality, they had 
been patrolling the area more closely 
because a computer program had in-
formed them the likelihood of a bur-
glary was high. The software even pin-
pointed the location and time frame 
that the crime was most likely to occur.

Such accounts might sound like 
the stuff of science-fiction novels and 
films, such as Minority Report. But, re-
markably, the future is now. A grow-
ing number of researchers and law 
enforcement agencies are exploring—
and in some cases already testing—
predictive policing. Using increasingly 
sophisticated computer models and al-
gorithms, they are transforming Philip 
K. Dick novels into reality. 

Police departments in a number of 
U.S. cities, including Los Angeles, New 
York, Memphis, and Santa Cruz, are 
turning to the concept to gain a better 
understanding of how and where to de-
ploy resources. They are looking to stop 
burglaries, armed robberies, car thefts, 
and snag motorists running red lights.

During the last several years, pre-
dictive policing has gained more ac-
ceptance among police departments. 
“The goal is to transform policing from 
a reactive process to a proactive pro-
cess,” says Andrew Adams, professor of 
information ethics and deputy director 
of the Center of Business Information 
Ethics at Meiji University. “It’s being 
driven by marked advances in comput-
ing processing power and the ability to 

Society  |  DOI:10.1145/2093548.2093555 Samuel Greengard

Policing the future 
Computer programs and new mathematical  
algorithms are helping law enforcement agencies  
better predict when and where crimes will occur.

“The goal is to 
transform policing 
from a reactive 
process to a proactive 
process,” says 
andrew adams.

The Los angeles Police Department utilizes three years of crime data to generate daily 
probability reports about when and where crimes are most likely to occur.
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it within a 50-square-mile area that has 
approximately 250,000 people living 
in it,” says Sean Malinowski, a captain 
and patrol commanding officer for the 
LAPD’s Foothill Division.

The software, developed by UCLA, 
is currently in a testing phase. The 
LAPD taps into about three years of 
crime data to generate daily probabil-
ity reports of when and where crimes 
are more likely to occur. Every day, 
officers participate in a briefing that 
identifies high-risk areas. They view 
20 small geographic boxes overlaying 
a map that displays the highest prob-
ably of crimes. Since implementing 
the program, officers spend more time 
patrolling these areas, but all policing 
decisions are left to officers’ discre-
tion. The result? “A significant decline 
in crime,” Malinowski says.

Based on early results, a drop in 
crime exceeding 25% might not be 
beyond the realm of possibility. The 
project is under close scrutiny by UCLA 
researchers, who have established 
randomized, controlled field trials to 
better understand how officers apply 
the data. “There can be a placebo-like 
effect,” Brantingham cautions. “The 
simple fact that data exists and officers 
have access to it means that they are 
more likely to change their behavior 
and the way they police.”

At the Santa Cruz Police Depart-
ment, which has been forced to cope 
with a 30% increase in service calls and 
a 20% decline in staffing over the last 
decade, predictive policing has also 
garnered attention. Every day, the de-
partment produces 10 hot spot maps 
for the city and distributes them at roll 
call to officers patrolling these areas 
that day. The maps display high-risk 
neighborhoods and street corners in 
red. George Mohler, an assistant pro-
fessor of mathematics at Santa Clara 
University and a leading researcher in 
predictive policing, developed the soft-
ware program.

The department enters daily data 
into a spreadsheet and geocodes the 
information before it is run through 
the software. During the first six 
months of using the predictive polic-
ing model, the Santa Cruz Police De-
partment recorded a 15% decrease 
in burglary and property theft crimes 
year-over-year. However, the depart-
ment admits it is too early to make a 

definitive call on the effectiveness of 
predictive policing. “We haven’t added 
more officers, we didn’t allocate ad-
ditional resources, we didn’t change 
the beat structures,” says Zach Friend, 
a crime analyst for the department. 
What’s more, there is virtually no addi-
tional cost associated with using pre-
dictive policing techniques. 

Friend says the department’s offi-
cers have been extremely receptive to 
the concept. A small amount of initial 
skepticism and resistance has been 
replaced with genuine enthusiasm for 
predictive policing. “They’re excited 
about it,” says Friend. “They under-
stand that they are preventing actual 
burglaries and break-ins. This is ulti-
mately about putting their knowledge 
and skills to work in a more effective 
way. The system supplements and aids 
their intuition.”

Of course, some observers have con-
cerns about the concept. They ques-
tion whether predictive policing could 
put some neighborhoods under per-
manent armed patrol and create biases 
among officers. Adams of Meiji Univer-
sity describes the entire topics of polic-
ing and information as a “minefield.” 
There’s a tendency, he says, “for politi-
cal judgment to become intermingled 
with the data.” 

Adams believes that transparency 
is paramount. Police agencies must 
develop policies and procedures for 
using the data and ensure that com-
munities fully trust it is being put to 
use honestly, fairly, and in the public’s 
best interest. “There are concerns that 
predictive policing can create a shield 
of objectivity,” says Adams. “Also, if 
the technique is used to put individu-
als under surveillance, it could touch 
on privacy, civil liberty, and due pro-
cess issues.” 

a new Policing Model
The genesis of predictive policing lies 
in crime-tracking systems such as 
CompStat that compile statistics but 
rely heavily on humans to connect the 
dots. CompStat was first introduced 
in the mid-1990s by the New York Po-
lice Department and is now widely 
used in major U.S. cities. Although it 
is not a software system per se and it 
does not incorporate mathematical 
algorithms, many departments rely on 
CompStat’s interactive mapping ca-

ply complements them and helps law 
enforcement agencies do their work 
better,” notes Jeff Brantingham, as-
sociate professor and vice chair of the 
Department of Anthropology at the 
University of California, Los Angeles 
(UCLA) and a leading expert on predic-
tive policing. UCLA has worked with 
the Los Angeles and Santa Cruz police 
departments to create predictive polic-
ing models that are now in use.

Predictive policing is becoming one 
of the hottest trends in law enforce-
ment. Minneapolis police have used 
predictive analytics to forecast where 
the next likely armed robbery will oc-
cur after a series of fast-food restaurant 
holdups. In Texas, the Arlington Police 
Department has created maps overlay-
ing residential burglaries with build-
ing code violations and discovered 
that as physical decay increases, so do 
burglaries. In Memphis, police are us-
ing an IBM analytics program dubbed 
Blue Crush to establish focus areas 
that benefit from additional police re-
sources. Memphis officials say the sys-
tem has reduced serious crime by 15% 
over a four-year span.

The Los Angeles Police Depart-
ment (LAPD) has worked with UCLA 
researchers for the last seven years 
to explore mathematical models that 
could help combat crime. In 2008, the 
department came across an academic 
journal article that mentioned predic-
tive policing. “We began looking into 
the concept and decided to implement 

Predictive policing 
“doesn’t replace 
police knowledge 
or experience, it 
simply complements 
them and helps 
law enforcement 
agencies do their 
work better,” notes 
Jeff Brantingham.
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pabilities to better understand crime 
patterns and forecast where crime 
might occur.

The science behind predictive po-
licing is advancing rapidly. Today, 
mathematicians and computer sci-
entists are building far more sophis-
ticated algorithms based on a variety 
of models. Andrea Bertozzi, a profes-
sor of mathematics at UCLA, says that 
“crime will always have a significant 
stochastic or random component. The 
non-random component is what we try 
to exploit.” But by developing models 
that mimic nature, such as earthquake 
aftershock patterns, it is possible to 
design mathematical algorithms to 
find order in seemingly chaotic events. 
In fact, the capabilities extend beyond 
predictive policing and into areas such 
as solving crimes. 

Bertozzi, who has helped develop 
UCLA’s models, says the mathematical 
framework used for predictive policing 
is still in the early stages. Over time, 
researchers could add other variables 
into the model, including epidemiol-
ogy data, climate and weather, eco-
nomic factors, even spatial geography 
and census data. Yet, she is also quick 
to point out that it is essential to keep 
models “fairly simple.” By adding ad-
ditional data layers, “you can wind up 
with a model that doesn’t say anything 
definitive,” says Bertozzi. “There are 
simply too many variables to conduct 
valid statistical modeling.”

There is also no guarantee that pre-
dictive policing will yield permanent 
results. It is possible that, over  time, 
some criminals may react to what the 
machines have learned and alter their 
behavior and patterns to evade detec-
tion. This dynamic already occurs in 
many models, including online gam-
ing. As a result, any drop in crime 
might prove temporary and an ongoing 
cat-and-mouse game could ensue.

Brantingham says predictive polic-
ing will never become a magic elixir or 
a real-world version of Minority Report. 
It is simply about crunching numbers 
and identifying patterns so law en-
forcement agencies can better meet 
the needs of communities. “The pro-
cess shouldn’t change the way policing 
is done, it should make it more effi-
cient,” he says.

Ultimately, predictive policing is 
likely to become a cornerstone of law 
enforcement. What’s more, it will 
change the way law enforcement agen-
cies operate and the way they allocate 
people and resources. “The real world 
is messy and fuzzy,” says Andrews. 
“Predictive policing offers a lot of 
promise, but it’s important to keep it 
in context. Predicting behavior is not 
an exact science. Predictions should 
never be taken as absolute reality.” 

Further Reading

Beck, C. and McCue, C. 
Predictive policing: What we can learn from 
Wal-Mart and Amazon about fighting crime 
during a recession. The Police Chief 76, 11, 
nov. 2009.

Malek, M. 
Predictive algorithms and technologies for 
availability enhancement, Lecture Notes in 
Computing Science 5017, 2008. 

Mills, E. 
An ounce of prevention, Law Enforcement 
Technology 36, 9, Sept. 2009.

Short, M.B., D’Orsogna, M.R.,  
Pasour, G.E., Brantingham, P.J.,  
Bertozzi, A.L., and Chayes, L.B. 
A statistical model of criminal behavior, 
Mathematical Models and Methods in 
Applied Sciences 18, Suppl., 2008.

Stomakhin, A., Short, M.B., and Bertozzi, A.L. 
Reconstruction of missing data in social 
networks based on temporal patterns of 
interactions, Inverse Problems 27, 11, nov. 
2011.

Samuel Greengard is an author and journalist based in 
West linn, or.

© 2012 aCM 0001-0782/12/03 $10.00

“The real world is 
messy and fuzzy,” 
says andrews. 
“Predictive  
policing offers  
a lot of promise,  
but it’s important to 
keep it in context. 
Predicting behavior  
is not an exact 
science.” 

Technology

Cloud-
based 
HPC
in late 2009, the U.s. Department 
of energy (Doe) launched the 
$32 million Magellan project 
to explore ways to meld cloud 
computing’s flexible model with 
the extreme demands of high-
performance computing (hPc). 
now the results have arrived 
in the form of “The Magellan 
report on cloud computing 
for science” that looks at cloud 
technology’s readiness for a 
variety of hPc applications, 
while also examining business 
considerations such as cost, user 
support, and resource allocation.

The report’s conclusions are 
wide ranging, but with one clear 
message: implementing the 
cloud model for the Doe’s hPc 
needs would require substantial 
changes to technology, security, 
infrastructure, and applications. 
nonetheless, the report found 
that the business model of cloud 
computing—characterized 
by “on-demand, self-service 
environments and rapid elasticity 
through the use of virtualization 
technology” —would benefit 
some users, and could be offered 
through current resources.

The Doe’s high-end 
applications have traditionally 
run on monolithic super-
computers, which have high 
fixed costs and tend to be 
optimized for specific purposes. 
cloud computing’s promise is 
that computer resources are 
now commodities that can be 
pooled and accessed on an 
as-needed basis. economies 
of scale result from multiple 
users sharing those resources, 
and the commercial world 
now successfully offers cloud 
services at the infrastructure, 
platform, and application levels.

in the end, the Doe report 
found that its applications 
too often had special needs 
that couldn’t be easily realized 
in through general-purpose 
cloud model. These gaps 
appeared both in execution 
and administration. The chasm 
only widened when the report’s 
researchers contemplated the 
use of public cloud services such 
as those offered by Amazon, 
which they found to be as much 
as 13 times as expensive for the 
Doe’s purposes.

—Tom Geller 

http://science.energy.gov/~/media/ascr/pdf/program-documents/docs/Magellan_Final_Report.pdf
http://science.energy.gov/~/media/ascr/pdf/program-documents/docs/Magellan_Final_Report.pdf
http://science.energy.gov/~/media/ascr/pdf/program-documents/docs/Magellan_Final_Report.pdf
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A sT o cToB e r,  For  the very 
first time, Stanford University 
made available online—and 
at no charge—three of its 
most popular computer sci-

ence courses, classes that normally re-
quire admission to the extremely selec-
tive and expensive university.

More than 300,000 students reg-
istered for Introduction to Artificial 
Intelligence, Introduction to Databas-
es, and Machine Learning, and par-
ticipated in an experiment that could 
help transform the way online educa-
tion is delivered.

“Never before has a premier institu-
tion offered a real class experience to 
the general public, one with meaning-
ful interaction and real assessments,” 
says Daphne Koller, a CS professor at 
Stanford’s AI laboratory. “These cours-
es are a much more meaningful and 
active experience than the static online 
course materials that have previously 
been available to students.”

While metrics are not available for 
the three courses, an online Stanford 
report shows that of the 91,734 stu-
dents who registered for Introduction 
to Databases—taught by chair Jennifer 
Widom—25,859 turned in some home-
work, and 6,513 received “statements 
of accomplishment.”

No class credits are given to the 
graduates. Instead, students received a 
“statement of accomplishment” provid-
ed by the instructor, not the university.

Greg Linden, a research associate at 
the University of California, Berkeley’s 
Haas School of Business, enrolled in 
the Machine Learning class taught by 
Associate Professor Andrew Ng. 

His assessment? 
“The course seemed a bit light,” 

says Linden. “It could have had more 
depth, more time commitment, more 
material, and harder programming 
assignments…. That being said, it was 

a great start for many and a very well 
done class, probably my favorite ma-
chine learning class I’ve ever taken. 
I have to say—even though I should 
know this material having worked in 
the field for some time—I learned sev-
eral new things in the class.”

Peter Norvig, director of research 
at Google, taught the AI class with Se-
bastian Thrun, a Google Fellow and a 
Stanford CS professor, having taught 
only traditional classes in the past. “I 
think we learned a new set of idioms 
for interacting with students in a way 
that is simultaneously impersonal, be-
cause the student can’t ask questions 
that will alter what we present, and 
highly personal, because we present 
the material in the same way we would 
in sitting down and doing one-on-one 
tutoring,” he says.  

Norvig believes the online format 
demonstrated three things: Many peo-
ple are hungry for high-quality CS edu-
cation; students can learn by watching 

videos, answering frequent quizzes, 
and doing associated homework; and 
students can get the advantage of peer-
to-peer interaction through the online 
discussion forums.

“This doesn’t mean traditional col-
lege courses will go away,” Norvig says, 
“but it does mean a large percentage 
of the educational objectives can be 
met for a price that’s about the same 
as a traditional course, but reaches 100 
times more students.”

Koller has been teaching her class 
on probabilistic graphical models on-
line for two years, but only within Stan-
ford. In January, she opened the online 
class to the public using her pioneer-
ing pedagogical model of short video 
modules, simple quizzes embedded 
in the video, significant amounts of in-
teractive assessments with immediate 
feedback, and a question-and-answer 
forum in which students interact with 
each other and course staff.

Meanwhile, Massachusetts Insti-
tute of Technology (MIT) recently an-
nounced MITx, a new, open-source 
online learning platform it is current-
ly developing. According to an MIT 
spokesperson, MITx will offer MIT 
courses presented specifically for on-
line learning, and students who dem-
onstrate mastery of a given course’s 
material can obtain certificate-based 
credentials at a low cost. The first MITx 
courses will be offered this spring.

“It appears MIT saw the benefits in 
our approach and decided to move in 
that direction,” says Koller. “Given our 
success, I believe more and more class-
es will be made available in this for-
mat. Thus, I think this online format 
can give rise to a significant change in 
higher education.” 

Paul hyman is a science and technology writer based in 
Great neck, ny.
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stanford schooling—
Gratis! 
Stanford University’s experiment with online classes  
could help transform computer science education.

stanford cs professor Daphne Koller.
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sity; Stephen M. Blackburn, The Aus-
tralian National University; Aaron F. 
Bobick, Georgia Institute of Technol-
ogy; Upen Sharma Chakravarthy, Uni-
versity of Texas at Arlington; Satish 
Chandra, IBM Research; Jyh-Cheng 
Chen, National Chiao Tung Univer-
sity; Shu-Ching Chen, Florida Inter-
national University; Ingemar J. Cox, 
University College London; Dilma M. 
Da Silva, IBM T.J. Watson Research 
Center; Marie des Jardins, University 
of Maryland, Baltimore County; Mar-
tin Dietzfelbinger, Technische Uni-
versität Ilmenau; Elena Ferrari, Uni-
versity of Insubria; Stephen J. Fink, 
IBM T.J. Watson Research Center; 
Patrick J. Flynn, University of Notre 
Dame; Armando Fox, University of 
California, Berkeley; Minos Garofal-
akis, Technical University of Crete; 
Michael Gleicher, University of Wis-
consin–Madison; Amarnath Gupta, 
University of California, San Diego; 
Clare-Marie Karat, Karat Consulting 
Group; Tamara G. Kolda, Sandia Na-
tional Laboratories; Kang-Won Lee, 
IBM T.J. Watson Research Center; 
Sung-Ju Lee, Hewlett-Packard Labs; 
Chih-Jen Lin, National Taiwan Uni-
versity; Jie Liu, Microsoft Research; 
Cristina Videira Lopes, University 
of California, Irvine; Diana Marcu-
lescu, Carnegie Mellon University; 
Igor L. Markov, University of Michi-
gan; Michael Mascagni, Florida State 
University; David R. Millen, IBM T.J. 
Watson Research Center; Mukesh K. 
Mohania, IBM India; Frank Mueller, 
North Carolina State University; Rob-
ert L. Nord, Carnegie Mellon Univer-
sity; Jignesh M. Patel, University of 
Wisconsin–Madison; Li-Shiuan Peh, 
Massachusetts Institute of Technol-
ogy; Balakrishnan Prabhakaran, Uni-
versity of Texas at Dallas; Parthasara-
thy Ranganathan, Hewlett-Packard 
Labs; David F. Redmiles, University of 
California, Irvine; Kari-Jouko Räihä, 
University of Tampere; Puneet Shar-
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computer science awards 
Scientists worldwide are honored for their contributions  
to design, computing, science, and technology.

T
he UniTeD kingDoM, ACM, and 
the American Association 
for the Advancement of Sci-
ence (AAAS) recently recog-
nized leading members of 

the computer science community.

Knight commander  
of the British empire

Jonathan Paul Ive, Se-
nior Vice President, In-
dustrial Design, Apple 
Inc., was named a 
Knight Commander of 
the Most Excellent Or-

der of the British Empire by Queen 
Elizabeth II “for services to design and 
enterprise.” The knighthood is Ive’s 
second royal honor. He was awarded a 
Commander of the British Empire 
honor in 2006 for achievements in de-
sign and innovation.

acM Distinguished Members
ACM has named 54 of its members 
as Distinguished Members for their 
individual contributions to comput-
ing. The 2011 Distinguished Members 
include computer scientists, edu-
cators, and engineers from leading 
academic and corporate institutions 
across countries and continents. One 
ACM member has been recognized as 
a 2011 ACM Distinguished Engineer: 
Aaron Marcus, Aaron Marcus and As-
sociates. Four ACM members have 
been recognized as 2011 ACM Distin-
guished Educators: John Impagliazzo, 
Hofstra University; Michael Kölling, 
University of Kent; Richard E. Pattis, 
University of California, Irvine; Mark 
Allen Weiss, Florida International 
University. Forty-nine ACM members 
have been recognized as 2011 Distin-
guished Scientists: Krste Asanovic, 
University of California, Berkeley; 
Benjamin B. Bederson, University of 
Maryland; Elizabeth M. Belding, Uni-
versity of California, Santa Barbara; 
Ricardo Bianchini, Rutgers Univer-

ma, Hewlett-Packard Labs; John T. 
Stasko, Georgia Institute of Technol-
ogy; Shari Trewin, IBM T.J. Watson 
Research Center; Laurie Williams, 
North Carolina State University; Rob-
ert W. Wisniewski, IBM T.J. Watson 
Research Center ; Qiang Yang, Hong 
Kong University of Science and Tech-
nology; Yuanyuan Zhou, University of 
California, San Diego; Benjamin G. 
Zorn, Microsoft Research.

aaas fellows
The AAAS Council elected 21 mem-
bers as Fellows in the Section on 
Information, Computing and Com-
munication “for their contributions 
to science and technology.” They are 
Behnaam Aazhang, Rice University; 
Martín Abadi, University of Califor-
nia, Santa Cruz/Microsoft Research; 
David A. Bader, Georgia Institute 
of Technology; Luiz André Barroso, 
Google, Inc.; Katy Börner, Indiana 
University; Allan Borodin, University 
of Toronto; José A.B. Fortes, Univer-
sity of Florida; James Hendler, Rens-
selaer Polytechnic Institute; Alan R. 
Hevner, University of South Florida; 
Randy H. Katz, University of Cali-
fornia, Berkeley; Joseph A. Konstan, 
University of Minnesota; John E. 
Laird, University of Michigan; Hector 
J. Levesque, University of Toronto; 
Michael R. Nelson, Georgetown Uni-
versity; Krishna V. Palem, Rice Uni-
versity; Jon M. Peha, Carnegie Mellon 
University; Martha E. Pollack, Uni-
versity of Michigan; Stuart Russell, 
University of California, Berkeley; 
Subhash Suri, University of Califor-
nia, Santa Barbara; Paul F. Uhlir, Na-
tional Academy of Sciences; Jeffrey 
Voas, National Institute of Standards 
and Technology. 
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for communication and ser-
vices in a society, cyberspace 
also offers new opportuni-
ties for warfare. Indeed, it 

is more attractive than conventional 
military actions that require the ex-
pense and risk of transporting equip-
ment and deploying troops in enemy 
territory, not to mention the political 
risk. Cyberweapons could be used to 
attack anonymously at a distance while 
still causing much mayhem, on targets 
ranging from banks to media to mili-
tary organizations. 

Today, many nations have the ca-
pability to strike in cyberspace—but 
should they? International humani-
tarian laws, or the “laws of war,” have 
not been written with cyberspace in 
mind. So we face a large policy gap, 
which organizations internationally 
have tried to address in recent years, 
such as the U.S. National Research 
Council.8 

But there is also a gap in develop-
ing the ethics behind policies. Ethics 
is an important branch of philosophy 
with a tradition of more than 2,000 

years, and warfare has long been an 
important subject for ethics. Cyber-
warfare challenges many assumptions 
of the traditional analysis of the ethics 
of warfare, so it is useful to examine 
cyberwarfare from an ethical as well as 
a policy perspective. In this column, 
we describe some new and previously 
identified issues related to ethics that 
need attention.

aggression
By the laws of war, there is historically 
only one “just cause” for war: a defense 
to aggression. But since aggression is 
usually understood to mean that hu-
man lives are directly in jeopardy, it 
becomes difficult to justify military re-
sponse to a cyberattack that does not 
cause kinetic or physical harm as in a 
conventional or Clausewitzian sense. 
Cyberattacks can be distinguished 
from cyberespionage by their deliber-
ate damage; some clever cyberattacks 
can be subtle and difficult to distin-
guish from routine breakdowns and 
malfunctions, but usually the effect is 
obvious because it is intended to have 
political impact. 

Does it count as aggression when 
malicious software has been installed 
on an adversary’s computer systems 
that we believe will be imminently trig-
gered? Or maybe the act of installing 
malicious software is an attack itself, 
much like installing a land mine? What 
about unsuccessful attempts to install 
malicious software? Do these activities 
count as war-triggering aggression—or 
mere crimes, which do not fall under 
the laws of war? Traditional military 
ethics would answer all these ques-
tions negatively, but they feature in de-
bates over the legitimacy of preemptive 
and preventative war.4 

Another important question to con-
sider: Insofar as most cyberattacks 
do not directly target lives, are they 
as serious? The organized vandalism 
of cyberattacks could be serious if it 
prevents a society from meeting basic 
human needs like providing food. A 
lesser but still serious case was the de-
nial-of-service cyberattacks on media-
infrastructure Web sites in the country 
of Georgia in 2008, which prevented 
the government from communicating 
with its citizens. 
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Discrimination
The laws of war mandate that noncom-
batants be avoided in attacks, since 
they do not pose a military threat.6 
Most theorists accept a double effect 
in which some noncombatants could 
be unintentionally harmed as “collat-
eral damage” in pursuing important 
military objectives,2 though some have 
more stringent requirements.13 Some 
challenge whether noncombatant im-
munity is really a preeminent value,1 
but the issue undoubtedly has taken 
center stage in just-war theory and 
therefore the laws of war.

It is unclear how discriminatory 
cyberwarfare can be: If victims use 
fixed Internet addresses for their key 
infrastructure systems, and these 
could be found by an adversary, then 
they could be targeted precisely—but 
victims are unlikely to be so coopera-
tive. Therefore, effective cyberattacks 
need to search for targets and spread 
the attack; yet, as with viruses, this 
risks involving noncombatants. The 
Stuxnet worm in 2010 was intended 
to target Iranian nuclear processing 
facilities, but spread far beyond its 
intended targets.10 Although its dam-
age was highly constrained, its quick 
broad infection through vulnerabili-
ties in the Microsoft Windows operat-
ing system was noticed and required 
upgrades to antivirus software world-
wide, incurring a cost to everyone. 
The worm also provided excellent 
ideas for new exploits that are already 
being used, another cost to everyone. 
Arguably, then, Stuxnet did incur 
some collateral damage. 

Cyberattackers could presumably 
appeal to the doctrine of double ef-
fect, arguing that effects on noncom-
batants would be foreseen but unin-
tended. This may not be plausible, 
given how precise computers can 
be when we want them to be. Alter-
natively, cyberattackers could argue 
that their attacks were not directly 
against noncombatants but against 
infrastructure. However, attacking a 
human body’s immune system as the 
AIDS virus does can be worse than 
causing bodily harm directly. Details 
matter; for instance, if it knocks out 
electricity and the refrigeration that 
is necessary for the protection of the 
food supply, a modest cyberattack 
could cause starvation.

A challenge to proportionality is 
that certain cyberattacks, like viruses, 
might spiral out of control regardless 
of the attackers’ intentions. While 
those consequences could be tolerat-
ed to prevent even worse consequenc-
es, lack of control means an attack 
might not be able to be called off after 
the victim surrenders, violating anoth-
er key law of war. Another issue is that 
the target of a cyberattack may have 
difficulty assessing how much dam-
age they have received. A single mal-
function in software can cause widely 
varied symptoms; thus victims may 
think they have been damaged more 

Proportionality
Proportionality in just-war theory 
is the idea that it would be wrong 
to cause more harm in defending 
against an attack than the harm of 
the attack in the first place; this idea 
comes from utilitarian ethics and is 
also linked to the notion of fairness in 
war. For example, a cyberattack that 
causes little harm should not be an-
swered by a conventional attack that 
kills hundreds.3,13 As one U.S. official 
described the nation’s cyberstrategy, 
“If you shut down our power grid, 
maybe we will put a missile down one 
of your smokestacks.”5
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than they really have, and counterat-
tack disproportionately. Therefore, 
counterattack—a key deterrent to un-
provoked attacks—is now fraught with 
ethical difficulties.

attribution
Discrimination in just-war theory also 
requires that combatants be identifi-
able to clarify legitimate targets—the 
principle of attribution of attackers 
and defenders. Terrorism ignores 
this requirement and therefore elic-
its moral condemnation. A problem 
with cyberwarfare is that it is very easy 
to mask the identities of combatants4 
Then counterattack risks hurting in-
nocent victims. For example, the lack 
of attribution of Stuxnet raises ethi-
cal concerns because it removed the 
ability of Iran to counterattack, en-
couraging Iran toward ever more ex-
treme behavior.

Attribution is an issue not only of 
moral responsibility but also of crimi-
nal (or civil) liability: we need to know 
who to blame and, conversely, who 
can be absolved of blame. To make at-
tribution work, we need international 
agreements. We first could agree that 
cyberattacks should carry a digital sig-
nature of the attacking organization. 
Signatures are easy to compute, and 
their presence can be concealed with 
the techniques of steganography, 
so there are no particular technical 
obstacles to using them. Countries 
could also agree to use networking 
protocols, such as IPv6, that make 
attribution easier, and they could co-
operate better on international net-
work monitoring to trace sources of 
attacks. Economic incentives such 
as the threat of trade sanctions can 
make such agreements desirable.

Treacherous Deceit
Perfidy, or deception that abuses the 
necessary trust for the fair conduct of 
warfare, is prohibited by both Hague 
and Geneva Conventions. For instance, 
soldiers are not permitted to imperson-
ate Red Cross workers and adversary 
soldiers. However, some ruses, mis-
information, false operations, cam-
ouflage, and ambush of combatants 
are permissible. Cyberattacks almost 
inevitably involve an element of decep-
tion to make operations of a computer 
or network appear to be normal when 

have ceased by the attacker could even 
become part of the laws of war. How-
ever, reversibility is not guaranteed 
when it is unclear what is damaged or 
so much is damaged that restoration 
takes an unacceptable amount of time. 
We need to establish ethical norms for 
reversibility and make them design re-
quirements for cyberattack methods.

conclusion
The issues we have outlined in this 
column are only some of the basic 
ethical questions we must resolve if 
national cyberpolicies are to be sup-
ported by consistent and effective 
principles. And the right time to in-
vestigate them is prior to the use of 
cyberweapons, not during an emo-
tional and desperate conflict or only 
after international outcry. By building 
ethics into the design and use of cy-
berweapons, we can help ensure war 
is not more cruel than it already is. 
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they are not, as with tricking a user to 
click on a malicious link. So, to what 
extent could cyberattacks count as 
perfidy and therefore be all illegal giv-
en international humanitarian law?9 

The moral impermissibility of per-
fidy is tied to the concept of treachery, 
and a prototypical example of a treach-
erous (and illegal) act in war is to kill 
with poison. Yet there are poisons that 
can kill quickly and painlessly, much 
more humanly than a bullet. This ap-
parent paradox suggests the concept 
of treachery (and therefore perfidy) is 
fuzzy and difficult to apply. We do not 
get as angry when software betrays us 
as when people betray us. But maybe 
we should—software would be better if 
users were less complacent. 

a Lasting Peace
In just-war theory, recent attention has 
focused on the cessation of hostilities 
and establishment of a lasting peace 
due to issues in recent insurgencies.7 
The consensus is that combatants have 
obligations after the conflict is over. 
For example, an attacking force might 
be obligated to provide police forces 
until the attacked state can stabilize, or 
attackers might have duties to rebuild 
the damage done by their weaponry. 

This suggests that cyberattacks 
could be morally superior to tradi-
tional attacks insofar as they could be 
engineered to be reversible.9,11,12 When 
damage done is to data or programs, 
the originals may be restorable exactly 
from backup copies, something that 
has no analogy with guns and bombs. 
Clever attacks could even use encryp-
tion to make reversal a decryption. 
Such restoration could be done quickly 
if the attack was narrowly targeted, and 
could be done remotely, so mandating 
reversal of cyberattacks after hostilities 

insofar as most 
cyberattacks do not 
directly target lives, 
are they as serious?
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A
r e  T h e  B e h AV i o r s  of com-
puter programs protect-
able by copyright law? 
What about program-
ming languages and/or 

program interfaces? These questions 
were hotly debated in the U.S. from 
the mid-1980s to the mid-1990s. Sev-
eral U.S. software companies argued 
that these aspects of computer pro-
grams were parts of the “structure, 
sequence, and organization” (SSO) of 
program texts that should be within 
the scope of protection that copyright 
law affords to programs. Courts in the 
U.S. ultimately rejected such claims. 
The European Court of Justice (ECJ) 
is faced with these questions in the 
pending SAS Institute Inc. v. World Pro-
gramming Ltd. case. 

SAS v. WPL
SAS is a well-known U.S.-based devel-
oper of an integrated set of statistical 
analysis programs, widely known as 
the SAS system. Base SAS, a core com-
ponent of this system, enables users 
to write their own programs (known 
as scripts) in the SAS programming 
language. These scripts can then be 
executed on the SAS platform. SAS cus-
tomers have written thousands of spe-
cialized programs, some of which are 
short and simple, others of which are 
large and complex, to perform specific 
types of statistical analysis tasks. Base 
SAS can be extended through use of 
other SAS components that support a 
broader range of functions.

World Programming Ltd. (WPL) rec-
ognized the possibility of a market de-
mand for an alternative to the SAS sys-
tem that could attract customers who 
had written scripts in the SAS language. 
The most important feature of an alter-
native platform would be its ability to 
allow these users to continue to run 
their scripts on the different platform. 
To test out this idea, WPL developed a 
set of statistical analysis programs de-
signed to emulate the functionality of 

the SAS system. Because the WPL pro-
grams accept the same inputs and pro-
duce the same outputs as SAS, scripts 
constructed in the SAS language can be 
executed by WPL’s software.

WPL had no access to SAS source 
code or to any proprietary design docu-
mentation for the SAS system. Nor did 
WPL decompile the SAS programs. It 
purchased copies of SAS software in 
the marketplace and studied manuals 
that came with SAS programs, tested 
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the SAS programs to study how they 
functioned under various conditions 
(that is, what inputs they accepted 
and what outputs they produced), and 
talked with SAS customers about their 
scripts and their needs.

After WPL launched its product, 
SAS sued WPL for copyright infringe-
ment for emulating the SAS program 
behavior, copying the SAS language, 
and reproducing SAS data formats. 
WPL argued that none of these aspects 
of the SAS system was within the scope 
of protection that copyright provides to 
computer programs. WPL won before 
the U.K. High Court, but the court re-
ferred the legal issues presented by the 
case to the ECJ for its interpretation.

copyright in Program Behavior?
SAS’s lawyer has argued that the de-
tailed design of the functionality of the 
SAS programs is part of the SSO of the 
SAS programs, and as such, part of the 
expression that copyright law protects. 
Behavior is the intellectual creation of 
SAS, and a very substantial quantum 
of skill, labor, and judgment went into 
the design of the SAS program behav-
iors. A major goal of the European Di-
rective on the Legal Protection of Com-
puter Programs, the SAS lawyer noted, 
was to protect developers’ investments 
in software. Allowing competitors to 
emulate a successful program’s behav-
ior would, he argued, undermine the 
first developer’s opportunity to recoup 
these investments. 

High Court Justice Arnold did not 
find SAS’s argument persuasive. Al-
though accepting that copyright pro-
tection extended to program source 
and object code, as well as to the ar-
chitectural design of program inter-
nals and internal SSO, Justice Arnold 
stated that copyright did not extend 
to the functions that programs per-
formed. The SAS program behavior 
consisted, in his view, of procedures, 
methods of operation, and math-
ematical concepts that U.K. law, con-
sistent with European treaty obliga-
tions, deemed to be outside the scope 
of copyright protection. 

In Justice Arnold’s view, “[w]hat 
is protected by copyright in a literary 
work is the skill, judgment, and labor 
in devising the form of expression of 
the literary work,” not the skill, judg-
ment, and labor required to devise 

ideas, procedures, methods of opera-
tion, and mathematical concepts that 
may be embodied in programs. This 
meant that WPL was free to copy the 
procedures, methods, and mathemati-
cal elements of the SAS programs. 

The WPL decision relied quite heav-
ily on an earlier U.K. High Court deci-
sion rendered by Justice Pumfrey, an 
experienced programmer, in the Navi-
taire v. easyJet case. Navitaire had devel-
oped an airline reservation program. 
easyJet had been one of Navitaire’s 
licensees until it decided to commis-
sion the development of a “drop-in re-
placement” program that would accept 
the same commands and produce the 
same results as Navitaire’s software. 

As in the SAS v. WPL case, Navitaire 
sued easyJet for infringement and ar-
gued that program behavior was pro-
tectable by copyright law. Justice Pum-
frey stated that a ruling in Navitaire’s 
favor would be “an unjustifiable exten-
sion of copyright protection.” Justice Ar-
nold agreed with the reasoning in Navi-
taire that program functionality was not 
protectable by copyright law. Yet, he was 
sufficiently unsure of his interpretation 
of the European Software Directive that 
he referred this question to the ECJ.

copyright in Programming 
Languages and Data formats?
The programming language issue was 
difficult for both parties because of an 
ambiguity in the European Software 
Directive. It states that programming 
languages may be among the aspects 
of program-related innovations that 
should be considered ideas and prin-
ciples that copyright law does not pro-
tect. But the Directive does not exclude 

them from copyright protection alto-
gether, but rather coyly indicates that 
to the extent that programming lan-
guages are ideas and principles, they 
are not protected by copyright law. 

SAS’s lawyer argued that the itali-
cized phrase meant that programming 
languages were not automatically ex-
cluded from copyright protection, but 
could be protected against some types 
of appropriations. SAS’s expert witness 
opined that the SAS language was not 
actually a programming language with-
in the standard IEEE definition of that 
term, but rather a domain-specific lan-
guage that was more like a command 
language, which SAS’s lawyer argued 
would be protectable by copyright law. 

WPL’s expert witness testified that 
the SAS language was a programming 
language as that term is ordinar-
ily understood in the computing field. 
He challenged as unsound the chart 
through which SAS’s expert tried to dis-
tinguish among different types of pro-
gramming languages. 

Justice Arnold found the WPL ex-
pert’s opinion to be more persuasive 
and more consistent with his under-
standing of the intent of the Software Di-
rective. Although concluding that WPL’s 
use of the SAS language was not an in-
fringement of copyright either, Justice 
Arnold also referred interpretation of 
this aspect of the directive to the ECJ.

As for data formats, SAS’s lawyer ar-
gued they were protectable expression 
as SSO embedded in the SAS programs. 
He argued that the SAS manuals stud-
ied by WPL had provided a window 
into this aspect of internal program 
structure, the copying of which should 
be considered infringement.

WPL argued the SAS data formats 
were interfaces whose use was neces-
sary to the interoperability of scripts 
written in the SAS language with an 
independently written compatible 
platform such as WPL’s. The Software 
Directive provides that elements of 
computer programs that are inter-
faces essential to interoperability are 
beyond the scope of copyright pro-
tection. WPL’s reimplementation of 
these interfaces was thus non-infring-
ing. Justice Arnold agreed with WPL 
on this point but referred the data for-
mat/interface issue to the ECJ as well. 
(SAS prevailed before the High Court 
on its claim that WPL manuals had 

The programming 
language issue was 
difficult for both 
parties because  
of an ambiguity  
in the european 
software Directive.
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of Events
March 20–22
Performance Metrics for  
intelligence systems,
college Park, MD,
contact: elena r. Messina,
email: elena.messina@nist.gov

March 21–23
international conference on 
intercultural collaboration 
2012,
Bengaluru, india,
contact: ravi k. Vatrapu,
email: vatrapu@cbs.dk

March 23–24
consortium for computing 
sciences  
in colleges southwestern,
stockton, cA,
contact: Michael Doherty,
email: mdoherty@pacific.edu

March 24–28
10th Annual ieee/AcM 
international symposium 
on code generation and 
optimization,
san Jose, cA,
contact: carol T eidt,
email: carol@caliphernia.com

March 25–30
Aspect-oriented software 
Development,
Potsdam, germany,
contact: robert hirschfeld,
email: robert.hirschfeld@gmx.
net

March 26–29
2012 spring simulation 
Multiconference,
orlando, FL,
contact: el Aarag hala,
email: helaarag@stetson.edu 

March 27-28
6th simulation Workshop,
redditch, United kingdom,
contact: simon Je Taylor,
email: simon.taylor@brunel.
ac.uk

March 28–30
eye Tracking research  
and Applications,
santa Barbara, cA,
sponsored: sigchi and 
siggrAPh,
contact: Dr. carlos hitoshi 
Morimoto,
email: chmorimoto@gmail.com

too closely paraphrased some word-
ing from the SAS manuals. Changes to 
the wording of the manuals should be 
relatively easy to fix.)

Lotus v. Borland Redux?
SAS v. WPL raises the same legal issues 
as the Lotus v. Borland case, which was 
decided by a U.S. appellate court in 
1995. Lotus was then the dominant 
seller of spreadsheet programs for 
use on PCs. Borland independently 
developed a spreadsheet program, 
which provided an emulation inter-
face through which users could con-
tinue to execute macros for commonly 
executed sequences of functions that 
they had constructed in the Lotus 
macro command language. Use of 
the emulation interface enabled the 
Borland program to accept the same 
inputs as Lotus 1-2-3 and produce the 
same outputs, and hence, provided 
equivalent functionality or behavior 
as the Lotus program.  

Borland’s chief defense to Lotus 
claim that Borland infringed the Lotus 
copyright was that program behavior, 
macro language, and the command 
hierarchy that was an essential compo-
nent of the Lotus macro system, were 
outside the scope of protection pro-
vided by copyright law. A U.S. appellate 
court ruled in Borland’s favor. 

One judge wrote a concurring opin-
ion pointing to the lock-in effect for 
consumers of Lotus’ position. Lotus 
wanted its users to be required to ex-
ecute macros on its software. Borland 
provided those who had constructed 
macros in the Lotus language with 
an alternative platform on which to 
run the macros. As long as Borland 
independently created its program, it 
should not be held as an infringer of 
copyrights.

Since Borland and similar rulings, 
it has become well accepted in the U.S. 
that program “expression” does not in-
clude program functionality, but only 
what program texts say and how they 
say it. Interfaces are considered part 
of program functionality. Courts also 
recognize that reuse of command lan-
guages may be necessary for interoper-
ability to occur, as in the Borland case.

conclusion 
In SAS v. WPL, an English High Court 
ruled that behavior is outside the 

scope of protection that copyright 
law provides to computer programs. 
While the European Software Direc-
tive does not say anything directly 
about program functionality or behav-
ior, it speaks of the need to find sub-
stantial similarity in the expression of 
program ideas before infringement is 
found. In the SAS case, as in Borland, 
WPL had no access to SAS source code 
or any other documentation about the 
internal design of the program, which 
is where program expression is to be 
found. So there has been no copying of 
program expression.

The High Court also ruled that pro-
gramming languages and interfaces 
were beyond the scope of SAS’s copy-
rights. The European Software Direc-
tive is quite explicit that program in-
terfaces necessary to interoperability 
and programming languages should 
be among the aspects of programs 
that may be unprotectable ideas and 
principles. 

SAS has argued that the Software 
Directive only excludes abstract ideas 
from the scope of copyright, not con-
crete innovations such as program 
functionality, languages, and data for-
mats; it also argues that investment in 
software development will be harmed 
by a ruling in WPL’s favor. These asser-
tions are incorrect. 

Competition and ongoing innova-
tion in the software industry will be 
deeply affected by the outcome of this 
case before the ECJ. Let’s hope the Eu-
ropean court reaches the right conclu-
sions on these important questions. 

Pamela Samuelson (pam@law.berkeley.edu) is the 
richard M. sherman Distinguished Professor of law and 
Information at the university of California, berkeley.

Copyright held by author.

it has become well 
accepted in the 
u.s. that program 
“expression” does 
not include program 
functionality.
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The Profession of iT 
The idea idea 
What if practices rather than ideas are the main source of innovation?

I
D e A s  P e r VA D e  o U r  profes-
sional work. We borrow them, 
we apply them, we solve prob-
lems with them, we create new 
ones, and we try to foster more 

of them in our teams. We express what 
we are doing by referring to the ideas 
behind our work. We hope that some 
of our ideas become innovations by 
being adopted.

We also believe that ideas launch in-
novations and that innovations fail for 
want of good ideas. As soon as we be-
come aware of a successful innovation, 
we automatically look backward to try 
to understand where the idea for it orig-
inated. When we see failures, we imme-
diately look to beef up our processes for 
stimulating imagination and creativity.

For several years I have been puz-
zling over why it seems that our in-
novation adoption rates are low even 
though our idea production rates are 
high. The overall success rate of inno-
vation initiatives in business is around 
4%.2 Yet many businesses report they 
have too many ideas and waste pre-
cious time and resources struggling to 
select the ones most likely to succeed 
and then work them through to adop-
tion.1 We are idea rich, selection baf-
fled, and adoption poor.

I have come to wonder if the con-
nection between ideas and adoption is 
much weaker than we believe. What if 
innovation is not ideas generated, but 
practices adopted? What if entrepre-
neurs, rather than inventors, are the 
real innovators?

I do not pretend to have any sort of 
final answer to these questions. I would 
love to see them discussed and debat-
ed. Yes-answers would have important 

impacts on our professional work. For 
example, we would worry less about 
stimulating creativity and imagination, 
and more about developing our skills at 
getting our communities to adopt new 
practices. We would approach design 
not as an expression of ideas but as the 
framework for new practices.

My objective in this column is to 
examine the ways in which ideas and 
practices source innovation. I will pro-
pose a position about these hypoth-
eses, and I will draw conclusions about 
our professional work.

how Does it Work—Getting 
ideas adopted?
In discussing innovations we talk 
about two distinct aspects: ideas and 
change of practice. We often connect 
the two with the word “adoption”—for 
example, when we get an idea adopted 
into practice.

Research is often seen as a major 
source of ideas and, by implication, of 
innovation. Dennis Tsichritizis (then 
the chairman of GMD in Germany) 
wrote in 1997 that he thought the no-
tion of research being the source is 
mistaken.5 He noted four ways in which 
new practices can be adopted:

 ˲ Disseminate research: publicize the 
idea and exhort people to practice it;

 ˲ Create tools: build and distribute 
easy tools that draw people into the 
practice;

 ˲ Education and training: directly 
teach people the new practice; and 

 ˲ Business: start new businesses to 
offer the new practice.

Only the first of these is explicitly 
concerned with generating ideas. The 
others, which occupy much more at-
tention and budgets, can succeed with-
out telling any of the adopters what 
ideas are behind the new practice.

So are ideas as important in the 
generation of innovations as we seem 
to think? How should we divide our 
effort between generating ideas and 
working for adoption?

If you think ideas are the key to in-
novation, you will put your effort into 
generating, analyzing, selecting, and 
publicizing ideas through papers, 
articles, books, blogs, and other ven-
ues. This accounts for proposals to 
improve creativity, imagination, bor-
rowing, and recombination—all well-
researched idea generators.

On the other hand, if you think 
adopting new practice is the key to in-
novation, you will put your effort into 
selling people on the value of doing the 
new practice, building credibility that 
it works, teaching people how to do it, 
furnishing tools to help them do it, pro-
viding leadership, helping people past 
obstacles and resistances they encoun-
ter while trying to do it, and building 
and executing on teams to get it done.

Bob Metcalfe, the inventor of Ether-
net, calls these cases respectively the 
flowers and the weeds.3 He says the el-

an idea that changes 
no one’s behavior  
is only an invention, 
not an innovation.
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egant and alluring conceptual model 
and mathematical analysis published 
in 1976 is the flower of Ethernet;4 but 
he spent 10 years “in the weeds” selling 
Ethernets to skeptical business leaders. 
His effort on the weeds far outweighed 
his effort on the flowers. Ethernet be-
gan as an idea but Metcalfe’s deep con-
viction that Ethernet would bring value 
was the real driver that kept him going 
him through the long work of adoption.

Let’s take a look at the case for each 
approach.

The case for ideas first 
Many theories of innovation concen-
trate on how ideas flow from sources 
to products and services in the mar-
ketplace. They tell us we will get more 
innovation by stimulating more idea 
generation. They are accompanied by 
fascinating stories of how ideas were 
discovered.

The idea idea has an attractive logic. 
Many innovations clearly start with 
someone’s idea (vision). If we trace 
back from an innovation, we can al-
most always find someone who men-
tioned the idea first. Even if the idea 
inventor did not participate in the 
work of adoption, that person often 
gets credit for launching the process 
of refining and developing the idea as 
it moves toward adoption.

The popular notion of “meritocracy 
of ideas” supports this theory. It says 
that innovation is the process of the 
best ideas winning in a competition 
with many ideas.

Perhaps the most popular concep-
tion of idea-source innovation is the 
pipeline model. According to this 
model, ideas invented by research-
ers and visionaries flow through a 
pipeline with stages for prototyping, 
product development, manufactur-
ing, and marketing en route to be-
coming products or services in the 
marketplace. The flow in the pipe-
line is driven by economic pull from 
the marketplace and proactive push 
from promoters and investors. This 
conception was made popular by 
Vannevar Bush, who, as the first U.S. 
presidential science advisor in 1945, 
laid out a plan for government spon-
sorship of research that was eventu-
ally implemented as the National Sci-
ence Foundation. Bush thought idea 
generation is the main driver of inno-

vation and should be encouraged and 
supported by government policy. The 
same notion pervades the organiza-
tion of many businesses—separate 
divisions for research, development, 
manufacturing, and marketing. How-
ever, many businesses today try to 
overcome the pipeline’s inefficien-

cies with cross-function teams and 
with SCRUM and agile development.

Diffusion is another conception, al-
most as popular as the pipeline. First 
proposed by Everett Rogers in 1962, 
this model assumes that innovation 
is a change of a social system brought 
about by communicating the innova-
tion idea through the normal channels 
of the social community, leading in-
dividual members to decide to adopt. 
The diffusion model does not assume 
a pipeline; it emphasizes the adoption 
decisions made by community mem-
bers, and the factors that bring them 
to that decision. Companies that sub-
scribe to this model organize heavily 
around marketing and public relations.

The diffusion and pipeline models 
share a common feature: they both put 
idea generation as the source. They 
differ on how the ideas move from the 
source to the market.

The case for Practices first 
Newer theories of innovation concen-
trate on adoption of new practice in a 
community. An idea that changes no 
one’s behavior is only an invention, not 
an innovation.

The Prime Innovation Pattern, which 
is part of the new theory, says that in-
novators bring about changes of prac-
tice in their communities through five 
kinds of activities.2 The innovator (1) 
senses a disharmony, (2) sticks with it 
like a puzzle until it can be articulated, 
(3) discovers how the current common 

sense of the community generates the 
disharmony, (4) proposes a new com-
mon sense that would resolve the dis-
harmony, and (5) commits to a path of 
action that leads to that outcome. The 
innovator’s goal is to change the com-
munity’s practice from what they are 
already doing to something new that re-
solves the disharmony. The eight prac-
tices framework is the innovator’s skill 
set for moving through this pattern.2

In this view, there is much more to 
accomplishing innovation than gen-
erating and pursuing ideas. There is a 
lot of work to be in touch with the deep 
concerns of the community, and then 
to guide them toward new thinking 
and actions.

Many innovations clearly start as 
practices. Someone starts doing some-
thing differently, often as an improvi-
sation. When the new way is superior 
to the old, others imitate it; the prac-
tice spreads. After a while, someone 
builds tools to facilitate the practice 
and enable even more people to en-
gage with it. People in the community 
experience this as responding to a 
need or an opportunity to make things 
better for others.
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An example is blogging, which start-
ed spontaneously when someone start-
ed keeping a daily journal on a Web 
page (a Web log) in the early 1980s. Oth-
ers imitated the practice and it spread. 
Various people created blogging soft-
ware to help others publish their blogs 
and enable newcomers to start blogs. 
Still others built tracking services to 
help people find blogs of interest to 
them. Although some names have been 
proposed as the “first bloggers,” the 
truth is that no one really knows who 
was the first and no one seems to care.

The current wave of “apps” and 
“app stores” fits this pattern. Steve 
Jobs of Apple saw an opportunity to 
sell small pieces of software that cus-
tomize the iPhone. Many others have 
followed suit. App developers are a 
thriving and growing industry, offer-
ing over one million apps by mid-2010. 
Most of them are responding sponta-
neously to perceived consumer needs 
and opportunities, and are not engag-
ing in an idea-generation process.

Only later, in moments of reflection, 
do spontaneous innovators try to ex-
plain the new practice. They call their 
explanation “the idea behind the prac-
tice,” even though the doers of the prac-
tice had no such idea. Many ideas are 
therefore afterthoughts to explain in-
novations that have already happened.

a combined approach 
When described side by side as above, 
we see that idea and practice are both 
essential. However, that does not mean 
ideas always come first. It is often more 
fruitful to experiment first with trial 
practices and later distill descriptions 
of the best practices into ideas.

Our best answer to the original 
question at this point is: find a balance 

between cultivating ideas and cultivat-
ing practices. What is a good balance?

Birkinshaw and his colleagues fig-
ure most companies are already plenty 
good enough at generating new ideas; 
they suggest the bottlenecks to adop-
tion are elsewhere and consume as 
much as 95% of the work on innova-
tion.1 Metcalfe spent one year perfect-
ing his idea and 10 years selling it.3

This makes the iceberg a useful anal-
ogy. The visible top part (approximately 
10%) is analogous to the set of ideas 
describing an innovation. The invisible 
submerged part (approximately  90%) 
is analogous to the practices constitut-
ing the innovation. The practices keep 
the ideas afloat. The iceberg analogy 
has a ratio of idea work to adoption 
work close to Metcalfe’s experience.

Too strict adherence to the idea 
side of innovation leads us to focus 
too much on the easiest part of the 
innovation process and to defer work 
on adoption until after the idea is 
perfected. This imbalance is called 
the Innovation Myth2 or the Eureka 
Myth.1 The imbalance leads us to un-
derestimate the work of adoption and 
it compounds the selection problem. 
Escaping this myth will require a radi-
cal reorganization of approaches to in-
novation. But the escape is well worth 
it because it also escapes the dreadful 
waste of the 96% failure rate.

You can put this to work at the per-
sonal level immediately. Beware the 
idea idea. Put 10% of your effort into 
explaining the value and principles of 
your ideas, and 90% into fostering the 
new practices you advocate for your 
community. Get going on the work of 
adoption from the very beginning. 
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Viewpoint 
Training Users vs. Training 
soldiers: experiences  
from the Battlefield
How military training methods can be applied  
to more effectively teach computer users.

I 
recenTLY FoUnD myself in a mil-
itary camp, as part of a forced 
“sabbatical” I took to complete 
my military service and fulfill 
my obligations toward the Hel-

lenic Armed Forces. Unlike many col-
leagues who typically complete their 
military training before undertaking 
substantial amounts of research, I 
had the opportunity to complete 10 
years of human-computer interaction 
research before being recruited for 
military service. In this column, I de-
scribe how this experience has made 
me reconsider the concept of training 
users on computer systems.

There are many details I found fas-
cinating about the military’s approach 
to training that prompted me to write 
this column. Throughout my training 
I could not help but draw parallels be-
tween how we were instructed and ac-
tually acquired new knowledge versus 
how in computer science and particu-
larly human-computer interaction we 
advocate training end users either as 
part of an experiment or as part of a 
“newbie” training material. This is an 
especially appropriate comparison be-
cause the results of the military train-
ing were quite impressive in terms of 
the effect it had on trainees and the 
progress trainees made in a relatively 
short period of time.

The three-week basic training was 
a full-time crash course in military 

http://SHUTTERSTOCK.COM
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training. We received training on how 
to use weapons (shooting, mainte-
nance, assembly, and disassembly), 
military behavior and code of conduct 
(salutation, insignia, and ranks), pla-
toon activities (such as marching and 
arms activities), and guarding respon-
sibilities (for example, learning the 
rules of engagement). Approximately 
1,000 trainees lived in barracks of 70-
bed platoons and effectively most of 
our time was spent in the presence of 
others, with very little privacy.

One of my first notable experiences 
was feeling astonished at the simplicity 
of some of the activities we had to re-
peat over and over again. One such ac-
tivity was learning how to salute, a one-
second activity on which I estimate we 
spent approximately two hours each, 
or about three person-months in total. 
However, I soon realized why we had to 
repeat so many, apparently simplistic, 
activities: because of the great amount 
of diversity and variety of backgrounds 
amongst the group of trainees.

While I have conducted and tak-
en part in many studies and experi-
ments with “random” samples of 
participants, the group of trainees at 
the camp was by far the most diverse 
I have encountered. Interestingly, 
in terms of basic demographics the 
group was rather homogenous: all 
males, mostly between 18 and 25 years 
of age along with some up to their 
mid-30s. The true diversity, however, 
was in terms of socioeconomic back-
ground. Some were researchers, post-
docs, Ph.D. candidates, and holders 
of master’s degrees; others had their 
own business, were shop managers, or 

were employed in a variety of blue-col-
lar jobs; some were farmers and some 
were priests; some were Facebook ad-
dicts while others had never owned a 
computer or mobile phone; some had 
yachts and some were unemployed. 
Finally, I met people who were com-
pletely illiterate and could not even 
write their own name.

It is through the prism of such di-
versity that I judged the results and 
achievements of training to be im-
pressive. In a nutshell, the military 
training managed to establish and 
guarantee a bare minimum level of 
capability across every recruit. Each 
year, for thousands of extremely di-
verse young males, the military camp 
manages to produce soldiers who all 
meet certain criteria, who can handle 
weapons, and can conduct themselves 
in a military environment. This was 
achieved in the confines of a three-
week course. Anecdotally, myself and 
some fellow computer scientists who 
got together during lunch used to joke 
that given the diversity of the people 
in our group it would be unlikely in 
such a short time to effectively train 
them all to use instant messaging, 
Facebook, or email with all their intri-
cacies and idiosyncrasies. Yet, these 
same people were able to complete 
complex activities, both individually 
and in tightly timed groups, some-
times involving live ammunition and 
at the risk of injury or death.

Teaching Techniques
There was a handful of teaching tech-
niques that were used during our 
military training. The environment 
in which most learning took place 
was in groups. The vast majority of 
teaching and training took place in 
groups of varying sizes both indoor 
and outdoor. A further mechanism 
that was routinely used was to pun-
ish mistakes and only rarely reward 
good effort. The combination of 
group learning and punishment of 
mistakes was that, in fact, most peo-
ple learned from others’ mistakes. A 
typical example would be someone 
“getting in trouble” in front of every-
one else because of inappropriate be-
havior, a wrong answer, or forgetful-
ness. Everyone would bear witness, 
and everyone would learn from that 
other person’s mistake. An interest-

having experienced 
the intensity of  
the basic training 
course, i have learned 
some lessons that 
could possibly  
apply in the context  
of training users.
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ing consequence of this dynamic was 
that pretty soon all trainees started to 
check with each other, ask each other 
questions, and ask for help to avoid 
getting themselves in trouble. This 
reinforced learning and teaching be-
tween trainees, and strengthened the 
appropriation of “best” or “safe” prac-
tices without the direct intervention 
of instructors. Finally, a small portion 
of learning took place individually, 
but this was limited to reading hand-
books and manuals that contained 
mostly theoretical information.

Having experienced the intensity of 
the basic training course, and currently 
serving in the Hellenic Air Force, I have 
learned some lessons that could possi-
bly apply in the context of training users. 
While hopefully these lessons can lead 
to some hypotheses generation regard-
ing the effectiveness and efficiency of 
user training, at the very least I expect 
these experiences can offer construc-
tive input in forming and shaping user 
training strategies, courses, and material.

Make no assumptions about the us-
ers out there. One important detail to 
always keep in mind is that the people 
“out there” are extremely diverse, and 
come from a variety of backgrounds. 
Personally, this insight has challenged 
my assumption about user samples 
and the extent to which “common 
sense” exists. In trying to extrapolate 
the effectiveness of training material 
from a short pilot study, it helps to 
keep in mind there may be users out 
there who are nothing like the sample 
you have collected. It would then be 
helpful to reflect on whether those po-
tential users are still of interest to you, 
or if they are beyond your target group. 
For instance, illiterate users may most 

likely be outside the target demo-
graphics of Facebook, but how about 
unemployed or homeless users? Per-
haps it would be helpful to note that 
the practice of making no assump-
tions about trainees was something 
our trainers routinely did at military 
camp, usually with the effect of be-
coming extremely frustrating to most 
of the group. However, this practice 
helped ensure a minimum common 
denominator of knowledge and skills 
across all trainees.

Learn from others’ mistakes. In my 
experience, this was one of the most 
powerful mechanisms by which train-
ees at the military camp learned. At 
the same time, this is a mechanism 
that is rather straightforward to apply 
to user training: let them learn from 
other people’s mistakes. For instance, 
to teach a new user the concept of 
“Saving” a working document, one 
approach may be to explain to them 
the mechanism and how it works. An-
other approach, however, would be 
to show them how other users have 
made mistakes, and what was the con-
sequence of those mistakes. Similar-
ly, teaching someone the difference 
between “Carbon Copy” and “Blind 
Carbon Copy” in email clients may be 
effectively done by explaining how not 
to do it, what kinds of mistakes people 
have made, and what the consequenc-
es were. I would even go as far as to 
suggest that in addition to the crash 
reports many applications submit on 
behalf of users, applications could 
also generate and submit “failure” re-
ports, whereby the sequence of steps 
the user took (albeit intentionally or 
not) and the unwanted outcomes are 

recorded, transmitted, and repro-
duced for the perusal of other users 
and the community at large.

Help users to help each other. Pro-
viding an environment, such as a fo-
rum or community newsletter, where 
users can get together to exchange 
ideas and solve problems is not a nov-
el idea, but my experience at training 
camp was subtly distinct from such 
mechanisms. What set it apart was 
the fact that people with the same set 
of problems got together to help each 
other. Typically in online forums as 
well as face-to-face situations, a nov-
ice user expects to receive help and 
guidance from an experienced user. 
My argument is that it may also be 
helpful to motivate newbies to learn 
from each other while they are getting 
acquainted with the system or appli-
cation they are using. Since an online 
forum for newbies would not be in-
teractive enough, one suggestion is to 
attempt to develop the equivalent of 
remote assistance, whereby the peo-
ple offering assistance are also new-
bies. For instance, when a new person 
signs up to Facebook, provide the 
mechanisms so the new person can 
be teamed up with other novice users, 
so that together they can interact and 
learn from each other in exploring the 
system and its capabilities.

conclusion
It can be argued that the differences 
between military training and train-
ing users of computer systems rep-
resent two completely different con-
texts, with different requirements 
and parameters. While that may be 
the case, I still feel that given the di-
versity of the group of trainees, mili-
tary training techniques were quite ef-
fective in a very short period of time. 
The totality of trainees made incred-
ible progress and managed to acquire 
a variety of skills, both individually 
and in groups. This unique experi-
ence has made me rethink the effec-
tiveness of training computer users, 
and to hypothesize that some teach-
ing techniques from the battlefield 
may be useful on the desktop. 

Vassilis Kostakos (vassilis@ee.oulu.fi) is a professor of 
computer engineering in ubiquitous computing in  
the department of computer science and engineering  
at the university of oulu, Finland.

Copyright held by author.

Given the diversity  
of the group of 
trainees, military 
training techniques 
were quite effective  
in a very short  
period of time.

The practice 
of making no 
assumptions about  
trainees was 
something our 
trainers routinely did 
at military camp.

mailto:vassilis@ee.oulu.fi


36    coMMunicaTions of The acM    |   mArCh 2012  |   vol.  55  |   No.  3

s
o

u
r

C
e

: 
h

a
n

e
y

 a
n

D
 s

C
o

t
t

.3

C
on si D e r  Th e QUesTion  of 
water needs associated with 
the vegetation appearing in 
the accompanying figure: 
what do you think is the cor-

rect answer? Most readers are likely to 
answer “C.” However, findings from a 
study conducted by Haney and Scott3 
reported there were people that chose 
B. Why? When they were asked to justi-
fy their supposedly wrong answer they 
explained that, as the cabbage is not 
in the pot, it means it has been picked 
and therefore does not need water any-
more. What an example of disarming 
reasoning! In this case, answering B 
was categorized as incorrect because 
the test writer, who assigned the cor-
rect answer to C, did not predict it. 

In computer science there are many 
cases of unexpected use of systems 
that were unpredictable for their de-
signers. An example is how some us-
ers build up large databases in spread-
sheet programs because they find 
them easier to use than regular data-
base programs. The lesson learned 
from these examples is that people 
think and express in ways that cannot 
always be predicted by designers, in 
ways that are not necessarily wrong. 
This assumption is not often consid-
ered when designing interactive sys-
tems and the history of interaction be-
tween humans and computers is full 
of examples of users’ adaptation to de-
signer’s choices. The development of 
new, gestural interfaces (for example, 
touch-based devices like smartphones 
or tablets) seems to follow this pattern.

We are accustomed to interact 
in an environment that inhibits our 
innate interactive capabilities. In 
Nicholas Negroponte’s words, our 
connection to computers is “sensory 
deprived and physically limited.” The 
mouse is the clearest example: a de-
vice that only provides two degrees 
of freedom (DOF), versus the 23DOF 
of our fingers. The mouse rules the 
desktop computing world and con-
tinues to be popular in home and of-
fice settings. We have to be grateful 
for Engelbart’s invention, which was 
a breakthrough in computer history 
and promoted a new way for users to 
interact with computers via a graphi-
cal interface. The mouse is a great in-
put device but surely it is not the most 
natural one. A user must learn how to 

work with it and, despite it being sim-
ple for insiders to use, there are many 
people who feel disoriented by their 
first encounter with a mouse.

Gestural interfaces
With gestural interfaces, we strive for 
natural interaction. Today the word 
natural, as in “natural user interfaces” 
(NUI), is mainly used to highlight the 
contrast with classical computer in-
terfaces that employ artificial control 
devices whose operation has to be 
learned. Nevertheless, current gestur-
al interfaces are based on a set of com-
mand gestures that must be learned. 
We believe that, by means of a natural 
interface, people should be able to in-
teract with technology by employing 
the same gestures they employ to in-

Which plant needs the least amount of water? 
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ture/action mappings is required. Nev-
ertheless, current interactive gestural 
languages are defined in a laboratory 
setting and so, even if they can be ad-
opted in preliminary investigation, 
they do not accurately define users’ be-
havior. This situation is similar to the 
one that emerged in the past when we 
shifted from command lines to graphi-
cal user interfaces. The main factor 
driving this paradigm shift was, in fact, 
a human factor on fostering recogni-
tion rather than recall. For most peo-
ple, it is easier to recognize an icon and 
associate it with an action on an inter-
face than it is to recall a command be-
longing to a specific language that had 
to be learned. Of course, this is made 
possible by the display interface, just 
as touchscreens open new possibilities 
for human-computer interaction.

The definition of an affordance lan-
guage (in terms of visible hints) repre-
sents a possible solution to this prob-
lem, especially for interactive tables 
used in public spaces, where users 
ought to learn rapidly how to interact 
with the system. Another possibility is 
to investigate the participation of non-
technical users in the design of ges-
tural languages.5 By actively involving 
end users in the definition of gesture 
sets (participatory design), we can aim 
at selecting gestures with the higher 
consensus. Nevertheless, we should 
take into account that gestures (as 
signs) are something alive that change 
depending on cultural and human as-
pects, time, and context. Therefore 
we envision a further step to address 
natural interaction, which is users’ 
personalization. New devices able to 
recognize the user can provide gesture 
personalization mechanisms based on 
user’s preferences. A broader level of 
personalization can take into account 
communities more than single users. 
For example, a gestural interface de-
signed in a certain cultural context can 
evolve to address the diversity and cul-
tural background belonging to differ-
ent communities of users. 

New gestural interfaces could also 
analyze and automatically employ us-
ers’ unconscious movements during 
interaction. Unconscious movements 
can be considered the most natural 
ones, as they represent the honest sig-
naling that happens without us think-
ing about it. For example, moving our 

of the users—actually they inhibit the 
way users naturally interact, because 
they force them to adopt a static and 
already defined set of command ges-
tures. In their pioneering work with 
the Charade system, Baudel and Beau-
douin-Lafon1 partially faced this quan-
dary. They avowed that problems with 
gestural interfaces arose because users 
must know the set of gestures allowed 
by the system. For this reason they rec-
ommended that “gestural commands 
should be simple, natural, and consis-
tent.” However, this does not represent 
a real solution to the problem, as users 
were not free to interact naturally but 
once again they were forced to learn an 
artificial gesture vocabulary. Further-
more, in real scenarios the appropriate 
gesture depends also on the context, 
domain, cultural background, and 
even ethics and human values.2

interpreting Gestures
From our everyday life we know the 
same meaning can be expressed by dif-
ferent gestures: for example, a hand-
shake is a universal sign of friendli-
ness, but only if our universe is limited 
to the occidental world. In India, the 
common way to greet someone is by 
pressing your hands together, palms 
touching and fingers pointed upward, 
in front of the chest (the Añjali mudra). 
Vice versa, the same gesture can have a 
different meaning depending on cul-
tural context: the thumbs-up sign in 
America and most Western countries 
means something is OK, or that you ap-
prove. This sign is interpreted as rude 
in many Asian and Islamic countries.

The intended goal of gestural inter-
faces is to provide users with an intui-
tive way to interact so that, ideally, no 
learning or training for specific ges-

teract with objects in everyday life, as 
evolution and education taught us. Be-
cause we have all developed in differ-
ent environments, individual gestures 
may vary.

The main point we have to face 
when designing for gestural interfaces: 
Are these interfaces natural only in 
the sense they offer a higher degree of 
freedom and expression power, when 
compared with a mouse-and-keyboard 
interface? Or, are we really aiming at 
empowering users with a means to 
communicate with computer systems 
so they feel more familiar with them? 
Recently, Don Norman claimed that 
“natural user interfaces are not natu-
ral,”4 assuming they do not follow basic 
rules of interaction design. We also be-
lieve they cannot be, currently, called 
natural. Conversely, our criticism lies 
on reflections on cultural aspects. 

Users should not have to learn an 
artificial gestural language created 
by designers and that depends on the 
device or even on the application. In 
this context, each company defined its 
guidelines for gestural interfaces, in 
an attempt to stand out as a de facto 
standard. Imposing a standard, espe-
cially when it is about cultural topics 
(such as gestures), can easily fail due 
to natural differences among human 
beings: for example, think about the 
Esperanto language, which failed to be 
widely adopted because of its artificial-
ity. Technology is an interesting aspect 
to consider because, even if a gesture 
is not the most natural one, it can be-
come natural due to the widespread use 
of technology adopting it. But, again, 
when it comes to cultural issues this 
can be quite difficult, as in the case of 
the English language, which is imposed 
as the de facto standard. Nevertheless, 
non-native speakers will always encoun-
ter difficulties in being proficient.

Consider the tabletop multi-touch 
environment in which moving the first 
finger of each hand away from each 
other is mapped into the “zoom” ac-
tion. Is this natural or just an arbitrary 
gesture, easy to recognize and learn? 
Have you ever seen a person make 
that gesture while speaking with an-
other person? While we interact with 
new technologies in a similar way we 
interact with the real environment, 
new natural interaction systems do 
not take into account the spontaneity 
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face closer to a book for magnifying 
the text can be considered an uncon-
scious action for zooming, which is 
more natural than any hand gesture. 
Clearly, considering diversity at the lev-
els of both cultural and unconscious 
gestures raises many new challenges. 
For instance, performing experimen-
tal evaluations for validating gestures 
in multicultural and multidisciplinary 
environments instead of classic con-
trolled experiments in laboratory set-
tings. Another challenge can consist of 
augmenting the surrounding environ-
ments, not only for recognizing ges-
tures but also facial expressions and 
body movements (for example, by uti-
lizing Microsoft Kinect).

conclusion
In our opinion, the road to natural in-
terfaces is still long and we are now wit-
nessing an artificial naturality. These 
interfaces are natural, in the sense they 
employ hand gestures, but they are 
also artificial, because the system de-
signer imposes the set of gestures. The 
main aim of natural interfaces should 
be to break down the technology-driv-
en approach to interaction and provide 

users with gestures they are more used 
to, taking into account their habits, 
backgrounds, and cultural aspects. 
Perhaps the goal is unobtainable—as 
we use technology in our everyday life 
this becomes as “natural” as using the 
hand to scratch an itch. 
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M osT C o M M u n I C AT I o n s  reAD ers  might think of 
“program verification research” as mostly theoretical 
with little impact on the world at large. Think again.  
If you are reading these lines on a PC running some 
form of Windows (like over 93% of PC users—that is, 
more than one billion people), then you have been 
affected by this line of work—without knowing it, 
which is precisely the way we want it to be.

Every second Tuesday of every month, also known 
as “Patch Tuesday,” Microsoft releases a list of 
security bulletins and associated security patches to 
be deployed on hundreds of millions of machines 
worldwide. Each security bulletin costs Microsoft 

and its users millions of dollars. If a 
monthly security update costs you 
$0.001 (one tenth of one cent) in just 
electricity or loss of productivity, then 
this number multiplied by one bil-
lion people is $1 million. Of course, if 
malware were spreading on your ma-
chine, possibly leaking some of your 
private data, then that might cost you 
much more than $0.001. This is why 
we strongly encourage you to apply 
those pesky security updates. 

Many security vulnerabilities are a 
result of programming errors in code 
for parsing files and packets that are 
transmitted over the Internet. For ex-
ample, Microsoft Windows includes 
parsers for hundreds of file formats. 

If you are reading this article on a 
computer, then the picture shown in 
Figure 1 is displayed on your screen 
after a jpg parser (typically part of 
your operating system) has read the 
image data, decoded it, created new 
data structures with the decoded data, 
and passed those to the graphics card 
in your computer. If the code imple-
menting that jpg parser contains a 
bug such as a buffer overflow that can 
be triggered by a corrupted jpg image, 
then the execution of this jpg parser 
on your computer could potentially be 
hijacked to execute some other code, 
possibly malicious and hidden in the 
jpg data itself. 

This is just one example of a pos-
sible security vulnerability and at-
tack scenario. The security bugs dis-
cussed throughout the rest of this 
article are mostly buffer overflows. 

hunting for “Million-Dollar” Bugs 
Today, hackers find security vulnera-
bilities in software products using two 
primary methods. The first is code in-
spection of binaries (with a good dis-
assembler, binary code is like source 
code). 

The second is blackbox fuzzing, 
a form of blackbox random testing, 
which randomly mutates well-formed 
program inputs and then tests the 
program with those modified inputs,3 
hoping to trigger a bug such as a buf-
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fer overflow. In some cases, grammars 
are used to generate the well-formed 
inputs. This also allows encoding 
application-specific knowledge and 
test-generation heuristics. 

Blackbox fuzzing is a simple yet 
effective technique for finding se-
curity vulnerabilities in software. 
Thousands of security bugs have 
been found this way. At Microsoft, 
fuzzing is mandatory for every un-
trusted interface of every product, as 
prescribed in the Security Develop-
ment Lifecycle,7 which documents 
recommendations on how to devel-
op secure software. 

Although blackbox fuzzing can be 
remarkably effective, its limitations 
are well known. For example, the 

then branch of the conditional state-
ment in 

int foo(int x) { // x is an input
   int y = x + 3;
   if (y == 13) abort(); // error
   return 0; 
}

has only 1 in 232 chances of being ex-
ercised if the input variable x has a 
randomly chosen 32-bit value. This in-
tuitively explains why blackbox fuzzing 
usually provides low code coverage and 
can miss security bugs. 

introducing Whitebox fuzzing 
A few years ago, we started develop-
ing an alternative to blackbox fuzzing, 

called whitebox fuzzing.5 It builds upon 
recent advances in systematic dynamic 
test generation4 and extends its scope 
from unit testing to whole-program 
security testing. 

Starting with a well-formed input, 
whitebox fuzzing consists of symboli-
cally executing the program under test  
dynamically, gathering constraints on 
inputs from conditional branches en-
countered along the execution. The 
collected constraints are then sys-
tematically negated and solved with a 
constraint solver, whose solutions are 
mapped to new inputs that exercise 
different program execution paths. 
This process is repeated using novel 
search techniques that attempt to sweep 
through all (in practice, many) feasible 

figure 1. a sample jpg image. 
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execution paths of the program while 
checking simultaneously many prop-
erties using a runtime checker (such as 
Purify, Valgrind, or AppVerifier). 

For example, symbolic execution of 
the previous program fragment with 
an initial value 0 for the input vari-
able x takes the else branch of the 
conditional statement and generates 
the path constraint x+3 ≠ 13. Once 
this constraint is negated and solved, 
it yields x = 10, providing a new input 
that causes the program to follow the 
then branch of the conditional state-
ment. This allows us to exercise and 
test additional code for security bugs, 
even without specific knowledge of 
the input format. Furthermore, this 
approach automatically discovers and 
tests “corner cases” where program-
mers may fail to allocate memory or 
manipulate buffers properly, leading 
to security vulnerabilities. 

In theory, systematic dynamic test 
generation can lead to full program 
path coverage, that is, program verifica-
tion. In practice, however, the search 
is typically incomplete both because 
the number of execution paths in the 
program under test is huge, and be-
cause symbolic execution, constraint 
generation, and constraint solving can 
be imprecise due to complex program 
statements (pointer manipulations 
and floating-point operations, among 
others), calls to external operating-
system and library functions, and large 
numbers of constraints that cannot 
all be solved perfectly in a reasonable 
amount of time. Therefore, we are 
forced to explore practical trade-offs. 

saGe 
Whitebox fuzzing was first imple-
mented in  the tool SAGE, short for 
Scalable Automated Guided Execu-
tion.5 Because SAGE targets large ap-
plications where a single execution 
may contain hundreds of millions 
of instructions, symbolic execution 
is its slowest component. Therefore, 
SAGE implements a novel directed-
search algorithm—dubbed genera-
tional search—that maximizes the 
number of new input tests generated 
from each symbolic execution. Given 
a path constraint, all the constraints 
in that path are systematically negat-
ed one by one, placed in a conjunc-
tion with the prefix of the path con-

straint leading to it, and attempted 
to be solved by a constraint solver. 
This way, a single symbolic execution 
can generate thousands of new tests. 
(In contrast, a standard depth-first 
or breadth-first search would negate 
only the last or first constraint in each 
path constraint and generate at most 
one new test per symbolic execution.) 

The program shown in Figure 2 
takes four bytes as input and con-
tains an error when the value of 
the variable cnt is greater than or 
equal to four. Starting with some 
initial input good, SAGE runs this 
program while performing a sym-
bolic execution dynamically. Since 
the program path taken during this 
first run is formed by all the else 
branches in the program, the path 
constraint for this initial run is the 
conjunction of constraints i0 ≠ b,  
i1 ≠ a, i2 ≠ d and i3 ≠ !. Each of these 
constraints is negated one by one, 
placed in a conjunction with the 
prefix of the path constraint lead-
ing to it, and then solved with a con-
straint solver. In this case, all four 
constraints are solvable, leading to 
four new test inputs. Figure 2 also 
shows the set of all feasible program 
paths for the function top. The left-
most path represents the initial run 
of the program and is labeled 0 for 
Generation 0. Four Generation 1 in-
puts are obtained by systematically 
negating and solving each constraint 
in the Generation 0 path constraint. 
By repeating this process, all paths 
are eventually enumerated for this 
example. In practice, the search is 
typically incomplete. 

SAGE was the first tool to perform 
dynamic symbolic execution at the 
x86 binary level. It is implemented on 
top of the trace replay infrastructure 
TruScan,8 which consumes trace files 
generated by the iDNA framework1 
and virtually re-executes the recorded 
runs. TruScan offers several features 
that substantially simplify symbolic 
execution, including instruction de-
coding, providing an interface to pro-
gram symbol information, monitor-
ing various input/output system calls, 
keeping track of heap and stack frame 
allocations, and tracking the flow of 
data through the program structures. 
Thanks to offline tracing, constraint 
generation in SAGE is completely de-

saGe has had  
a remarkable 
impact at Microsoft. 
it combines and 
extends program 
analysis, testing, 
verification, 
model checking, 
and automated 
theorem-proving 
techniques 
that have been 
developed over 
many years. 
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terministic because it works with an 
execution trace that captures the out-
come of all nondeterministic events 
encountered during the recorded run. 
Working at the x86 binary level allows 
SAGE to be used on any program re-
gardless of its source language or build 
process. It also ensures that “what you 
fuzz is what you ship,” as compilers can 
perform source-code changes that may 
affect security. 

SAGE uses several optimizations 
that are crucial for dealing with huge 
execution traces. For example, a sin-
gle symbolic execution of Excel with 
45,000 input bytes executes nearly one 
billion x86 instructions. To scale to 
such execution traces, SAGE uses sev-
eral techniques to improve the speed 
and memory usage of constraint gen-
eration: symbolic-expression caching 
ensures that structurally equivalent 
symbolic terms are mapped to the 
same physical object; unrelated con-
straint elimination reduces the size of 
constraint solver queries by remov-
ing the constraints that do not share 
symbolic variables with the negated 
constraint; local constraint caching 
skips a constraint if it has already 
been added to the path constraint; 
flip count limit establishes the maxi-
mum number of times a constraint 
generated from a particular program 
branch can be flipped; using a cheap 
syntactic check, constraint subsump-
tion eliminates constraints logically 
implied by other constraints injected 
at the same program branch (mostly 
likely resulting from successive itera-
tions of an input-dependent loop). 

saGe architecture 
The high-level architecture of SAGE 
is depicted in Figure 3. Given one (or 
more) initial input Input0, SAGE 
starts by running the program under 
test with AppVerifier to see if this initial 
input triggers a bug. If not, SAGE then 
collects the list of unique program in-
structions executed during this run. 
Next, SAGE symbolically executes the 
program with that input and generates 
a path constraint, characterizing the 
current program execution with a con-
junction of input constraints. 

Then, implementing a generation-
al search, all the constraints in that 
path constraint are negated one by 
one, placed in a conjunction with the 
prefix of the path constraint leading 
to it, and attempted to be solved by a 

constraint solver (we currently use the 
Z3 SMT solver2). All satisfiable con-
straints are mapped to N new inputs, 
that are tested and ranked according 
to incremental instruction coverage. 
For example, if executing the program 
with new Input1 discovers 100 new 
instructions, then Input1 gets a score 
of 100, and so on. Next, the new input 
with the highest score is selected to 
go through the (expensive) symbolic 
execution task, and the cycle is repeat-
ed, possibly forever. Note that all the 
SAGE tasks can be executed in parallel 
on a multicore machine or even on a 
set of machines. 

Building a system such as SAGE 
poses many other challenges: how to 
recover from imprecision in symbolic 
execution, how to check many proper-

figure 2. example of program (left) and its search space (right) with the value of cnt at the end of each run.

void top(char input[4]) {
int cnt=0; 
if (input[0] == ’b’) cnt++; 
if (input[1] == ’a’) cnt++; 
if (input[2] == ’d’) cnt++; 
if (input[3] == ’!’) cnt++; 
if (cnt >= 4) abort(); // error } 

good goo! godd god!gaod gao! gadd gad! bood boo! bodd bod! baod bao! badd bad!
0 1 1 2 2 2 3 1 2 2 23 3 3 41

figure 3. architecture of saGe.
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ties together efficiently, how to lever-
age grammars (when available) for 
complex input formats, how to deal 
with path explosion, how to reason pre-
cisely about pointers, how to deal with 
floating-point instructions and input-
dependent loops. Space constraints 
prevent us from discussing these chal-
lenges here, but the authors’ Web pag-
es provide access to other papers ad-
dressing these issues. 

an example 
On April 3, 2007, Microsoft released 
an out-of-band critical security patch 
(MS07-017) for code that parses ANI-
format animated cursors. The vulner-
ability was originally reported to Micro-
soft in December 2006 by Alex Sotirov 
of Determina Security Research, then 
made public after exploit code ap-
peared in the wild.9 It was only the 
third such out-of-band patch released 
by Microsoft since January 2006, indi-
cating the seriousness of the bug. The 
Microsoft SDL Policy Weblog stated 
that extensive blackbox fuzzing of this 
code failed to uncover the bug and that 
existing static-analysis tools were not 
capable of finding the bug without ex-
cessive false positives.6 

SAGE, in contrast, synthesized 
a new input file exhibiting the bug 
within hours of starting from a well-
formed ANI file, despite having no 
knowledge of the ANI format. A seed 
file was picked arbitrarily from a li-
brary of well-formed ANI files, and 
SAGE was run on a small test pro-
gram that called user32.dll to parse 
ANI files. The initial run generated a 
path constraint with 341 branch con-
straints after executing 1,279,939 to-
tal x86 instructions over 10,072 sym-
bolic input bytes. SAGE then created 
a crashing ANI file after 7 hours 36 
minutes and 7,706 test cases, using 
one core of a 2GHz AMD Opteron 270 
dual-core processor running 32-bit 
Windows Vista with 4GB of RAM. 

impact of saGe 
Since 2007, SAGE has discovered many 
security-related bugs in many large Mi-
crosoft applications, including image 
processors, media players, file decod-
ers, and document parsers. Notably, 
SAGE found approximately one-third 
of all the bugs discovered by file fuzzing 
during the development of Microsoft’s 

Windows 7. Because SAGE is typically 
run last, those bugs were missed by ev-
erything else, including static program 
analysis and blackbox fuzzing. 

Finding all these bugs has saved 
Microsoft millions of dollars as well as 
saved world time and energy, by avoid-
ing expensive security patches to more 
than one billion PCs. The software 
running on your PC has been affected 
by SAGE. 

Since 2008, SAGE has been run-
ning 24/7 on approximately 100-plus 
machines/cores automatically fuzzing 
hundreds of applications in Microsoft 
security testing labs. This is more than 
300 machine-years and the largest com-
putational usage ever for any Satisfiabil-
ity Modulo Theories (SMT) solver, with 
more than  one billion constraints pro-
cessed to date. 

SAGE is so effective at finding bugs 
that, for the first time, we faced “bug 
triage” issues with dynamic test gen-
eration. We believe this effectiveness 
comes from being able to fuzz large 
applications (not just small units as 
previously done with dynamic test 
generation), which in turn allows us 
to find bugs resulting from problems 
across multiple components. SAGE is 
also easy to deploy, thanks to x86 bi-
nary analysis, and it is fully automat-
ic. SAGE is now used daily in various 
groups at Microsoft. 

conclusion 
SAGE has had a remarkable impact at 
Microsoft. It combines and extends 
program analysis, testing, verification, 
model checking, and automated theo-
rem-proving techniques that have been 
developed over many years. 

Which is best in practice—blackbox 
or whitebox fuzzing? Both offer differ-
ent cost/precision trade-offs. Blackbox 
is simple, lightweight, easy, and fast but 
can yield limited code coverage. White-
box is smarter but more complex. 

Which approach is more effective at 
finding bugs? It depends. If an applica-
tion has never been fuzzed, any form 
of fuzzing is likely to find bugs, and 
simple blackbox fuzzing is a good start. 
Once the low-hanging bugs are gone, 
however, fuzzing for the next bugs has 
to become smarter. Then it is time to 
use whitebox fuzzing and/or user-pro-
vided guidance, for example, using an 
input grammar. 

The bottom line? In practice, use 
both. We do at Microsoft. 
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ToDAY 10-gigABiT inTerFAces are used increasingly in 
datacenters and servers. On these links, packets flow 
as fast as one every 67.2 nanoseconds, yet modern 
operating systems can take 10−20 times longer 
just to move one packet between the wire and the 
application. We can do much better, not with more 

powerful hardware but by revising ar-
chitectural decisions made long ago 
regarding the design of device drivers 
and network stacks.

The netmap framework is a promis-
ing step in this direction. Thanks to a 
careful design and the engineering of 
a new packet I/O API, netmap elimi-
nates much unnecessary overhead and 
moves traffic up to 40 times faster than 
existing operating systems. Most im-
portantly, netmap is largely compati-
ble with existing applications, so it can 

be incrementally deployed.
In current mainstream operating 

systems (Windows, Linux, BSD and 
its derivatives), the architecture of the 
networking code and device drivers is 
heavily influenced by design decisions 
made almost 30 years ago. At the time, 
memory was a scarce resource; links 
operated at low (by today’s standards) 
speeds; parallel processing was an ad-
vanced research topic; and the ability 
to work at line rate in all possible con-
ditions was compromised by hardware 
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framework 
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limitations in the NIC (network inter-
face controller) even before the soft-
ware was involved.

In such an environment, designers 
adopted a trade-off between conve-
nience of use, performance, and lean 
memory usage. Packets are repre-
sented by descriptors (named mbuf,5 
skbuf,9 or NDISbuffer, depending 
on the operating system) linked to 
chains of fixed-size buffers. Mbufs 
and buffers are dynamically allocated 
from a common pool, as their life-
time exceeds the scope of individual 
functions. Buffers are also reference-
counted, so they can be shared by mul-
tiple consumers. Ultimately, this rep-
resentation of packets implements a 
message-passing interface among all 
layers of the network stack.

Mbufs contain metadata (packet 
size, flags, references to interfaces, 
sockets, credentials, and packet buf-
fers), while the buffers contain the 
packet’s payload. The use of fixed-size 
buffers simplifies memory allocators, 
even though it requires chaining when 
data exceeds the size of a single buffer. 
Allowing buffers to be shared can save 
some data copying (hence, time and 
space) in many common operations 
on the network stack. For example, 
when transmitting a TCP packet, the 
protocol stack must keep a copy of the 
packet in case the transmission gets 
lost, and sharing the buffer saves the 
copying cost.

The design of modern NICs is based 
on this data representation. They can 
send or receive packets split into mul-

tiple memory buffers, as implemented 
by the operating system. NICs use their 
own descriptors, much simpler than 
those used by the operating system, 
and typically arranged into a circular 
array, called a NIC ring (see Figure 1). 
The NIC ring is statically allocated, and 
its slots point to the buffers that are 
part of the mbuf chains.

Packet-handling costs
Network I/O has two main cost com-
ponents. The per-byte cost comes from 
data manipulation (copying, check-
sum computation, encryption) and is 
proportional to the amount of traffic 
processed. The per-packet cost comes 
from the manipulation of descriptors 
(allocation and destruction, metadata 
management) and the execution of sys-
tem calls, interrupts, and device-driver 
functions. Per-packet cost depends on 
how the data stream is split into pack-
ets: the larger the packet, the smaller 
the component.

To get the idea of the speed con-
straints, consider a 10Gbit/s Ethernet 
interface, which will be the point of 
reference throughout this article. The 
minimum packet size is 64 bytes or 512 
bits, surrounded by an additional 160 
bits of inter-packet gap and preambles. 
At 10Gbit/s, this translates into one 
packet every 67.2 nanoseconds, for a 
worst-case rate of 14.88Mpps (million 
packets per second). At the maximum 
Ethernet frame size (1,518 bytes plus 
framing), the transmission time be-
comes 1.23 microseconds, for a frame 
rate of about 812Kpps. This is about 

20 times lower than the peak rate, but 
still quite challenging, and it is a regi-
men that must be sustained if TCP is to 
saturate a 10Gbit/s link.

The split of the packet-processing 
time in a typical operating system is 
useful information to have in order to 
understand how to improve it. Consid-
er the following two situations.

Applications using User Datagram 
Protocol (UDP) or raw sockets normally 
issue one system call per packet. This 
results in the allocation of an mbuf 
chain, which is initialized with meta-
data and a copy of the user-supplied 
payload. Then the NIC is programmed 
to transmit the packet, and eventually 
the mbuf chain is reclaimed. A similar 
course of action occurs on reception. 
Out of the total processing time, about 
50% goes on the system call: 30% for 
mbuf allocation and reclaiming, and 
the remaining part equally split be-
tween memory copy and programming 
the hardware. A graphical representa-
tion of the split is shown here:

TCP senders and receivers are in a 
slightly different situation: system calls 
can move large segments from/to the 
kernel, and segmentation occurs with-
in the kernel. In this case, the impact 
of system calls on individual packets is 
reduced; on the other hand, the in-ker-
nel processing is more expensive, also 
because of the need to handle acknowl-
edgments flowing in the reverse direc-
tion. This results in a different split of 
work, shown graphically as:

The overall packet-processing capacity 
is similar in both cases, however: a state-
of-the-art system can process approxi-
mately 1Mpps per core. This is much 
less than the peak speed of a 10Gbit/s 
link and barely sufficient to saturate the 
link with 1,500-byte packets.

Why is mbuf handling so time con-
suming? In the uniprocessor systems 
on the scene 30 years ago, memory al-
locators and reference counting were 
relatively inexpensive, especially in the 
presence of fixed-size objects. These 
days things are different: in the pres-
ence of multiple cores, allocations 
contend for global locks, and reference 

figure 1. Mbufs and nic rings in conventional operating systems.
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Thanks to a careful 
design and the 
engineering of a 
new packet i/o aPi, 
netmap eliminates 
much unnecessary 
overhead and 
moves traffic up  
to 40 times faster 
than existing 
operating systems.

counts operate on shared memory vari-
ables; both operations may easily result 
in uncached DRAM accesses, which 
take up to 50−100 nanoseconds.4

Dealing with Latency
Processing costs are only one part of 
the equation when trying to saturate 
high-speed links. Latency also has a se-
vere impact on performance. Sensitiv-
ity to latency is not unique to 10Gbit/s 
networking, but the phenomenon be-
comes particularly significant when 
the link speed ceases to be the bottle-
neck in the system.

High memory read latencies—the 
tens of nanoseconds mentioned ear-
lier—often occur when reading from 
the NIC’s registers or NIC rings. These 
memory areas are updated by the 
NIC, thus invalidating CPU caches. 
To avoid stalls (which would eat all of 
the available packet-processing time) 
and achieve the desired throughput, 
the packet-processing code must issue 
prefetch instructions well before data 
is actually needed. In turn, this might 
require significant code restructuring: 
instead of processing one packet at a 
time, the code should work on batches, 
with a first round of prefetches (to keep 
the CPU busy while waiting for reads 
to complete), followed by the actual 
packet processing.

Memory writes are less affected 
by latency because caches and write 
buffers can absorb many outstand-
ing write requests without blocking. 
On the other hand, application stalls 
waiting for writes to complete may oc-
cur at the transport-protocol level. It is 
well known that in any communication 
protocol, when the amount of data in 
transit (“window”) is limited by some 
maximum value W, the maximum 
throughput is min(B, W/RTT) where B 
is the bottleneck bandwidth and RTT 
is the round-trip time of the system. 
Even for a very optimistic 100-micro-
second RTT, it takes 1Mbit (125KB) of 
outstanding data to exploit the link’s 
capacity. If the communicating entities 
do not have enough data to send before 
waiting for a response, achieving full 
speed might be impossible or require 
significant restructuring of the appli-
cations themselves.

high-speed Transport Protocols
For paths with realistic RTT values 

(in the 10ms to 100ms range), win-
dow sizes become huge and put the 
entire system under pressure. Large 
windows interact poorly with conven-
tional TCP congestion-control algo-
rithms,1 which react very conservative-
ly to packet losses. An experimental 
RFC (request for comments) proposes 
a more aggressive window increase 
policy after a packet loss, thus reduc-
ing the time to reach full speed.2 A 
second-order effect of the use of large 
windows is the increase in memory 
footprint and cache usage, potentially 
overflowing the available cache space 
and slowing down data access. Finally, 
the data structures (linear lists) nor-
mally used to store packets introduce 
linear costs in the presence of packet 
losses or reordering.

Remember that protocols some-
times deal with not only protocol head-
ers, but also access to the payload of 
packets. For example, TCP checksum 
computation requires reading packet 
data (both on the transmit and receive 
side), and this consumes memory 
bandwidth and pollutes the cache. In 
some cases (for example, with locally 
generated data), this operation can be 
optimized by merging the checksum 
computation with the copy done to 
bring data into the kernel. The same 
is not possible for the receive path, 
because acknowledgments (which de-
pend on checksum verification) can-
not be delayed until the user-space 
process reads data. This explains why 
checksum computations are a natural 
candidate for hardware offloading.

Performance-enhancement 
Techniques
The efficiency of the packet I/O mech-
anisms. Enabling system calls to han-
dle multiple packets per call amor-
tizes their cost, which is a significant 
fraction of the total. Some high-per-
formance packet-capture APIs adopt 
this technique. Another common 
option is to use packets larger than 
the default 1,500 bytes used on most 
Ethernet interfaces. A large maximum 
transmission unit (MTU) reduces the 
per-packet costs; and in the case of 
TCP traffic, it also speeds up the win-
dow increase process after packet 
losses. A large MTU is effective, how-
ever, only if it is allowed on the entire 
path between source and destination; 
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netmap is a novel 
framework that 
employs some 
known techniques 
to reduce packet-
processing costs. 
its key feature is 
that it integrates 
smoothly with 
existing operating-
system internals 
and applications.

otherwise, the MTU is trimmed down 
by path MTU discovery; or even worse, 
the MTU mismatch may lead to IP-lev-
el fragmentation.

Outsourcing some tasks to the 
hardware is another popular option to 
increase throughput. Typical examples 
are IP and TCP checksum computation 
and virtual LAN (VLAN) tag addition/re-
moval. These tasks, which can be done 
in the NIC with only a modest amount 
of additional circuitry, may save some 
data accesses or copies. Two popular 
mechanisms, specifically in the con-
text of TCP, are TCP segmentation 
offload (TCO) and large receive offload 
LRO). TSO means the NIC can split a 
single large packet into multiple MTU-
size TCP segments (not IP fragments). 
The saving is that the protocol stack is 
traversed only once for the entire pack-
et, instead of once for each MTU bytes 
of data. LRO acts on the receive side, 
merging multiple incoming segments 
(for the same flow) into one that is then 
delivered to the network stack.

Modern NICs also support some 
forms of packet filtering and crypto ac-
celeration. These are more specialized 
features that find application in spe-
cific cases.

The usefulness of hardware acceler-
ation has been frequently debated over 
the years. At every jump in link speeds 
(usually by a factor of 10), systems find 
themselves unable to cope with line 
rates, and vendors add hardware ac-
celeration features to fill the gap. Then 
over time CPUs and memories become 
faster, and general-purpose processors 
may reach and even exceed the speed 
of hardware accelerators.

While there might be a point to hav-
ing hardware checksums (they cost 
almost nothing in the hardware and 
can save a significant amount of time), 
features such as TSO and LRO are rela-
tively inexpensive even when imple-
mented in software.

The almost ubiquitous availability 
of multiple CPU cores these days can be 
exploited to increase the throughput of 
a packet-processing system. Modern 
NICs support multiple transmit and 
receive queues, which different cores 
can use independently without need 
for coordination, at least in terms of ac-
cessing NIC registers and rings. Inter-
nally, the NIC schedules packets from 
the transmit queues into the output 

link and provides some form of demul-
tiplexing so that incoming traffic is de-
livered to the receive queues according 
to some useful key (such as MAC ad-
dresses or 5-tuples).

netmap
Returning to the initial goal of improv-
ing packet-processing performance, 
we are looking for a large factor: from 
1Mpps to 14.88Mpps and above, in or-
der to reach line rate. According to Am-
dhal’s Law, such large speedups can be 
achieved only by subsequently shaving 
off the largest cost factors in the task. 
In this respect, none of the techniques 
shown so far has the potential to solve 
the problem. Using large packets is not 
always an option; hardware offloading 
does not help system calls and mbuf 
management, and recourse to paral-
lelism is a brute-force approach to the 
problem and does not scale if other 
bottlenecks are not removed.

Netmap7 is a novel framework that 
employs some known techniques to 
reduce packet-processing costs. Its 
key feature, apart from performance, 
is that it integrates smoothly with ex-
isting operating-system internals and 
applications. This makes it possible to 
achieve great speedups with just a lim-
ited amount of new code, while build-
ing a robust and maintainable system.

Netmap defines an API that sup-
ports sending and receiving large num-
bers of packets with each system call, 
hence making system calls (the larg-
est cost component for the UDP) al-
most negligible. Mbuf handling costs 
(the next most important component) 
are completely removed because buf-
fers and descriptors are allocated only 
once, when a network device is initial-
ized. The sharing of buffers between 
kernel and user space in many cases 
saves memory copies and reduces 
cache pollution.

Data structures. Describing the 
netmap architecture is easier when 
looking at the data structures used to 
represent packets and support com-
munication between applications and 
the kernel. The framework is built 
around a shared memory region—ac-
cessible to the kernel and user-space 
applications—which contains buffers 
and descriptors for all packets man-
aged by an interface. Packet buffers 
have a fixed size, sufficient to store a 
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maximum-size packet. This implies no 
fragmentation and a fixed and simple 
packet format. Descriptors—one per 
buffer—are extremely compact (eight 
bytes each) and stored in a circular ar-
ray that maps one-to-one to the NIC 
ring. They are part of a data structure 
called netmap _ ring, which also 
contains some additional fields, in-
cluding the index (cur) of the first buf-
fer to send or receive, and the number 
(avail) of buffers available for trans-
mission or reception.

Netmap buffers and descriptors are 
allocated only once—when the inter-
face is brought up—and remain bound 
to the interface. Netmap has a simple 
rule to arbitrate access to the shared 
data structures: the netmap ring is al-
ways owned by the application except 
during the execution of a system call, 
when the application is blocked and 
the operating system is free to access 
the structure without conflicts. The 
buffers between cur and cur+avail 
follow the same rule: they belong to 
user space except during a system call. 
Remaining buffers, if any, are instead 
owned by the kernel.

User API. Using netmap is extreme-
ly simple and intuitive for program-
mers. First, an unbound file descriptor 
(akin to a socket) is created by calling 
open(“/dev/netmap”). The descrip-
tor is then bound to a given interface 
using an ioctl(), passing the inter-
face name as part of the argument. 
On return, the argument indicates the 
size of the shared memory area and the 
position of the netmap ring(s) in that 
area. A subsequent mmap() will make 
the shared memory area accessible to 
the process.

To send packets, an application 
fills up to avail buffers with packet 
data, sets the len field in the corre-
sponding slots in netmap _ ring, 
and advances the cur index by the 
number of packets to send. After this, 
a nonblocking ioctl(fd, NIOCTX-
SYNC) tells the kernel to transmit the 
new packets and reclaims buffers for 
completed transmissions. The receive 
side uses similar operations: a non-
blocking ioctl(fd, NIOCRXSYNC) 
updates the state of the netmap ring 
to what is known to the kernel. On 
return, cur indicates the first buffer 
with data, tells how many buffers are 
available, and data and metadata are 

available in the buffers and slots. The 
user process signals consumed pack-
ets by advancing cur, and at the next 
ioctl() the kernel makes these buf-
fers available for new receptions.

Let’s revisit the processing costs in a 
system using netmap. The system call 
is still there but now can be amortized 
over a large number of packets—pos-
sibly the entire ring—so its cost can 
become negligible. The next highest 
component, mbuf management, goes 
away completely because buffers and 
descriptors are now static. Data cop-
ies are equally removed, and the only 
remaining operation (implemented 
by the ioctl()s) is to update the NIC 
ring after validating the information 
in netmap _ ring and start transmis-

sion by writing to one of the NIC’s reg-
isters. With these simplifications, it is 
not surprising that netmap can achieve 
much higher transmit and receive rates 
than the standard API.

Many applications need blocking 
I/O calls. Netmap descriptors can be 
passed to a poll()/select() system 
call, which is unblocked when the ring 
has slots available. Using poll() on a 
netmap file descriptor has the same 
complexity as the ioctl()s shown be-
fore, and poll() has some additional 
optimizations to reduce the number 
of system calls necessary in a typical 
application. For example, poll() can 
push out any pending transmission 
even if POLLOUT is not part of the 
argument; and it can update a time-

figure 2. shared memory structures and nic rings.
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figure 3. code for a packet generator using netmap.

fds.fd = open(“/dev/netmap”, O_RDWR);
strcpy(nmr.nm_name, “ix0”);
ioctl(fds.fd, NIOCREG, &nmr);
p = mmap(0, nmr.memsize, fds.fd);
nifp = NETMAP_IF(p, nmr.offset);
fds.events = POLLOUT;
for (;;) {
    poll(fds, 1, -1);
    for (r = 0; r < nmr.num_queues; r++) {
        ring = NETMAP_TXRING(nifp, r);
        while (ring->avail-- > 0) {
            i = ring->cur;
            buf = NETMAP_BUF(ring, ring->slot[i].buf_index);
            ... store the payload into buf ...
            ring->slot[i].len =  ... // set packet length
            ring->cur = NETMAP_NEXT(ring, i);
        }
    }
}
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stamp in netmap _ ring, avoiding 
the extra gettimeofday() call that 
many applications issue right after a 
poll().

Support for multiple rings. Figure 
2 shows that an interface can have 
multiple netmap rings. This supports 
the multi-ring architecture of modern 
high-speed NICs. When binding a file 
descriptor to a NIC, applications have 
a choice of attaching all rings, or just 
one, to the file descriptor. With the 
first option, the same code can work 
for a single- or multiqueue NIC. With 
the second option, a high-performance 
system can be built using one process/
core per ring, thus exploiting the paral-
lelism available in the system.

A working example of a traffic gener-

ator that can handle a multi-ring NIC is 
shown in Figure 3. The device attach se-
quence follows the structure discussed 
so far. The code in charge of sending 
packets loops around a poll(), which 
returns when buffers are available. The 
code simply fills all available buffers 
in all rings, and the next poll() call 
will push out packets and return when 
more buffers are available.

Host stack access and zero-copy for-
warding. In netmap mode, the NIC is 
disconnected from the host stack and 
made directly accessible to applica-
tions. The operating system, however, 
still believes the NIC is present and 
available, so it will try to send and re-
ceive traffic from it. Netmap attaches 
two software netmap rings to the host 

stack, making it accessible using the 
netmap API. Packets generated by 
the host stack are extracted from the 
mbufs and stored in the slots of an in-
put ring, similar to those used for traf-
fic coming from the network. Packets 
destined to the host stack are queued 
by the netmap client into an output 
netmap ring, and from there encap-
sulated into mbufs and passed to the 
host stack as if they were coming from 
the corresponding netmap-enabled 
NIC. This approach provides an ideal 
solution for building traffic filters: a 
netmap client can bind one descriptor 
to the host rings and one to the device 
rings, and decide which traffic should 
be forwarded between the two.

Because of the way netmap buffers 
are implemented (all mapped in the 
same shared region), building true 
zero-copy forwarding applications is 
easy. An application just needs to swap 
buffer pointers between the receive 
and transmit rings, queueing one buf-
fer for transmission while replenish-
ing the receive ring with a fresh buffer. 
This works between the NIC rings and 
the host rings, as well as between dif-
ferent interfaces.

Performance and implementation
The netmap API mainly provides a 
shortcut for sending and receiving raw 
packets. A class of applications (fire-
walls, traffic analyzers and generators, 
bridges, and routers) can easily exploit 
the performance benefits by using the 
native API. This requires changes, al-
beit small, in applications, which is 
usually undesirable. It is trivial to build 
a libpcap-compatible API on top of 
netmap, however, and this means you 
can run a large set of unmodified appli-
cations on top of our new API.

The improvements of netmap are 
best seen on simple applications 
such as traffic generators or receivers. 
These applications spend the major-
ity of their time doing raw packet I/O. 
Figure 4 compares the performance of 
various traffic generators, using net-
map or standard APIs, with varying 
clock speeds and numbers of cores. 
The bottom curve shows that net-
send, a packet generator using the 
traditional socket API, can barely reach 
1Mpps at full clock with one core. Next 
on the performance graph is pktgen, 
a specialized Linux application that 

figure 4. Packet-generation speed using netmap vs. traditional aPis.

T
x 

R
at

e 
(M

p
p

s)

clock speed (Ghz)

16

14

12

10

8

6

4

2

0

0 0.5 1.0 1.5 2.0 2.5 3.0

4 cores
1 Core

pktgen
netsend

figure 5. Performance of various applications with and without netmap.
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our experience 
with netmap has 
shown that it is 
possible to achieve 
huge performance 
improvements in 
the way operating 
systems employ 
packet processing.

implements packet generation entirely 
within the kernel. Even in this case, the 
peak speed is about 4Mpps, way below 
the maximum rate achievable on the 
10Gbit/s interface.

The next two curves show the per-
formance of the netmap generator 
of Figure 3: not only can it reach line 
rate (14.88Mpps with minimum-
size frames), but also it does so even 
at one-third of the maximum clock 
speed. This is about 40 times faster 
than using the native API and 10 times 
faster than the in-kernel Linux tool. 
The top curve, using four cores, shows 
that the API scales reasonably well 
with multiple CPUs.

Figure 5 shows how various pack-
et-forwarding applications benefit 
from the use of netmap. The two ex-
tremes are native bridging (on Free-
BSD), reaching 0.69Mpps; and a cus-
tom application that implements the 
simplest possible packet forwarding 
across interfaces using the netmap 
API, reaching more than 10Mpps. As 
seen in the figure, the use of a libp-
cap emulation on top of netmap sac-
rifices only 25% of the performance in 
this case (and much less in more CPU-
intensive applications). Similar great 
speedups have been achieved8 with 
two popular forwarding applications. 
Open vSwitch6 gets a fourfold speed-
up even after being heavily optimized 
to remove some performance issues 
from the original implementation. 
Click3 is 10 times faster using netmap 
compared with the original version. 
In fact, Click with netmap is much 
faster than the in-kernel version that 
has been considered for many years to 
be one of the most efficient solutions 
for building software packet-process-
ing systems.

One of the key design goals of net-
map is to make it easy to integrate 
into an existing operating system—and 
equally easy to maintain and port to new 
(or closed-source, third-party) hard-
ware. Without these features, netmap 
would be just another research proto-
type with no hope of being used at large.

Netmap has been recently imported 
into FreeBSD distribution, and a Linux 
version is under development. The 
core consists of fewer than 2,000 lines 
of heavily documented C code, and it 
makes no changes to the internal data 
structures or software interfaces of the 

operating system. Netmap does require 
individual device-driver modifications, 
but these changes are small (about 500 
lines of code each, compared with the 
3,000 to 10,000 lines that make up a 
typical device driver) and partitioned 
so that only a small portion of the origi-
nal sources is modified.

conclusion
Our experience with netmap has shown 
that it is possible to achieve huge perfor-
mance improvements in the way operat-
ing systems employ packet processing. 
This result is possible without special 
hardware support or deep changes to ex-
isting software but, instead, by focusing 
on the bottlenecks in traditional packet-
processing architectures and by revising 
design decisions in a way that could min-
imize changes to the system. 
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When i  sTArTeD  in computing more than a quarter of 
a century ago, a kind elder colleague gave me a rule of 
thumb for estimating when I would have finished a 
task properly: make a guess, double the number, and 
then move to the next larger unit of time.

This rule scales tasks in a very interesting way: a 
one-minute task explodes by a factor of 120 to take two 
hours. A one-hour job explodes by “only” a factor 48 to 
take two days, while a one-day job grows by a factor of 
14 to take two weeks.

The sweet spot is a one-week task, which becomes 
only eight times longer, but then it gets worse again: 
a one-month job takes 24 times longer when it is 
finished two years from now.

There is little agreement about what unit of time 
should follow year. decade, lifetime, and century can 
all be defensibly argued, but the rule translates them 
all to forever in practice.

Intuitively, the rule makes sense, in that we tend to 
overlook details and implications for small tasks, and 

real life—in the shape of vacations, 
children, and random acts of manage-
ment—frustrates the completion of 
the big tasks. The usability problem is 
that it is a one-person rule that talks 
about duration and not about effort.

We do have another old rule to help 
us: in the very first figure in chapter 
one of The Mythical Man-Month, Fred-
erick P. Brooks, Jr. makes what I think 
is the most important point in his clas-
sic masterpiece. The figure illustrates 
that delivering “a programming prod-
uct” is three times more effort than just 
making “a program,” and that making 
“a programming system” is also three 
times the work of “a program,” but that 
delivering “a programming systems 
product” is nine times—almost a mag-
nitude—more work than just writing 
“a program.”

The terminology is a bit dated—not 
unexpected from a 1975 book, which 
is probably unread by many younger 
readers—so let me spend a moment 
translating it to modern terms.

A program is a program is a pro-
gram. We are talking about the code 
you write to do something. It will only 
ever have one user—you—and will 
probably never be run again, certainly 
not next month or next year. This pro-
gram is our yardstick for the following 
discussion.

To turn your program into a prod-
uct, you must make it possible for oth-
er people to use it without your pres-
ence or help. You need to document it, 
add error checking to input values, and 
make sure the algorithmic assump-
tions cover the intended use and warn 
the user when they don’t.

What Brooks calls “a programming 
system” is something we use to pro-
gram with—class libraries, program-
ming languages, debuggers, profilers, 
operating systems, and so on. Here the 
extra effort will be spent on generaliz-
ing the domain of applicability, han-
dling corner-cases sensibly, and gen-
erally implementing the Principle of 
Least Astonishment throughout.

If you want to make your class li-
brary or programming language usable 

The 
hyperdimensional 
Tar Pit
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for strangers, then you get to do all of 
the “productization,” which, as Brooks 
points out, does not add to but instead 
multiplies the necessary effort.

But Brooks was lucky.
Back in 1975, life was a lot simpler. 

Men (and they were mostly men at the 
time) were real programmers, comput-
ers stayed put where the forklift put 
them, “standards compliance” was 
about the width of your tapes (whether 
paper or magnetic), and “internation-
alization” was about how well your cus-
tomers wrote and (if you were unlucky) 
spoke English.

I worked in a company where the 
whiteboard read, “Internationalization 
er et problem vi har mostly styr på,” 
with the Danish and English words 
written in green and black, respective-
ly. A wry commentary on the difficulty 
of a problem so intractable is that we 
have even given up on its proper name 
(internationalization) and, instead, 
simply record the inordinate amount 
of letters therein: i18n.

To Brooks’s two Cartesian coordi-
nates we must add internationaliza-
tion as the third, and while we are at 
it, make the jump into hyperspace 
by adding a dimension for standards 
compliance as well. Complying with 
standards means that in addition to 
your own ideas and conceptual mod-
els of the subject matter, you must 
be able to cope with whatever con-
ceptual models were imagined by the 
people who wrote the standard, while 
having something entirely different 
in mind.

Tracy Kidder relates an example in 
his book, The Soul of a New Machine. You 
may think you build computers, but you 
ignore the relevant standards for Euro-
pean freight elevators at your peril.

Before anybody gets carried away, 
let me make it clear that security is not 
the next dimension in this software 
geometry. Security is neither a choice 
nor an optional feature. Lack of secu-
rity is just an instance of lack of qual-
ity in general.

What makes these four dimensions 
different from other attributes of soft-

ware is that like pregnancy, they are 
binary attributes. A software property 
such as quality is a continuous variable. 
You can decide how much quality you 
want and see how much you can afford, 
but making your program or product or 
not is a binary decision. There is no way 
to make it a little bit of a product.

Not that the world isn’t littered with 
products lacking documentation: li-
braries doing 37% of what is needed, 
internationalization of all but the 
“most tricky dialog boxes,” and code 
that complies with only the “easy” or 
superficial parts of standards. There is 
plenty of such software—I have written 
some of it and so have you. But those 
shortcuts and shortcomings are invari-

ably perceived as lack of quality, not as 
fractional dimensions. We don’t think, 
“21% of product;” we think, “nowhere 
near done.”

Once we embrace this way of think-
ing about software, we can put a price 
tag on marketing-inspired ideas such as 
this thinly disguised example from the 
real world: “Make it do XML and we will 
make a fortune selling it as a module to 
all the social media sites in the world.” If 
the program took a month to write and 
Brooks’s 1975 estimate of a factor of three 
still holds, I personally think of it only as a 
lower bound. We can confidently say that 
is not going to happen in less than:

 ˲ “XML” = standardization; now it’s 
three months.

 ˲ “selling it” = product; now it’s nine 
months.

 ˲ “library” = programming; up to 27 
months.

 ˲ “world” = internationalization; make 
it 81 months.

Less the one month already spent: 80 
months of extra effort.

Our rule of thumb tells us that if we 
expect one programmer to do it, he or she 
will never get it done: 160 years.

To Frederick P. Brooks Jr.: Thanks for 
the best computer book ever.

To everybody else: Now go read it 
(again!). 
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sMA rT MoBiLe DeVices  are the gateway for personal 
services in the emerging pervasive environment, 
enabling context-aware applications involving 
personal sensor networks with sensor devices on the 
human body and/or surrounding spaces. diverse 
sensors function as tools applications use to acquire 
user context, or current individual status, without 
user intervention24 (see Table 1); for example, physical 
contexts (such as heart rate) are recognized through 
biomedical devices (such as electrocardiogram, 
or ECG, galvanic skin response, or GSR, and blood 
volume pulse, or BVP, sensors) and gait is derived 
through accelerometers and gyroscopes. Likewise, 
environmental status can be obtained from light/
temperature/dust sensors, GPS, RfId,3,8 and related 
networks. diverse contexts enable mobile applications 
to proactively provide users customized personal

services. Such applications are emerg-
ing in diverse research domains, in-
cluding health care, elderly support,12 
dietary monitoring, daily life assis-
tance, and sports training. 

Context-monitoring semantics are 
different from the context-recognition 
semantics in early context middle-
ware,5,19 aiming to identify a person’s 
context at a specific moment in time. 
Context monitoring often involves con-
tinuous execution of complex, simulta-
neous, multi-step operations (such as 
feature extraction and context recogni-
tion across mobile and sensor devices). 
However, individual applications have 
difficulty performing context-moni-
toring processing on their own, espe-
cially over shared devices with limited 
resources. A common monitoring plat-
form is essential for effective context 
monitoring. 

Enabling mobile context monitor-
ing involves multiple applications, us-
ers, devices, and techniques, as well as 
different contexts reflecting different 
degrees of awareness and accuracy. Us-
ers have different requirements and 
preferences for such services, as well 
as privacy concerns. Efficient resource 
utilization and management are also 
important for continuous context 
monitoring. Enabling diverse context-
aware applications requires infrastruc-
ture, including a platform to process 
multiple streams of sensor data and 

Mobicon:  
a Mobile  
context-Monitoring 
Platform 

Doi:10.1145/2093548.2093567

User context is defined by data generated 
through everyday physical activity in sensor-
rich, resource-limited mobile environments. 

By younGKi Lee, s.s. iyenGaR, chuLhonG Min,  
younGhyun Ju, seunGWoo KanG, TaiWoo PaRK,  
JinWon Lee, yunseoK Rhee, anD JunehWa sonG 

 key insights

    understanding the physical context  
in users’ everyday activity promises  
a new proactive, automated model for 
mobile applications beyond conventional 
user-initiated, reactive services. 

    Mobicon middleware lets mobile-
application developers leverage diverse 
user contexts without concern for the 
precision of context recognition or the 
battery and computational resources  
of smartphones and other sensor 
devices in context monitoring. 

    Mobicon translates physical context 
into the most energy-and-processing-
efficient combination of resources  
at runtime—the kind of technology 
needed by practical context-monitoring 
platforms or applications. 
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coordinate multiple applications. 
Here, we cover four major areas: 

Artificial intelligence and machine 
learning. Many related efforts recog-
nize user context automatically, fo-
cusing on recognition accuracy and 
context extraction through sophis-
ticated sensors (such as cameras for 
arm tracking and face-gesture detec-
tion). They attempt to address chal-
lenges in context recognition (such 
as preprocessing, feature extraction, 
segmentation, and recognition algo-
rithms); for example, some systems 
extract the most useful features neces-
sary for accurate recognition (such as 
mel-frequency cepstral coefficients for 
sound modeling for audio and statisti-
cal, or frequency-domain features, for 
detecting physical activity3) from raw 
sensing data (such as from cameras, 
microphones, and biomedical and 
motion sensors). Others automatically 
segment sensor data or feature data 
corresponding to valid context vocab-
ularies (such as probability-based seg-
mentation) without user intervention. 
Most important, diverse context-rec-
ognition algorithms have been devel-
oped to accurately classify segmented 
features into defined context vocabu-
laries (such as hidden Markov models 
for speech and gesture recognition, de-
cision trees for physical-activity recog-
nition,3,8 and support vector machine 
for face recognition). They are effective 
handling context uncertainty, as most 
are based on probabilistic inference 
and reasoning. However, in practice, 

applying research systems to real mo-
bile environments is time consuming 
and raises even more technical chal-
lenges. In general, context monitor-
ing should be performed in resource-
constrained sensor-enabled mobile 
platforms, especially those with lim-
ited battery and computing power. 
Continuous processing of complex 
AI and machine-learning algorithm-
based context monitoring imposes a 
heavy workload on mobile platforms, 
limiting their practicality. 

Mobile and sensor systems. Previous 
research addressed the challenges of 
limited resources on mobile and sen-
sor systems, including: OS and system 
middleware providing system func-
tionality for executing mobile and sen-
sor applications in a resource-aware/
adaptive manner (such as ECOSystem26 
and Odyssey16 for mobile systems and 
Pixie14 and Eon22 for sensor systems); 
component techniques for resource 
efficiency optimizing resource utili-
zation, especially energy consump-
tion;4,21,23,25 and distributed resource 
management across multiple devices 
or applications (such as load balanc-
ing in sensor networks and adaptive 
node selection in dynamic networks). 
Unfortunately, as most such work 
has not focused on emerging context-
monitoring applications, their archi-
tectures and mechanisms are not fully 
optimized for them. 

Context-aware applications. Diverse 
context-aware applications have been 
proposed in health care and medicine, 

sports training, and activity/motion 
analysis,3 tapping application-specific 
contexts (such as location, activity, 
and biomedical response). However, 
despite providing useful functionality, 
they are limited as a general platform 
for multiple applications involving di-
verse sensors and associated contexts. 
In addition, application-specific plat-
forms have not fully addressed resource 
limitations, since they are not designed 
for sharing multiple applications. 

Context middleware. Some projects 
have proposed middleware to support 
context-aware applications, aiming to 
hide the complexity of context infer-
ence to help identify contexts of inter-
est. However, they are generally limited 
in terms of continuous monitoring in 
sensor-rich, resource-limited environ-
ments. Most early examples were de-
signed to run in server environments5 
so did not deal with the inherent re-
source constraints of mobile and sen-
sor environments. Some context-aware 
middleware is designed for mobile de-
vices20 but does not consider the tens 
or even hundreds of sensors in person-
al-area networks or the processing and 
power limitations of mobile devices 
and sensors. 

Research objective 
Our aim is to implement a practical 
context-monitoring system for con-
text-aware applications in sensor-rich, 
resource-limited mobile environments 
(see Figure 1), so it must address the 
challenges of emerging sensor-rich 

figure 1. challenges in mobile context processing. 
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mobile environments. First, it must 
be able to continuously run multi-step 
computation over mobile and sensor 
devices to ensure accurate context rec-
ognition. Such computation requires 
significant computing resources, of-
ten involving high-rate data sampling 
from multiple sensors, continuous fea-
ture extraction and context recognition 
over massive amounts of sensor data, 
and transmission of intermediate re-
sults among devices. 

Second, it must concurrently sup-
port a number of complicated requests 
from multiple applications as a shared 
underlying platform, further com-
plicating management of limited re-
sources. It must also be able to resolve 
potential conflicts among multiple ap-
plication resources. Finally, it must ad-
dress the dynamic availability of wear-
able or space-embedded sensors and 
their resource status in continuous 
monitoring for seamless service. 

Table 2 lists the resource availabil-
ity of example sensor motes. In prac-
tice, available computing resources 
(such as CPUs and memory in sensor 
devices) are often short of the capacity 
required for individual context-moni-
toring requests; for example, a MicaZ 
wireless sensor mote has an 8MHz 
CPU and 4KB RAM but is incapable of 
running a light FFT library, kiss_fft,9 
used to monitor activity. In addition, 
limited battery capacity could compro-
mise continuous monitoring, possibly 
resulting in early shutdown of relevant 
applications. Table 3 lists average en-
ergy consumption of example tasks 
performed on a Knode wireless sensor 
mote. Given the limited battery capac-
ity of Knode, 250mAh, useful time is 
about 21.5 hours for fall detection and 
heartbeat monitoring (the third case 
in the table). Concurrent execution of 
additional tasks makes energy con-
sumption even more critical. Lorincz 
et al.14 wrote about energy deficiency 
with the SHIMMER sensor, a coin-size 
wireless sensor for motion analysis, 
in which the worst-case lifetime was 
9.2 hours for motion analysis, includ-
ing continuous sampling and logging 
of accelerometer and gyroscope data, 
maintaining time sync, and raw sam-
ple transmission. 

We have, since 2007, been devel-
oping MobiCon, a novel mobile con-
text-monitoring framework intended 
to address the resource challenges 
of sensor-rich mobile environments 
in support of context-aware applica-
tions. Though the research efforts we 
outlined earlier provide basic tech-
niques for context monitoring, con-
sideration of other techniques is es-
sential for addressing the emerging 
interdisciplinary challenges involved 
in practical context-monitoring sys-
tems. MobiCon research can be 
viewed as an initial step toward bridg-

Table 2. Resource availability of example sensor motes. 

sensor node Mcu comm. flash memory onboard sensor optional sensor Battery

ShIMMER14 Ti mSP430 CC2420 (802.15.4, 
2.4Ghz, 256Kbps)

3GB Triple-axis accelerometer Gyroscope,  
eCG, emG 

250mAh li-polymer 
rechargeable

Knode Atmega128  
(8mhz CPU) 
(4KB rAm)

1mB Triple-axis accelerometer, 
dual-axis gyroscope, light

Gyroscope  
(to cover 3d), Spo2

250mAh li-polymer 
rechargeable 

USS2400  
(MicaZ clone)

None None dual-axis 
accelerometer, 
thermometer 

2 x 1200mAh alkaline

Table 1. example contexts and applications. 

category context application sensor

health Fall elder care12 Accelerometer, gyroscope, 
microphone 

motion, gait Patient monitoring 
(such as for Parkinson’s 
disease)14

Accelerometer, gyroscope

heart condition
(such as interbeat 
interval and heart rate)

heart monitor, jogging 
support

eCG sensor, BvP sensor, Spo2 
sensor

Calories Activity-based calorie 
monitor

Accelerometer

Activity/Status Affective status SympaThings8 BvP sensor, GSr sensor

Activity Activity-based calorie 
monitor, activity-based 
service initiation

Accelerometer, gyroscope, 
camera, rFid (object-attached)

Gesture User interaction17,18 Accelerometer, gyroscope, 
camera

Sleep pattern Sleep monitoring Accelerometer, microphone

Location outdoor Navigation, traffic 
monitoring, 
microblogging, mobile 
advertising, personal 
logging

GPS, accelerometer

indoor WiFi, infrared sensor, ultrasound 
sensor

Place mood, crowdedness, 
noise, illumination

recommendation, 
social networking, party 
thermometer

microphone, camera, 
illuminometer, GPS, WiFi

Environment Weather Weather monitoring Thermometer, hygrometer,  
anemometer

Pollution City pollution 
monitoring

Co2 sensor, o3 sensor,  
S sensor, dust sensor

Sports Training Golf swing virtual golf trainer Accelerometer

Swim posture Wearable swim 
assistant2

Accelerometer

Treadmill SwanBoat1 Proximity sensor, accelerometer

Companion Number, relationship Advertising, groupware microphone, proximity sensor
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ing the gap between these efforts for 
context monitoring. Note that many 
design details and techniques are cov-
ered in Ahn et al.,1 Kang et al.,7 Kang et 
al.,8 and Lee et al.11 

framework Development 
The MobiCon middleware framework 
mediates context-aware applications 
and personal sensor networks (see 
Figure 2), providing application pro-
gramming interfaces (APIs) (see Table 
4) and a runtime environment for 
applications. Multiple applications 
requiring context monitoring can be 
developed through the APIs and run 
concurrently atop MobiCon, with Mo-
biCon functioning as a shell above 
personal-area networks, providing a 
neat interface for users receiving and 
processing sensor data and control-
ling sensors. 

It includes five components: Con-
text Processor, Sensor Manager, Re-
source Coordinator, Application Bro-
ker, and Sensor Broker. Applications 
initiate context monitoring by reg-
istering context-monitoring queries 
through the Application Broker. The 
Context Processor performs context 
monitoring by evaluating the que-
ries over data delivered by the Sensor 
Broker, with monitoring results then 
forwarded to applications. In this pro-
cess, the Sensor Manager finds a mini-
mal set of sensors needed to evaluate 
all registered queries, forcing unneces-
sary sensors to stop transmitting data 
to MobiCon. In addition, the Resource 
Coordinator mediates potential con-
flicts among low-power sensor nodes 
when handling multiple requests from 
concurrent applications. It also sup-
ports adaptation to the dynamic sen-
sor join/leave. 

The MobiCon architecture proto-
type runs on Java based on an Android 
OS (version 2.3) from Google. 

Hardware. Deploying MobiCon re-
quires two sets of hardware—mobile 
devices and sensors—on three mobile 
devices—a Sony Vaio UX27LN with In-
tel U1500 1.33GHz CPU and 1GB RAM, 
a custom-designed wearable device 
with Marvell PXA270 processor and 
128MB RAM, and a NexusOne smart-
phone with 1GHz Scorpion CPU and 
512MB RAM. 

We incorporated as many sensors as 
we could to increase MobiCon’s cover-

figure 2. Mobicon architecture. 

Table 3. energy consumption of applications on a watch-type Knode sensor mote. 

application Tasks running on Knode
avg. energy  

consumption (mJ/s)

Fall detection 1 sensing: 30hz from 3d accelerometers 
feature extraction: “norm” 
Transmission: 6hz to a mobile device

3.6

Fall detection 2 sensing: 30hz from 3d accelerometers and 2d 
gyroscopes
feature extraction: FFT with window size of 
64 and sliding window of 32 
Transmission: 1.07hz to a mobile device

13.1

Fall detection 1 + 
heartbeat monitor

Tasks for Fall detection 1 + 
sensing: 60hz from Spo2 sensor 
feature extraction: peak detection and count
Transmission: 1hz to mobile devices

33.8

Base energy consumption (no task) 8.8

Table 4. Mobicon aPi. 

functionality aPi List

Context monitoring-related APis registerCmQ (CMQ_statement)

deregisterCmQ (CMQ_ID)

Query translation map-related APis createmAP ([Parent_Map_ID])

deletemAP (Map_ID)

browsemAP ()

Application Broker

Application 
Interface

CMQ Index

CMQ Table

Feature Extractor

data/status report

Wireless 
Communications

(such as ZigBee) 

Personal Mobile Device
(such as PDA, smartphone, UMPC) 

sensor detection/
control

Plan Generator

Plan Selector

Resource Monitor

Resource Coordinator

Access
Controller

Context
Translator

Context Processor

Msg. Interpreter

Sensor Detector

Communication Mgr.

ESS Calculator

Sensor Controller

Sensor ManagerSensor Broker

MobiCon

Application Programming 
Interface
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age and accuracy of context monitor-
ing. We selected small-size control-
lable sensors with processing and 
wireless communication capabilities 
appropriate for mobile environments. 
Deployed in compact, portable form, 
the sensors work easily with Mobi-
Con’s sensor-control mechanism. 

The prototype mainly uses two 
types of MicaZ clone sensor nodes—
USS-2400 and Knode—on eight USS-
2400 sensor nodes—four dual-axis 
accelerometers and two light and two 
temperature/humidity sensors. We de-
signed Knode to support diverse sens-
ing modalities in a single mote; Knode 
includes the Atmega 128L microcon-
troller unit (MCU), or low-power CMOS 
eight-bit microcontroller based on the 
AVR enhanced RISC architecture, 1G 
flash memory, CC2420 RF transceiver 
supporting 2.4GHz band ZigBee pro-
tocol, and TinyOS operating system. 
Also included are a triple-axis accel-
erometer, dual-axis gyroscope, and 
support extensions, as are additional 
sensors that provide context types not 

supported by the MicaZ clone sensor 
nodes, including three biomedical sen-
sors—ECG, BVP, and GSR—as well as a 
Bluetooth-enabled GPS sensor to posi-
tion outdoor location. We also devel-
oped two wearable sensor devices with 
different form factors: Sensor-Bracelet 
(with basic Knode) and U-Jacket (with 
BVP and GSR sensors). 

Translation-based approach 
We devised a translation-based ap-
proach to facilitate context-aware ap-
plication development and resource 
management over dynamic resource-
limited sensor-rich environments. 
Figure 3a outlines the flow of a con-
ventional non-MobiCon context-mon-
itoring process, usually proceeding 
in one direction through a pipeline 
with multiple stages: preprocessing, 
feature extraction, and context clas-
sification/inference, as defined by a 
programmer. Context monitoring is 
more than a single-step recognition 
task, continuously recognizing a con-
text of interest and detecting changes 

as an ongoing task. In non-MobiCon 
approaches, change detection is per-
formed in the final step, following fi-
nal classification of a context. It usu-
ally supports a single or small number 
of monitoring requests through a 
small number of sensors within a gen-
eral computing environment with suf-
ficient resources to sense, transmit, 
and process related data. 

Unlike MobiCon, such approaches 
include a computation-intensive pro-
cessing pipeline for each context. As 
a result, they are not efficient enough 
to handle concurrent monitoring re-
quests on mobile platforms or on sen-
sors with limited resources. Moreover, 
applications generally use resources 
in a greedy manner, further straining 
resource availability. With a limited 
view of system status, individual appli-
cations have more difficulty address-
ing resource contention. Moreover, 
they are unable to achieve global effi-
ciency, shared resource use, and com-
putation on their own. Applications 
must also be able to adapt themselves 
according to dynamic resource avail-
ability. In essence, the fixed process-
ing defined by programmers before 
an application is put to use restricts 
diverse attempts to mediate between 
a system and its applications. 

Addressing limited resource coor-
dination in a conventional approach, 
we proposed a translation-based ap-
proach for MobiCon in 2008,8 ex-
tending it in 2010.7 MobiCon-based 
applications specify the monitoring 
requests of interest in a high-level 
language, submitting them to the 
platform. MobiCon translates each re-
quest to a lower-level representation. 
When translated, the lower-level repre-
sentation gives the platform a detailed 
understanding of application require-
ments, as well as the low-level status 
of associated sensor resources. In ad-
dition, detailed resource status can be 
analyzed dynamically in light of appli-
cation requirements. With this under-
standing, MobiCon supports a feed-
back path between each application 
and its lower-level processing and fur-
ther extends the computational stages 
in the processing pipeline, saving com-
putational, as well as energy, overhead. 
MobiCon also takes an active role in 
orchestrating application requests and 
system resources, significantly improv-

figure 3. (a) non-Mobicon context-monitoring process; (b) Translation-based approach to 
context monitoring. 
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ing overall system performance. 
This translation-based approach 

lets each application inform the sys-
tem of its requirements so it gains a 
comprehensive understanding of each 
application, especially in terms of re-
source and computational demands. 
Taking a holistic view of system status, 
including resource availability and 
running applications, it determines 
a globally optimized translation for 
each monitoring request. As a result, 
resource use is orchestrated among 
competing applications in highly dy-
namic and resource-constrained en-
vironments; for example, it mediates 
applications to achieve a systemwide 
goal (such as energy balancing) not 
necessarily accomplished through 
application-level strategies. 

Figure 3b outlines the flow of a 
translation-based context-monitoring 
process, with the system adaptively de-
termining an appropriate resource-use 
plan for an application’s monitoring 
request according to dynamic resource 
availability. Note that the system pre-
pares (in advance) several alternative 
plans for each monitoring context. Un-
like non-MobiCon processes, it sup-
ports system-level optimization in both 
resource use and computation and 
could also reorganize processing stag-
es so context changes are identified 
early in the processing pipeline. Early 
change detection is contrary to the 
conventional way of detecting changes 
only after inferring them through an 
algorithm (such as decision-tree logic). 
However, such costly operations can be 
avoided if a change of activity is detect-
ed early on through a change in feature 
values from accelerometers. 

In terms of processing efficiency, the 
MobiCon translation-based approach 
also helps developers devise a shared, 
incremental sensor data processor for 
context processing. Some dependence 
among seemingly unrelated contexts is 
often exposed by the translation, with 
related contexts grouped together. The 
system can then compose a shared 
processing operator, through which 
the grouped requests are evaluated 
in a single run. Shared processing is 
achieved at different stages of context 
monitoring, including context recog-
nition, feature extraction, and sensor 
reading. The feature-extraction speci-
fication also lets MobiCon take advan-

tage of continuity of contexts and local-
ity in sensor readings. MobiCon also 
delivers an incremental processing 
method to accelerate the successive 
monitoring processes exploiting local-
ity in streams of input data. 

MobiCon includes an efficient sen-
sor-control mechanism to enhance the 
energy efficiency of sensors and mo-
bile devices. The key idea is that given 
a number of queries and sensors, only 
a subset of sensors may be sufficient 
for answering context-monitoring que-
ries; for example, a query regarding 
the context “studying in the library” 
would be answered without having to 
activate an accelerometer to recognize 
user activity, assuming, say, MobiCon 
knows the user is not in the library. The 
feature-level specification of requests 
gives MobiCon a better way to identify 
the sensors required to process an ap-
plication’s monitoring requests. Mo-
biCon thus develops a sensor-control 
method to compute and activate a 
small set of sensors we call the Essen-
tial Sensor Set, or ESS, limiting wire-
less communication between sensors 
and mobile devices and saving energy. 

The translation-based approach 
also relieves developers from having to 
devise their own context-recognition 
methods requiring special expertise. 
Finally, it enables the sharing of com-
mon context vocabularies, spurring 
quicker development of new personal-
context applications. 

application interfaces 
Like MobiCon, any context-monitor-
ing platform must give application 
developers intuitive, generic context-
monitoring APIs. These APIs should 
facilitate applications to delegate 
complex context-monitoring tasks to 
the platform while focusing on appli-
cation-specific logics (such as UI) be-
yond context monitoring. Applications 
need not specify which sensors to use, 
data to collect, how often to collect the 
data, feature-extraction and classifica-
tion modules to apply, or computing 
resources to use to execute modules. 

As a middleware foundation for 
context-monitoring APIs, MobiCon in-
cludes the Context Monitoring Query, 
or CMQ, declarative query language 
supporting rich semantics for monitor-
ing a range of contexts while abstract-
ing device details. It also proactively 

To be practical, 
any mobile 
context-monitoring 
platform, including 
Mobicon, must 
be able to achieve 
energy efficiency in 
its use of sensors. 
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detects changes in user context. CMQ 
specifies three conditions: context, 
alarm, and duration. Alarm determines 
when MobiCon delivers an alarm event 
to an application, and duration speci-
fies the amount of time MobiCon must 
evaluate a registered CMQ. The follow-
ing code is an example CMQ 

CONTEXT (location == library)
  AND (activity == sleeping) 
 AND (time == evening)
ALARM F → T
DURATION 120 days

and is registered or deregistered by a 
set of APIs supported by MobiCon (see 
Table 4). 

CMQ translation (bridging logical and 
physical resources). CMQ translation is 
a key to using MobiCon’s translation-
based approach to developing and 
running context-aware applications. 
Bridging the gap between high-level 
(logical) application requests and low-
level (physical) resource utilization, 
CMQ translation enables efficient con-
text monitoring and resource orches-
tration. The CMQ translation process 
converts CMQs specified in context-
level semantics into range predicates 
over continuous feature data, along 
with associated sensors and corre-
sponding resource demands. Here is 
an example 

Original CMQ:
  CONTEXT (activity == running) 
AND (temp == hot) 

  AND (humidity == wet)
 ALARM F → T
 DURATION l month

Translated CMQ:
  CONTEXT (acc1 _ y _ energy > 52) 
AND (acc3 _ x _ dc < 500) 

   AND (temp > 86) AND 
(humidity > 80)

 ALARM F → T
 DURATION 1 month

MobiCon maps context types specified 
in a registered CMQ to one or more fea-
tures and their associated sensors; for 
example, it converts an activity context 
type into multiple features like direct 
current derived from accelerometers.3 
A context value is then transformed 
into numerical value ranges for corre-
sponding features; for example, “hu-

midity == wet” can be mapped to “80% 
< humidity.” Mobicon also maps re-
source demands for computing feature 
data. Feature computation can be per-
formed on sensor or mobile devices, 
so corresponding resource demands 
may be different. They are collected 
through either offline profiling of tasks 
or online hardware/program state trac-
ing. MobiCon maintains a context-
translation map to support the CMQ 
translation;8 note the cost of transla-
tion is negligible since it is a simple 
one-time operation performed upon 
query registration. 

Resource coordination 
Context monitoring with only a few 
dynamic and resource-limited sensor 
devices is a challenge for any system, 
and greedy, careless use of resources 
aggravates contention for resources 
among applications, possibly reduc-
ing system capacity. Most sensor devic-
es have less capacity than required for 
context-monitoring tasks. Moreover, 
the availability of the devices changes 
dynamically due to their wearable 
form, as well as to user mobility. With-
out system-level support, an individual 
application might find it impossible 
to address the challenge of resource 
management. Applications have only 
a limited view of resource use of other 
concurrent applications and cannot 
negotiate with them for coordinated 
resource use. 

In many mobile and sensor systems 
(such as Chameleon,14 Pixie,15 and Od-
yssey16) resource management is based 
mainly on application-driven deci-
sions involving resource allocation or 
passive resource-use management. 
They expose APIs to applications that 
determine the type and amount of re-
sources required to execute program 
code and explicitly request resources 
through APIs; for example, Pixie pro-
vides resource tickets (such as <En-
ergy, 700mJ, 10sec>), and Chameleon 
provides systems calls (such as set-
speed()) to control CPU speed directly. 
They then allocate the requested re-
sources if available. If not, the related 
applications would change their re-
source use according to predefined 
code blocks (such as by trading off 
data or functional fidelity). However, 
these approaches to passive resource-
use management impose a huge time 

Mobicon supports 
applications without 
having to activate 
all potentially 
available sensors 
by exploiting the 
characteristics of 
personal context 
and application 
requirements.  
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and intellectual burden on program-
mers, and their flexibility cannot be 
utilized in practice since applications 
find it almost impossible to estimate 
dynamic resource status and prepare 
code blocks for all cases. 

MobiCon takes an active resource-
use-orchestration approach in which 
the system explores the use of alter-
native resources.7 The translation-
based approach is a key method for 
enabling active resource coordination 
at the system level. Each application 
submits a high-level context specifica-
tion to MobiCon while delegating the 
decision of how to process the con-
text through available resources. That 
is, the approach decouples resource 
selection and binding from the ap-
plication’s logical resource demands. 
The system then actively finds the best 
combination of resources to process 
context specifications through current 
resources and applications. 

The MobiCon approach to orches-
trating resource use can be charac-
terized in three steps (see Figure 4): 
MobiCon first generates multiple alter-
native resource-use plans to process a 
high-level context from an application; 
the alternatives result from the diver-
sity of semantic translation. A context 
can be derived from a variety of pro-
cessing methods; for example, when 
the context-quality level required by an 
application is conditionally tolerable, 
MobiCon monitors a “running” con-
text through diverse methods (such as 
direct current and energy features from 
acceleration data or statistical features 
from GPS location data). MobiCon 
then dynamically and holistically se-
lects a set of plans to execute at run-
time, reflecting resource availability, 
application requests, and system-level 
policy. MobiCon thus resolves conten-
tions and maximizes the sharing of 
resources in multiple applications. It 
also supports systemwide policy for 
resource use (such as minimizing total 
energy consumption). 

Finally, MobiCon continuously 
changes executed resource-use plans 
to adapt to the dynamic system envi-
ronment. A set of plans selected by 
MobiCon may not persistently ensure 
optimal use of resources since re-
source availability and application re-
quests are constantly changing. Upon 
a change of application request or 

sensor availability, MobiCon updates 
existing plans and reselects plans that 
result in resource use that still meets 
systemwide policy under the changed 
system conditions. Such flexibility en-
ables MobiCon to support multiple ap-
plications as long as possible in inher-
ently dynamic environments. 

shared evaluation of  
context-Monitoring Requests 
Much research effort has sought to ac-
celerate a single processing pipeline of 
context recognition consisting of fea-
ture-extraction and pattern-classifica-
tion steps. Here are three representa-
tive examples: First, feature-reduction 
methods were proposed for reducing 
the number of features that might 
increase processing time (such as Se-
quential Forward and Backward Search 
and Linear Discriminant Analysis). 
Second, feature quantization is ben-
eficial for reducing the computational 
cost of context-recognition algorithms 
through only a few discrete feature val-
ues, rather than continuous feature 
values. Finally, context-recognition al-
gorithms are widely used to optimize 
the context-processing pipeline; the 
processing time of non-stochastic al-
gorithms (such as Decision Tree and 
support vector machine) is much less 
than that of stochastic algorithms 
(such as Bayesian networks and neural 
networks). Hence, developers prefer 
non-stochastic algorithms if both types 

of algorithm produce similar recogni-
tion accuracy. While these techniques 
complement the MobiCon approach, 
MobiCon is further tuned to speed up 
multiple processing pipelines for mon-
itoring user contexts. 

Addressing multiple processing 
pipelines, MobiCon is designed to 
manage shared evaluation of multiple 
application requests,9 looking into 
requests from different applications 
and exploring their potential depen-
dence. This system-driven approach 
represents a significant advantage 
over application-driven approaches 
in which each application handles its 
own requests. Shared evaluation can 
be exploited in many ways; for exam-
ple, several applications might want to 
monitor the exact same context simul-
taneously. Intermediate results within 
a processing pipeline, even in different 
contexts, can be shared, at least in part. 

MobiCon also takes advantage of 
potential dependencies between re-
peated monitoring processes. The 
monitoring process for each sensor-
data input can be considered not as 
independent but as part of successive 
data inputs. Thus, MobiCon’s process-
ing steps can be streamlined to use 
such dependencies and speed up con-
tinuous processes. A useful approach 
to speed up is exploitation of locality 
in sensor-data streams. Consecutive 
sensor readings usually show gradual 
changes, especially for sensing physi-

figure 4. active-resource-use-orchestration approach. Figure 4. Active-resource-use-orchestration approach. 
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cal phenomenon (such as a person’s 
physical activity and the pollution level 
of the nearby environment). 

MobiCon automatically generates 
a shared index of context-monitoring 
requests we call CMQ-Index; upon the 
arrival of each sensing data, all CMQs 
are processed with a single evalua-
tion. Incremental processing exploits 
the locality and consequent overlaps 
between successive evaluations. To 
support incremental processing, Mo-
biCon manages the CMQ-Index as 
a stateful index and remembers the 
state of the most recent evaluation. 
The evaluation for new data input pro-
ceeds from the stored state. 

Consider the following example of 
CMQ-Index evaluation: A CMQ-Index 
is created for five CMQs by building a 
linked list data structure (see Figure 
5); MobiCon already translates each 
CMQ into features and thus has a 
range (such as energy > 52). The figure 
shows a simple case, with each trans-
lated CMQ containing a single feature 
type. Rather than evaluate each CMQ 
separately, a CMQ-Index enables 
shared evaluation upon arrival of a 
new feature data value. Moreover, the 
pointer in the feature table enables 
incremental processing by remem-
bering the state of the previous evalu-
ation. In Figure 5, the pointer stores 
the computation ended at N4 at the 
last evaluation with data vt−1. With 
new data vt, the computation starts 
from N4 and proceeds to N2. While pro-

ceeding from N4 to N2, state-changed 
CMQs are quickly identified; that is, 
CMQ2, CMQ3, and CMQ4 become 
false, and CMQ5 becomes true. Due 
to the locality of consecutive feature 
values, such traversal is often quick, 
significantly accelerating repeated 
CMQ-Index evaluation. The CMQ-
Index approach outperforms state-of-
the-art query indexing mechanisms 
by orders of magnitude.11 Moreover, 
the structure is memory efficient, 
since it stores only the differences be-
tween queries over successive ranges 
without replication. 

energy-efficient sensor use 
Low-energy sensors carrying out con-
tinuous operations (such as sensing, 
filtering, feature extraction, and trans-
mission) in context monitoring quick-
ly drain their batteries, significantly 
compromising the full functioning of 
context monitoring. Thus, to be prac-
tical, any mobile context-monitoring 
platform, including MobiCon, must be 
able to achieve energy efficiency in its 
use of sensors. 

Approaches to energy efficiency 
in sensor and mobile systems in pre-
vious research include hierarchical 
sensor management, energy-fidelity 
trade-offs, interest-aware sensor man-
agement, sampling-rate adjustment, 
and sensor-data compression. Here we 
review these approaches, comparing 
them to the MobiCon solution. 

Hierarchical sensor management 

reduces energy consumption by ex-
ploiting a low-power tier that con-
sumes less energy, thus avoiding con-
tinuous operation of a high-power tier 
that drains energy. Different types of 
hierarchical relationships include, for 
example, Turducken23 who exploited 
the hierarchy between low-power de-
vices and high-power devices, while 
Mercury14 exploited the hierarchy be-
tween different sensors in a single-
sensor device; that is, a gyroscope 
consumes much more energy than an 
accelerometer. 

Techniques based on an energy-
fidelity trade-off involve several levels 
of fidelity associated with different 
rates of energy consumption and al-
ternatively select an appropriate level 
for the sake of saving energy; for ex-
ample, Eon22 allows applications to 
select from multiple program flows 
associated with different fidelity lev-
els for different energy states (such as 
high-power and low-power). Likewise, 
applications in Levels10 provide alter-
native code blocks for different energy 
levels. Selecting from the alternatives, 
runtime systems determine an appro-
priate level of fidelity that can be sup-
ported under given conditions of en-
ergy availability. 

Interest-aware on-the-fly sensor 
management activates only the sen-
sors necessary to generate contexts or 
data only when applications are inter-
ested, avoiding unnecessary energy 
consumption by other sensors (such 
as SeeMon8 and EEMS25). Techniques 
leveraging sampling-rate adjustment 
reduce the data-sampling rate as much 
as possible without affecting recogni-
tion accuracy, thus saving energy for 
sensing data.4 Moreover, sensor-data 
compression reduces the amount of 
transmitted data, saving energy that 
would otherwise be consumed for ra-
dio transmission.20 

MobiCon’s solution to energy effi-
ciency involves interest-aware sensor 
management using a minimal set of 
sensors to extract the contexts of ap-
plication interest. MobiCon supports 
applications without having to acti-
vate all potentially available sensors 
by exploiting the characteristics of per-
sonal context and application require-
ments.8 It also employs a novel sensor-
control method—the ESS—to leverage 
the structure of context-monitoring 

figure 5. cMQ-index, showing query borders for feature f1 and five cMQs. 
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queries and their co-dependence. The 
key idea is that only a small number of 
sensors is likely to be enough to deliver 
responses for all context-monitoring 
queries. The ESS changes depending 
on the current context and registered 
monitoring requests. However, a us-
er’s context often remains the same 
once calibrated to the user’s particular 
situation. Likewise, the ESS does not 
change abruptly. 

ESS-based sensor control. Calculat-
ing the ESS is complicated, ideally 
including only a minimal number of 
sensors to limit overall system energy 
use. MobiCon’s selection of ESS sen-
sors should also consider sensor data-
transmission rates. 

Consider a CMQ represented in 
conjunctive normal form—mul-
tiple conditional clauses connected 
through an “and” operation—of con-
text elements. As described earlier, 
CMQ evaluation aims to detect wheth-
er the states of CMQs change, since 
CMQ semantics aim to deliver the re-
sults only upon a change in context. 
During that evaluation, a CMQ is in 
one of three states: 

True-state. The state of a true-state 
CMQ changes to false if the state of 
its single context element changes to 
false. MobiCon must monitor all con-
text elements to see if the CMQ state 
changes, and all sensors related to the 
context elements must be included in 
the ESS; 

Undecided-state. An undecided-state 
CMQ is managed the same way. Mobi-
Con checks the states of all context ele-
ments, and all related sensors must be 
included in the ESS; and 

False-state. Monitoring any single 
context element in a false state is 
sufficient, as long as that state is un-
changed; only when it does change 
must the states of the other elements 
be monitored. 

The ESS-calculation challenge in-
volves computing the minimum-cost 
ESS for the false-state CMQs. However, 
false-state CMQs are also an opportu-
nity to advance energy efficiency, with 
MobiCon choosing a false-state con-
text element associated with the most 
energy-efficient sensors. Formulated 
as “minimum cost false query covering 
sensor selection,” or MCFSS,8 the prob-
lem is NP-complete, proved by reduc-
ing another well-known NP-complete 

problem, “minimum cost set cover,” 
or MCSC, to the MCFSS problem. Ac-
cordingly, with MobiCon employing a 
heuristic algorithm—Greedy-MCFSS,8 
now consider a MobiCon operation 
example with four sensors—S0, S1, S2, 
and S3—and three queries—A, B, and 
C—where 

A = (2<F0<15),
B = (F0<5) ^ (F1<15) ^ (F3<20), and 
C = (12<F1<18) ^ (1<F2< 20) ^ (10<F3<34). 

F0, F1, F2, and F3 are features calculated 
from the values of S0, S1, S2, S3, respec-
tively, and have 7, 31, 2, and 15 as their 

current feature values, and A is a true-
state CMQ. Thus, sensor S0 related to 
the context element of A should be in 
the ESS and update data. The other 
queries—B and C—are false; for ex-
ample, the state of query B can be de-
termined through either S0 or S1. Sen-
sor S0 and S1 are therefore sufficient for 
evaluating all registered CMQs; that is, 
ESS = {S0, S1}. 

applications 
Consider the following three MobiCon-
supported applications: 

Swan Boat. Designed to make tread-
mill running less boring, Swan Boat,1,17 

figure 6. applications: (a) Swan Boat: (a1) player screenshot, (a2) gameplay; (b) u-theater: 
(b1) Smash the Beehive!, (b2) gameplay; and (c) SympaThings: (c1) use case, (c2) changing 
picture images in a frame, (c3) changing lamp colors. 
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is a step toward applying the MobiCon 
framework to pervasive games reflect-
ing users’ contexts and physical ac-
tions (see Figure 6a(1)). Basically, two 
players in a team collaboratively con-
trol a boat, with the difference in run-
ning speed between team members de-
termining the boat’s direction. Hand 
gestures are also used as input for ad-
ditional game interaction. Players can 
also attack opponents by punching 
(see Figure 6a(2)). MobiCon simpli-
fies development of pervasive games 
so game developers need only define 
game rules and design user interfaces. 
In Swan Boat, MobiCon manages com-
plexities (such as processing accel-
eration data and recognizing motion) 
through a simple CMQ registration. 

U-theater. U-theater is a group-in-
teractive gaming application for pub-
lic places, like movie theaters, with 
large screens. Related games are likely 
played by dozens of players (see Figure 
6b(2)) wearing sensors on their wrists, 
watching the screen, and interacting 
through body motion. Leveraging Mo-
biCon and its APIs, developers imple-
ment applications without having to 
know much about sensor-data acquisi-
tion, feature extraction, or motion pro-

cessing; consequently, they are better 
able to concentrate on game content. 
Three MobiCon-supported games 
have been developed for U-theater: 
Cheer Together!, Smash the Beehive! 
(see Figure 6b(1)), and Jump, Jump! In 
Smash the Beehive!, a beehive is swarm-
ing with bees when, suddenly, the bees 
are gone. Players then punch the bee-
hive, with the quickest to do so win-
ning the game. 

SympaThings. Inspired by affective 
computing and running on wearable 
devices, the object of SympaThings is 
to get nearby smart objects to “sympa-
thize” with a user’s affective context; 
for example, a picture frame might 
change the picture it frames, and a 
lighting fixture might adjust its color 
(such as red for strain and yellow for 
ease). Efficient processing is crucial, 
including high-rate data from BVP 
and GSR sensors and multiple queries 
for smart objects. MobiCon’s shared, 
incremental processing is essential 
for satisfying these requirements. 
SympaThings is a collaboration of the 
Human Computer Interaction Lab 
and the Semiconductor System Lab of 
the Korea Advanced Institute of Sci-
ence and Technology, Daejeon, Korea. 

experiments 
In their experiments, MobiCon de-
velopers used a data workload from 
raw data generated by eight sensors 
over the course of a student’s day 
on the Daejeon campus. Sensors in-
cluded five USS-2400 nodes devel-
oped by Huins Inc.—a light sensor, 
a temperature/humidity sensor, and 
three dual-axis acceleration sen-
sors—along with a GPS sensor and 
two software sensors for time and 
indoor locations. The total data rate 
for all was 291.74Hz. MobiCon de-
velopers also synthetically generated 
CMQs to simulate various monitor-
ing conditions in different contexts. 
Each CMQ included four context el-
ements, with uniform distributions 
applied to selecting context types and 
values in context elements. For all ex-
periments, MobiCon ran on Sony’s 
UX27LN ultra-mobile PC, with CPU 
frequency scaled down to 200MHz 
to validate the platform within a re-
source-limited mobile environment. 

CMQ-Index-based context monitor-
ing. Here, we outline the performance 
benefit of the CMQ-Index-based con-
text monitoring method, comparing 
its performance against an alternative 
approach—context recognition-based 
monitoring—that models non-Mobi-
Con context middleware.20 The con-
text recognition-based monitoring 
method continuously receives sensor 
data, processes it to recognize con-
texts, and evaluates queries to detect 
specified context changes; individual 
queries are evaluated separately. 

Figure 7a outlines average process-
ing time per data tuple with increas-
ing numbers of registered CMQs. 
MobiCon shows significant process-
ing efficiency compared to alternative 
context-recognition-based monitoring 
platforms. It also scales well with in-
creasing numbers of queries. Process-
ing time of MobiCon for 1,024 queries 
is orders of magnitude shorter than in 
the context-recognition-based moni-
toring approach. 

ESS-based sensor control. The per-
formance of ESS-based sensor control 
demonstrates MobiCon’s potential 
for energy efficiency. As a metric, Mo-
biCon uses the Transmission Reduc-
tion Ratio (TRR), defined as a ratio of 
the reduced number of transmissions 
to the total expected number of trans-

figure 7. experiment results: (a) average processing time per data tuple; (b) TRR of each 
sensor device with different sensing modules: id 0 (illuminometer); id 1 (thermometer); id 2 
(hygrometer); and id 3~8 (accelerometers).
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missions of sensor devices, measuring 
TRR for eight sensing sources deployed 
on five USS-2400 sensor nodes. 

Figure 7b lists the TRR of 10 mea-
surements for each sensing source, 
with acceleration sensors producing a 
much higher TRR than other sensors. 
Due to their high transmission rates, 
ESS-based sensor-control mechanisms 
frequently exclude acceleration sen-
sors from the ESS. On average, Mobi-
Con eliminates over 90% of sensor-
data transmissions when the number 
of CMQs is fewer than 256. Moreover, 
~63% of sensor-data transmissions are 
eliminated even with 4,096 queries. As 
the number of CMQs increases, the 
TRR decreases because the number of 
true-state CMQs increases. 

conclusion 
The theoretical foundation and imple-
mented technology described here 
support a number of heterogeneous 
applications for simultaneously run-
ning and sharing limited dynamic 
resources. We showed that non-Mo-
biCon context-monitoring processes 
are inadequate for dynamic situations, 
while MobiCon promises new sens-
ing devices, mobile and sensor system 
technologies, data processing technol-
ogies, and mobile service models, as 
well as human computer interaction in 
everyday mobile environments. 
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cYB erATTAcks Are co MPUTer-To-coM P UTer  attacks 
undermining the confidentiality, integrity, and/or 
availability of computers and/or the information 
they hold.a The importance of securing cyberspace 
is increasing, along with the sophistication and 
potential significance of the results of the attacks. 
Moreover, attacksb involve increasingly sophisticated 
coordination among multiple hackers across 
international boundaries, where the aim has shifted 
from fun and self-satisfaction to financial or military 
gain, with clear and self-reinforcing motivation; 

a Based on Law Enforcement Tools and Technologies for Investigating Cyber Attacks: GAP Analysis Report. 
Institute for Security Technology Studies, Dartmouth College, 2004; http://www.ists.dartmouth.edu/
projects/archives/gar.html 

b Hackers are defined as violators of information security; in this study, attackers and hackers were 
viewed as equivalent.

for example, the number of new mali-
cious code threats worldwide increased 
more than 71% from 2008 to 2009.14 

The worldwide effort to safeguard 
against attacks seems to lack coordi-
nation and collaboration. The major-
ity of cybercriminals go unpunished, 
with their skills often exceeding 
those of the international authori-
ties responsible for stopping them.8 
One economic barrier to information 
security is the presence of “externali-
ties”1; an example of a negative exter-
nality is when a computer infected by 
a virus harms other computers in the 
same network, and a positive exter-
nality is when a security breach tar-
geting specific software with a large 
installed base is disclosed, possibly 
alerting other users and preventing 
further loss due to being attacked. 
In economics, positive externalities 
drive economic agents to invest less 
than would be socially desirable, even 
when protection is technically feasi-
ble. Among countries, one country’s 
effort in terms of enforcement and 
investment in security infrastructure 
makes other countries more secure by 
reducing the number of attacks origi-
nating from within its borders. Alter-
natively, attackers who are themselves 

a 
comparative 
study of 
cyberattacks 

Doi:10.1145/2093548.2093568

Attackers base themselves in countries  
of convenience, virtually. 

By seunG hyun KiM, Qiu-honG WanG,  
anD Johannes B. uLLRich 

 key insights

    Despite its benefits—common defense 
and legal harmonization—joining the 
convention on cybercrimes is often ignored 
by the “top” cyberattack-originating 
countries, following adjustment for 
economic development, population,  
and number of internet users.

    The recent surge in cyberattacks is 
disproportionate to the demographics 
of attack-originating countries; both 
positive and negative correlations of 
cyberattacks between countries are 
possible, along with considerable global 
co-movement of cyberattacks.

    unlike sources of carbon emissions, 
which are traceable, pinpointing 
hackers’ physical locations is elusive; 
cyberattacks originating from one 
country are often unintentionally 
hosted by compromised computers, so 
there is less incentive to avoid being an 
intermediary than there is to passively 
being a victim of cyberattacks. 

http://www.ists.dartmouth.edu/projects/archives/gar.html
http://www.ists.dartmouth.edu/projects/archives/gar.html
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threatened may virtually relocate to 
other countries. Such externalities in-
hibit achievement of a globally desir-
able level of country-level investment 
and enforcement action. 

Information security is recognized 
as both a technical issue and a critical 
policy and business issue.10 The pres-
ence of externalities in information 
security scenarios requires interna-
tional collaboration among national 
governments.7 The Convention on 
Cybercrime (Europe Treaty Series No. 
185),c adopted by the Council of Eu-
rope, November 23, 2001, was the first 
and is still the most important interna-
tional treaty focused on cybercrimes, 
aiming to “set up a fast and effective 
regime of international cooperation.”d 
As of January 2012, 32 countries have 
ratified the Convention, though 17 
member countries have not.e Li wrote, 
“The pressure against not ratifying the 
treaty coming from inside the coun-
tries seems to be a greater obstacle 
than the differences over the drafting 
of the document.”5 

The first step toward improving 
international collaboration is to un-

c We say “the Convention” as shorthand for the 
Convention on Cybercrime (European Treaty 
Series No. 185).

d http://conventions.coe.int/Treaty/EN/Trea-
ties/Html/185.htm

e http://conventions.coe.int/Treaty/Commun/
ChercheSig.asp?NT=185&CM=&DF=&CL=ENG

derstand the nature of the attacks, 
with respect to national demograph-
ics and international policy. For in-
stance, cybersecurity research by ISPs 
has sought to identify organizations 
hosting abnormally high levels of 
malicious content.4,13 While industry-
based research and recommenda-
tions on information security (such 
as Symantec Internet Security Threat 
Reports and Microsoft Security Intelli-
gence Reports) are publicly accessible, 
they tend to focus on the technical 
aspect of cyberattacks rather than on 
their effects on policy and business. 
Therefore, more information about 
countries hosting malicious activ-
ity is required, including how attacks 
are distributed and correlated among 
them, and how these security statis-
tics link to national demographics 
and international policy. 

This article explores the nature 
and scope of cyberattacks originat-
ing from a number of countries, ana-
lyzing SANS Institute country-level 
intrusion-detection samples, 2005–
2009. The SANS Institute established 
the Internet Storm Center (ISC http://
isc.sans.edu/) in 2001, aiming to as-
sist ISPs and end users to safeguard 
themselves against cyberattacks. The 
ISC monitors the kind of data-collec-
tion, analysis, and warning systems 
used in weather forecasting. The 
DShield data set used by ISC is a col-

lection of network-security logs from 
its voluntary subscriber base through-
out the Internet. Each DShield con-
tributor reports information about 
the source of an attack whenever an 
alert is sounded by its firewall. Given 
its worldwide coverage, the DShield 
dataset provides a relatively accurate 
representation of malicious traffic, as 
detected by hundreds of networks.12 
Though the logs are not comprehen-
sive enough to fully disclose specific 
types of attacks and the location of the 
original attacker(s), it does show the 
aggregate selection of sources from 
where the attacks might have origi-
nated. Following the rational-choice 
theory in classic criminology,6 crimi-
nals make decisions to maximize 
their net return by weighing potential 
costs and benefits. Any country with 
abundant resources and porous bor-
ders is likely to become the sanctuary 
for cyberattacks; hence, the nature of 
the DShield dataset fits well with our 
research interests. 

Our analysis of country-level data 
yielded three important lessons (de-
scribed in the following sections) that 
could be a foundation for further col-
laboration and coordination among 
countries: 

Lesson 1. Identify the top sources of 
attacks from demographic characteris-
tics. Ranking countries by number of 
attacks based on the SANS data (see 

figure 1. attack rankings, 2009. 
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Figure 1) is similar to that published 
by Symantec Corporation.14,15 The dis-
tribution of cyberattacks skews heavily 
toward certain countries; the SANS data 
shows that the top 10 (20) countries ac-
counted for 74.3% (87.3%) of the total 
number of global attacks in 2009. Thus 
the top countries may be considered 
more responsible than other countries 
for the rampant cyberattacks. 

However, the volume of attacks 
alone cannot be used to identify rela-
tive likelihood of threats and guide 
international collaboration. Logically, 
the number of cyberattacks originat-
ing from any single country is related 
to development of its information 
infrastructure, Internet penetration, 
and domestic population.5 This corre-
lation leads to the formation of three 

additional indices of top origin after 
adjusting for economic development 
(see Figure 2a), population (Figure 
2b), and number of Internet users 
(Figure 2c), respectively (see Table 1).f 
These indices are useful indicators for 
identifying threats previously ignored 
due to being hidden within the enor-
mous volume of attacks. In these in-
dices, the highest-ranking countries 
in terms of number of originating 

f Source: Euromonitor International’s Global 
Market Information Database. We exclud-
ed countries with relatively few computers 
(<400,000 in 2005); they also generally have 
relatively low economic development and 
would possibly inflate our indices due to their 
small denominators. Likewise, the samples 
from these countries in the SANS dataset are 
less stable than those from other countries.

attacks are encouraged to improve 
their information-security infrastruc-
ture and enhance legal enforcement 
against attacks, as well as against 
the heaviest attack generators by vol-
ume. We find substantial differences 
across the three indices, which seem 
to complement one another. Zimba-
bwe (ignored in other indices) is iden-
tified as the top source of attacks per 
capita; Estonia, Latvia, and Slovenia 
are also more important threats than 
is indicated by attack volume alone.g 
Likewise, the attacks per GDP PPP 

g Rankings of these countries changed by 20 
or more places compared to their rankings 
based on attack volume. We chose countries 
with populations of more than one million to 
eliminate high rankings due to small denomi-
nators; likewise, we excluded countries with 

Table 1. Top countries for originating attacks (by index). 

year 2005

 Rank
number of 

attacks
attack/GDP 

PPP attack/Population attack/internet users
extraordinary attacks 

(ranks by total vol.)
overpresented attacks (ranks 

by total vol./residuals)

1 U.S. Zimbabwe Singapore Spain Spain (3) Japan (8/180)

2 China Spain Spain Singapore U.S. (1) Brazil (15/178)

3 Spain Ukraine denmark israel China (2) italy (14/175)

4 Germany Singapore Canada hong Kong Canada (5) U.K. (9/174)

5 Canada estonia U.S. Ukraine Ukraine (13) mexico (17/173)

6 S. Korea denmark Norway Canada Singapore (18) Germany (4/172)

7 France S. Korea hong Kong denmark S. Korea (6) France (7/161)

8 Japan Canada Sweden U.S. Taiwan (10) Poland (16/154)

9 U.K. latvia Finland Taiwan denmark (21)

10 Taiwan Taiwan Netherlands France israel (26)

12 Bangladesh (87)

20 Zimbabwe (108)

year 2009

 Rank
number of 

attacks
attack/GDP 

PPP attack/Population attack/internet users
extraordinary attacks 

(ranks by total vol.)
overpresented attacks (ranks 

by total vol./residuals)

1 U.S. Zimbabwe Belgium Belgium Belgium (4) Japan (18/176)

2 China romania denmark romania Germany (3) Brazil (17/174)

3 Germany Belgium Australia denmark U.S. (1) U.K. (9/172)

4 Belgium denmark Netherlands Australia romania (6) italy (12/170)

5 Australia Australia romania Netherlands Australia (5) Spain (14/169)

6 romania Netherlands Germany Germany denmark (11) mexico (19/167)

7 France Colombia U.S. hong Kong Netherlands (8) France (7/161)

8 Netherlands Germany Norway U.S. Bangladesh (60) Poland (20/156)

9 U.K. latvia hong Kong israel Colombia (13) Canada (10/153)

10 Canada Sweden Sweden Norway Thailand (16)

12 Nigeria (117)

14 Pakistan (54)

15 Kenya (126)

18 Zimbabwe (120)

19 latvia (52)



contributed articles

mArCh 2012  |   vol.  55  |   No.  3  |   coMMunicaTions of The acM     69

(purchasing power parity) reveals po-
tential threats from Bulgaria, Costa 
Rica, Estonia, Jordan, and Latvia, and 
attacks-per-Internet-user includes 
Bangladesh and Slovenia. 

However, none of these demo-
graphic factors alone fully explains 
the variation in cyberattacks among 
countries. Hence, we conduct a simple 
regression to identify additional coun-
tries with an inherently large volume 
of attacks that cannot be explained by 
standard demographic parameters. 
The following formula represents a 
regression model, with each variable 
representing the ratio over its global 
level on an annual basis 

(% of attacks) = β0 + β1×(% of GDP at PPP) 
+ β2 × (% of Population) + β3 × (% of 

Internet users) + Error 

where a residual term equals the ob-
served proportion of attacks minus 
the proportion predicted by the eval-
uated parameters and captures the 
component that cannot be justified by 
economic development, population, 
and Internet penetration.h Thus, a 
positive residual indicates attacks be-
yond expectations originating from a 
country relative to the global average; 
a negative residual indicates fewer at-
tacks than expected; the top countries 
can be identified by residuals, as in 
Table 1. Table 1 also lists countries 
among the top 20 by total attack vol-
ume, to which the regression model 
attributes the most overestimated at-
tacks; the residual term is a large neg-
ative. These countries might indicate 
possible overrepresentation when 
applying the volume-based approach 
alone. The U.S. is most frequently 
among the top 10. In addition, most 
of the top countries (based on total 
attack volume), except China, have 
signed or ratified the Convention, in-
cluding France, the Netherlands, and 
the U.S., and most countries in which 
the number of hosted attacks is be-

GDP PPP <$25 million and number of Internet 
users <800,000, 2005–2009.

h As the three variables correlate with one 
another, estimates of coefficients are less 
precise, so are not reported. Despite such 
correlations, we are better off including 
these factors to obtain residuals they do not 
explain; R-squared values for all estimated 
models are >85%.

low the global average have likewise 
signed or ratified. Among them, the 
number of attacks originating from 
France, Japan, and the U.K. was below 
the global average in the years (2005–
2009) we surveyed, despite their con-
siderable economic development, 
population, and Internet penetration. 
Canada and Spain, which were both 
at the top for volume of originating 
attacks in 2005 with an extraordinary 
number of attacks, surprisingly gener-
ated fewer cyberattacks than the glob-
al average in 2009. Moreover, three of 

the nine overrepresented countries in 
2009 in Table 1—Canada, Japan, and 
Poland—were among the 13 countries 
that signed the Convention in 2005 
(or earlier) but still have not ratified 
it. Due to the number of attacks be-
low the global average, these coun-
tries may not have as much incentive 
to join as other developed countries. 
In contrast, some countries with 
negligible total attack volume were 
among the top 20, 2005–2009, with 
an extraordinary number of attacks, 
including Bangladesh and Zimbabwe. 

figure 2. (a) attack/GDP PPP; (b) attack/population; (c) attack/internet user rankings, 2009. 
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The number of such underrepresent-
ed countries increased from two in 
2005 to six in 2009, with none signing 
the Convention. 

These observations reflect the in-
ternational divide and dynamics of 
attack sources associated with the 
Convention. First, the top-origin 
countries, having developed econo-
mies, are more likely to accede to the 
Convention, though they remain sanc-
tuaries of cyberattacks and potential 
cyberattackers, even after ratification 
of the Convention, including Germa-
ny and the U.S. Second, developing 
countries that have not ratified the 
Convention host disproportionately 
more attacks and potential attackers 
than would otherwise be projected 
from their economic development, 
population, and Internet penetration. 
Consequently, while the benefit of 
joining the Convention is not reflect-
ed in the top lists of attack origins, 
there is a spillover effect on countries 
that have not joined. In fact, such an 
international divide on international 
collaboration motivates attackers 
to launch attacks due to the risk ad-

vantage from facilitating worldwide 
network connectivity. Developing 
countries have relatively poor infor-
mation-security infrastructure and 
insufficient resources for deterring cy-
berattacks.5 As a result, the lower risk 
of launching cyberattacks from them 
may attract attackers seeking sources 
that leverage the risk advantage. 

Overall, the combination of total at-
tack volume and demographic charac-
teristics reveals inherently high threat 
levels of cyberattacks in certain coun-
tries, partly negating responsibility of 
countries that may be overrepresented 
in terms of total attack volume. 

Lesson 2. Global diffusion trend 
across regions, not countries. The world 
has flattened across regions in terms 
of sources of cyberattacks. We em-
ployed the Herfindahl index to exam-
ine this phenomenon, a commonly 
used measure of industry concentra-
tion calculated for any given year by H 
= Σ N

i S 2
i, where N denotes the number 

of countries and Si is the share of coun-
try i out of total attacks. Based on the 
Herfindahl index, Figure 3 reflects a 
diffusion trend of attacks globally and 

across regions. The decreasing Herfin-
dahl index indicates the diffusion of 
attacks across regions, and is consis-
tent with global diffusion. However, 
global diffusion in cyberattacks did 
not spread evenly across all countries. 
Rather, attacks within Asia and Africa 
have become more concentrated over 
time, while the Herfindahl index for 
European countries did not vary from 
2005 to 2009. That concentration was 
led by the surge in share of attacks 
originating from a few countries (see 
Table 2). Interestingly, most countries 
listed in Table 2 have still not ratified 
the Convention (except Romania and 
Belgium) and are listed in Table 1 as 
the top countries with extraordinary at-
tacks in 2009. 

The global-diffusion trend across 
regions, not countries, manifests 
through manipulation of attack 
sources by attackers. While the world 
is highly connected through the In-
ternet, cybercriminal legislation and 
jurisdiction sometimes stops at na-
tional borders. This limited coverage 
facilitates “risk arbitrage,” with at-
tackers able to commit cyberattacks 
with relatively low risk of government 
enforcement by exploiting the divide 
between domestic legislation and 
jurisdiction. As a result, attackers ex-
pand their attack sources (such as bot-
nets) while focusing on countries with 
underdeveloped information-security 
infrastructures. 

Lesson 3. Considerable interdepen-
dence of global trends and compelling 
substitution effect. Interdependence 
represents another major weakness 
concerning cyberattacks at the coun-
try level; we define interdependence as 
the co-movement of attacks between 
countries. Positive correlation be-
tween cyberattacks originating from 
two countries represents movement 
in the same direction, while negative 
correlation represents movement in 
opposite directions. Interdependence 
is measured by the correlation of the 
weekly global proportions of attacks 
between any pair of countries. This 
method helps tease out co-movement 
in attacks between two countries due 
to the global trend; for example, our 
factor analysis found that for the top 
16 countries ever listed as a top-10 
country for attack origin (2005–2009), 
49% of attacks could be explained by a 

figure 3. herfindahl index by year (three-year moving average). 
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Table 2. Top countries with surged share of attacks, by % increase in 2009 compared  
to 2005. 

africa asia europe s. america

Zimbabwe 361% indonesia 675% romania 1,501% Colombia 749%

Nigeria 214% Thailand 570% Belgium 560%

Kenya 161% Bangladesh 416%

iran 370%

Saudi Arabia 237%

vietnam 193%
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single (general) factor that can be la-
beled “global co-movement.”i 

After ruling out the grand global 
trend, we still observed a high level of 
positive interdependence between giv-
en pairs of countries.j The pair-wise cor-
relations (based on volume and propor-
tion of attacks, respectively) between 
the U.S. (a dominant source among 
countries identified as harboring ma-
licious activity) and other countries 
(2005–2009) are outlined in Figures 4a 
and 4b. Using correlation of shares of 
attacks, the correlation between the 
U.S. and other countries, as in Figure 
4b, dramatically decreased compared 
to the correlation of attack volume in 
Figure 4a. In Figure 4b, France is seen 
as having the highest pair-wise correla-
tion (0.53) with the U.S. Other countries 
with positive correlations above 0.30 
with the U.S. include the Philippines 
(0.39), Slovenia (0.38), Estonia (0.36), 
and Singapore (0.35) in descending or-
der of correlation, respectively. We also 
confirmed positive pair-wise interde-
pendence as stronger among certain 
countries, including Japan and South 
Korea (0.65). 

Despite considerable global co-
movement, as in Figure 4a, Colombia 
was negatively correlated with the U.S. 
(-0.40). We found significant nega-
tive correlations between the U.S. and 
several countries, even after adjusting 
the denominator to reduce possible 
overestimation of pair-wise interde-
pendence.k While Lesson 2 on global 

i Vulnerability embedded in a dominant soft-
ware platform could expose millions of com-
puters to security threats.

j Our measure of pairwise interdependence 
is conservative, as it might underestimate 
positive interdependence; an increase in one 
country’s share from a surge in attacks origi-
nating from within its borders decreases other 
countries’ shares of attacks worldwide, with 
the denominator becoming greater for all oth-
er countries.

k Overestimation on negative interdependence 
is due to the same reason as in footnote j; 
hence, we use the global-attack volume minus 
the attacks originating from within the U.S. 
as the denominator to calculate approximate 
global shares of attacks from all countries 
other than the U.S., then examine their corre-
lation with the U.S. global share, respectively. 
The extent of negative correlation between the 
U.S. and other countries is smaller than before 
the adjustment but stays at the same level; 
countries in descending correlation order in-
clude Romania (-0.48), Peru (-0.40), Colombia 
(-0.39), Australia (-0.33), and Denmark (-0.32).

diffusion revealed that attack sources 
might disproportionately concentrate 
in certain countries, Lesson 3 on inter-
dependence suggests that some attack 
sources might simultaneously substi-
tute other attack sources. 

Positive interdependence in cyber-
attacks results directly from the most 
general technique applied in a cyber-
attack: First, the attacker communi-
cates hacking experience and skills via 
online forums, helping other attackers 
exploit software vulnerabilities simul-
taneously. Second, computers in vari-
ous locations might be compromised, 
thus becoming part of a botnet, or 
zombie network. A botnet consisting 
of more distributed computers could 
leverage the economies of scale in op-
erational cost and increase the chance 
of successful attacks. Thus, attackers 
(such as botmasters) might initiate at-
tacks from multiple countries by con-
trolling millions of infected comput-
ers. Finally, malicious code (such as 
Trojans and worms) could propagate 
across networks through Internet traf-
fic, data exchange, and access. 

In contrast, negative interdepen-
dence in cyberattacks is probably relat-
ed to the displacement effect identified 
by Png et al.9 that the announcement by 
the U.S. government on enforcement 
against cybercriminals could indirectly 
increase the number of attacks origi-
nating from other countries. That is, to 
avoid increased risk of punishment in 
the U.S., attackers are thus motivated 
to relocate their botnets from there to 
other countries with lower risk. 

Though specific types of collabora-
tion and countermeasures may differ 
with respect to positive and negative 
interdependence, improved interna-
tional collaboration is essential. Posi-
tive interdependence may be reduced 
through improved implementation of 
the Convention on Cybercrime, while 
negative interdependence may require 
improved country-to-country collabo-
ration to minimize the incentive to 
shift attacks between countries. 

75 countries 
Based on SANS Institute daily reports 
on country-level intrusion detection 

figure 4. correlation of (a) attack volume and (b) share of attack between the u.s. and other 
countries, 2005–2009. 

0.6 –
0.4 – 0.6
0.2 – 0.4
0.0 – 0.2
-0.2 – 0.0
-0.4 – -0.2
-0.6 – -0.4
         – -0.6
no data

( b )

0.6 –
0.4 – 0.6
0.2 – 0.4
0.0 – 0.2
-0.2 – 0.0
-0.4 – -0.2
-0.6 – -0.4
         – -0.6
no data

( a )



72    coMMunicaTions of The acM    |   mArCh 2012  |   vol.  55  |   No.  3

contributed articles

(2005–2009), our study applied the 
economic indices to analysis of the vol-
ume of cyberattacks originating from 
75 countries, with coverage limited by 
the availability of data. For example, no 
observations were reported from coun-
tries with DShield contributors, as the 
DShield dataset was subject to errors 
and noise due to misconfiguration of 
network intrusion and detection sys-
tems and false reports.12 

Our analysis of country-level data 
yielded three important lessons that 
may provide a foundation for further 
collaboration and coordination among 
countries. The diffusion and interde-
pendence trend of cyberattacks (Les-
sons 2 and 3) (2005–2009) highlights 
the importance of international coop-
eration and implementation of poli-
cies in fighting cyberattacks. However, 
the present cooperation in detection, 
investigation, and prosecution both 
domestically and internationally, in-
cluding the Convention, is insufficient 
for relieving the worldwide threat to 
information security. This limitation 
is evidenced by the extraordinary ongo-
ing surge in cyberattacks originating 
from certain countries and the persis-
tence of attacks from other countries at 
the top of the list (Lesson 1). 

Unfortunately, incentives for coun-
tries to join the Convention are limited 
due to concern over the cost of legal 
cooperation and invasion of national 
sovereignty.5,7 Apart from Canada, Ja-
pan, and the U.S., most countries sign-
ing the Convention are members of the 
European Union. Without worldwide 
agreement, attackers are free to lever-
age the risk advantage in countries out-
side the Convention with poor infor-
mation security infrastructures. These 
countries (identified by our analysis) 
represent hidden sources behind the 
top sources of cyberattack origin based 
on total attack volume (such as Bangla-
desh and Columbia). 

For countries in compliance with 
the Convention, positive externali-
ties in information security limits in-
centives to cooperate at the expected 
level.7 Thus, it is not strange that Ger-
many, Denmark, and the Netherlands 
hosted an extraordinary number of at-
tacks, given they fully complied with 
the Convention (Lesson 1). Further-
more, insufficient effort maintaining 
information security and enforcement 

may exacerbate global security threats 
due to negative externalities. 

national Responsiblity 
Based on this discussion and our 

observations, we suggest the follow-
ing steps for national governments 
worldwide: 

Measurement. First, in order to cre-
ate an effective mechanism to tackle 
cybercrime, they need precise mea-
surement of cyberattacks originating 
from each country, something gener-
ally missing from any road map on 
international collaboration. Indeed, 
such an approach would help address 
the ex ante incentive of international 
collaboration and ex post incentive of 
sufficient inputs. 

The state of attack deterrence today 
recasts a well-known principle involv-
ing software quality: “You can’t con-
trol what you can’t measure.”2 Lack 
of widely accepted, reliable, stable 
measurement of the number of cyber-
attacks originating from each country 
inhibits understanding a particular 
country’s rights and liabilities in re-
lieving the global threat to informa-
tion security. 

The DShield database may provide 
a feasible baseline to motivate and 
strengthen international collaboration 
on information security. We may refer 
to the global debate on carbon-dioxide 
emission control, which likewise incor-
porates the characteristics of externali-
ties. For instance, global carbon-diox-
ide emissions are effectively controlled 
by incorporating the infrastructure and 
economic state of countries with statis-
tical estimates of emissions from mul-
tiple organizations.3,16 In the cyberat-
tack context, a similar “charge” may be 
issued to each country, depending on 
responsibility and demographic status. 

Responsibility. Second, given the 
cross-border aspects of cyberattacks, 
we stress national responsibility of 
countries that might host compro-
mised computers, possibly involving 
intermediate cyberattacks launched by 
foreign perpetrators. Unlike the sourc-
es of carbon emissions, which may be 
traced, measurement of cyberattacks 
originating from individual coun-
tries includes attacks unconsciously 
hosted by compromised computers in 
one country while the physical loca-
tion of hackers is elusive, as reflected 

unfortunately, 
incentives for 
countries to join 
the convention 
are limited due 
to concern over 
the cost of legal 
cooperation and 
invasion of national 
sovereignty.  
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in DShield data. In such a case, the 
country is actually an intermediary fa-
cilitating cyberattacks. For instance, 
the notable increase in malicious-code 
ranking for Brazil in 2009 compared 
to previous years was actually due to 
the Downadup worm infecting a large 
number of computers in Brazil.14 As 
intermediaries bear less responsibility 
than victims for a loss due to a cyberat-
tack, there is less incentive to avoid be-
coming an intermediary than a victim. 
In order to reach an optimal level of 
investment in global information secu-
rity, any measurement must take into 
account the number of cyberattacks 
passing through a particular country. 

Collaboration. Third, based on any 
available measurement of cyberat-
tacks, the indices we adopted in our 
study provide further insight when se-
lecting partner countries for regional 
collaboration. Top countries listed by 
both “total volume” and “extraordinary 
number of attacks” represent a much 
greater threat to global information 
security than other countries. Their 
participation is thus crucial to collab-
orative enforcement, as with Denmark 
and the U.S. in Table 1. Top countries 
with surged shares of cyberattacks 
that might otherwise be ignored due 
to their negligible volume reflect the 
movement of underground forces 
committing cyberattacks, as with Co-
lombia and Romania in Table 2. Final-
ly, the high correlation among groups 
of countries in cyberattacks may in-
dicate the countries’ participation in 
hacker activity, including zombie net-
works, and network traffic. Their joint 
commitment and participation is thus 
required to deter cybercriminals. 

Constitutional conflict. Fourth, as it 
is difficult to achieve global collabora-
tion in information security quickly, 
priority must be given to more critical 
information-security issues and cer-
tain developing countries; for exam-
ple, some provisions in the Convention 
might conflict with constitutional prin-
ciples of certain countries. The Con-
vention takes a broad view, including 
cybercrimes that, though important, 
are less related to cyber hacking (such 
as copyright and child pornography) 
but might run counter to constitution-
al law. It is permissible for parties to 
the Convention to modify their obliga-
tions on a limited number of the Con-
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vention‘s Articles; for instance, the U.S. 
has “taken a partial reservation to the 
Jurisdiction article (Article 22, Jurisdic-
tion) because it does not as a general 
matter assert jurisdiction over crimes 
committed by U.S. citizens abroad (see 
the U.S. Department of Justice home 
page http://www.justice.gov/).” 

It is important to assert which ar-
ticles and provisions are more criti-
cal for cybersecurity against hacking 
and should be prioritized or strongly 
mandated. Otherwise, the full benefit 
of legal harmonization is simply not 
possible. Regarding prioritization, we 
identified certain developing countries 
that generate more attacks dispropor-
tionate to their economic develop-
ment. They may promise higher return 
on investment in improving the state of 
global cybersecurity compared to other 
developing countries but lack suffi-
cient resources and the technical foun-
dation to comply with the standard 
required by the Convention. The ben-
efit of joining the Convention for these 
countries is relatively low because their 
national industrial infrastructure is 
less dependent on a network economy. 
For them participation should thus be 
prioritized with appropriate technical 
and/or financial support. The Conven-
tion has supported multiple projects 
to guide developing countries but has 
concentrated on Eastern Europe. 

conclusion 
An alternative approach to worldwide 
cybersecurity beyond these four sug-
gestions is to adopt the view intro-
duced by Schjølberg and Ghernaouti-
Hélie11 that “A Treaty or a set of treaties 
at the United Nations level on cyber 
security and cyber crime should be a 
global proposal for the 2010s that is 
based on a potential for consensus.”11 
The Convention is still viewed by most 
countries outside Europe as a regional 
initiative, though full benefit of legal 
cooperation is possible only when all 
the countries ratify any treaty in light of 
the strong interdependence of cyberat-
tacks across countries. 

We hope our suggestions trigger a 
fruitful discussion that enhances the 
state of international collaboration 
and legal harmonization. 
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Embodied and disembodied computing  
at the Turing Centenary.

By s. BaRRy cooPeR

Turing’s 
Titanic 
Machine?

So why are questions about the ad-
equacy of the Turing model of com-
putation34 so difficult to resolve, so 
avoided by “normal science,” and so 
controversial among those who debate 
the issues?

There are both theoretical and mod-
eling uncertainties at work here. On 
the mathematical side, we have a well-
developed theory of classical comput-
ability—and incomputability—based 
on the Turing machine model and its 
oracle-enhanced incarnation. On the 
other  side we have the Internet, ar-
tificial intelligence, and nature, with 
closely related models sometimes 
termed new computational paradigms. 

Turing’s universal machine fa-
mously “computes” an incomputable 
object—the halting set of inputs on 
which its computations terminate—
appearing over the years in many dif-
ferent guises. But in what sense is such 
an object computed? Why does it mat-
ter? A short answer is that it is comput-
ed much as the Mandelbrot set appears 
on a computer screen. It is computably 
enumerable. A great deal of research 
activity is directed at discovering in-
computable objects that are not just 
notational variants of the halting set, 
and making the incomputable objects 
we have more accessible and more at 
home in the real world. Back in the 
1950s, John Myhill22 elegantly brought 
all known naturally arising incomput-

iT is  in  the nature of things that 1912 is generally 
more remembered for the sinking of the “unsinkable” 
Titanic than it is for the far more world-changing 
event: the birth of Alan Mathison Turing in a London 
nursing home on a Sunday in June of that year.  
The Turing Centenary presents a timely opportunity 
for us to remember the startling depth of impact of 
Turing’s universal machine over the last 75 years.

In this brief review I examine challenges to its 
continued primacy as a model for computation in daily 
practice and in the wider universe. In doing this, the 
Titanic analogy is surprisingly useful, even apt from 
some points of view. It reminds us of the achievements 
of science and engineering, and its precarious 
coexistence with the often surprising unpredictability 
of events in nature. Of course, this is a controversial 
area, and the arguments are too finely balanced for 
definitive conclusions. In the end we might decide 
that, at a basic level, things have not gone that far 
beyond Turing’s own clarifying constructs and his 
persistent uncertainties about their adequacy.

 key insights

    The demise of Turing’s computational 
model is still a long way off.

    Both the modern computing experience, 
and the natural world we live in, are full 
of challenges to its universal validity.

    What we should learn from ai, physics, 
and computing practice are due respect 
for “embodied” computation as well as 
information and process.

    Theoretical modeling, and engagement 
with computing realities, are synergetic 
ingredients of both past and future 
progress. 

    Turing’s legacy points to exciting 
possibilities for the unraveling and 
harnessing of the mysteries of “how the 
world computes.”
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able objects within the immediate or-
bit of the halting set. 

In 1970, the negative solution to 
Hilbert’s Tenth Problem,20 when com-
bined with results from classical com-
putability arising from contrived pri-
ority constructions, circumstantially 
pointed to a very rich infrastructure of 
incomputable objects. All of the artifi-
cially derived examples of computably 
enumerable sets are computably equiv-
alent (according to Turing’s definition) 
to a set of natural number solutions 
for a Diophantine equation. But no 
mathematically natural example has 
been found. Given a particular descrip-
tion of a set of numbers, there are no 
techniques for identifying its level of 
incomputability—unless we get lucky 
and describe it in terms of the halting 
set, or its iterated relativizations. So 
mathematics provides nothing but the 
most schematic of examples of incom-
putability and a strictly limited toolbox 
to take into the real world.

There is a reasonable conjecture 
that mathematical failures are in some 
way essential; if there is something new 
to learn from nature and contemporary 
computing practices, the theoretical 
ramifications may be more complicat-
ed. There are classical results from the 
1960s that tell us the problem of recog-
nizing whether a given Turing machine 
has incomputable halting set or not is 
very far from being computable. In fact, 
it involves no less than three iterations 
of Turing’s halting problem. C.E.M. 
Yates39 tells us that even problems 
computably equivalent to the halting 
set of a universal Turing machine may 
not be recognizably so. Odifreddi24 
quotes the eminent recursion theorist 
John Myhill as saying “recursion theory 
is a subject full of ingenuity, but not of 
intelligence.” However, one can often 
discover interesting conclusions out 
of the arcane technicalities of classical 
computability theory.

What do I mean by more compli-
cated? I briefly review the territory (ig-
noring important topics, in particular 
the complexity theorist’s refinements) 
with the Turing model remaining a key 
element, though observed in new ways.

computation Disembodied
What was clearly new about the Tur-
ing model of computation was its 
successful disembodiment of the 

machine. For practical purposes, this 
was not as complete as the post-Tur-
ing theoretician likes to pretend: the 
reembodied computer that is now a 
familiar feature of the modern world 
was hard won by pioneering engi-
neers. But, for the purposes of the 
stored program computer, and for the 
proof of incomputability of the halt-
ing set, the essential disembodiment 
was that delivering program-data du-
ality. This playing down of distinction 
between information and process has 
been taken further, and become a fa-
miliar feature of programming and 
theory. As Samson Abramsky puts it 
(private communication, 2011):

“Turing took traditional mathemat-
ical objects, real numbers, functions, 
etc. as the things to be computed. In 
subsequent work in computer science, 
the view of computation has broad-
ened enormously. In the work on con-
current processes, the behavior is the 
object of interest. There is indeed a 
lack of a clear-cut Church-Turing the-
sis in this wider sphere of computa-
tion—computation as interaction, as 
Robin Milner put it.”

In the quantum world there is a par-
allel duality between matter and ener-
gy. All this has given rise to a standard 
computational paradigm vulnerable 
to surprises from the natural world. 
Physical processes not subject to data-
process duality will not be assuredly 
different. But beneath the “normal sci-
ence,” theoretical inadequacies may 
be brewing—or not—according to the 
viewpoint. The challenges to the stan-
dard model are varied, but most seem 
to have an impact on universality. 

Among those who care about such 
things, there are different responses to 
the situation:

1. Confident of the unsinkability of 
the standard model, one can apply it 
ever more widely to what we observe 
in nature, and let it mold our expecta-
tions of what computing machines can 
achieve.

2. Distrustful of the science, one can 
open one’s mind to observation and 
surprises, speculate about inconsis-
tencies with the standard model, and 
seek to philosophically clarify one’s 
perceptions.

3. Renewing Turing, one can use 
one’s observations and ingenuity to 
design new models of computation, di-

rectly inspired by real-world processes 
or arising from abstract theoretical 
considerations, or both.

4. Consistent with a genuine par-
adigm-change being in process, one 
can aim to develop the analysis of 
computability and incomputability, 
to the point where the theoretical con-
text successfully hosts a convincing 
new view of what one observes, that 
is, a classical computability theoretic 
response.

As it turns out, each of these direc-
tions has been pursued with some 
success. 

The first is probably still the most 
generally respected among theoreti-
cal computer scientists, although it 
has lost some of the dominance it 
had even 15 years ago. The second 
becomes more common the further 
one gets from the certainties of math-
ematics, while at the more scientific 
end can tip into direction three. The 
third direction has had modest suc-
cess, despite attracting the attention of 
a determined rearguard from the first 
school of thought, most notably that of 
distinguished elder-statesman of com-
putability, Martin Davis. Here is what  
Davis13 has to say about the so-called 
hypercomputationalists:

“The great success of modern com-
puters as all-purpose algorithm-execut-
ing engines embodying Turing’s univer-
sal computer in physical form, makes 
it extremely plausible that the abstract 
theory of computability gives the cor-
rect answer to the question ‘What is a 
computation?’ and, by itself, makes the 
existence of any more general form of 
computation extremely doubtful.”

Of course, direction three inter-
sects with mainstream areas looking 
for mere efficiency gains from natural 
computing, connectionist models, and 
quantum computing, among others. 
Adherents of approach four are qui-
etly working away, often with no strong 
sense of doing anything related to actu-
al computing. Let’s call the proponents 
of direction one: reductionists, of two: 
impressionists, of three: remodelers, 
and four: incomputability theorists 
(otherwise known as recursion theo-
rists). There are overlaps between all 
four groups. The first three groups are 
very large. The incomputability theo-
rists form more of an isolated sect, 
peripheral, tiny in numbers, and as a 
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group (with notable exceptions) not 
visibly concerned with real-world rel-
evance—inheritors of a proud pure-
mathematical tradition, a tradition 
within which they are too busy proving 
theorems to tell us, emerged the stored 
program computer. Like Turing, the 
incomputability theorists inhabit the 
interface between computer science 
and mathematics, not wholly at home 
in either community.

The role of the reductionists is 
largely reactive, and in the end, driven 
by an agenda as speculative as anyone 
else’s. Kurt Gödel famously took some 
convincing of the Church-Turing the-
sis just for functions over the natural 
numbers. Areas needing special at-
tention from the reductionists include 
quantum physics, theory of mind, 
the emergence of form in nature, and 
the various novel proposals from the 
remodelers. The notable successes 
of the reductionists include David 
Deutsch’s15 placing of the standard 
model of quantum computing firmly 
within the scope of the Turing model—
though the model does not make full 
use of wave function collapse. Indeed, 
Calude and Svozil7 have shown that un-
der reasonable assumptions, quantum 
randomness entails incomputabil-
ity. The mind is very hard to pin down 
theoretically, but Deutsch is following 
a well-established reductive tradition 
when he argues (in “Question and An-
swers with David Deutsch,” Newscien-
tist.com, Dec. 2006):

“I am sure we will have [conscious 
computers], I expect they will be purely 
classical, and I expect that it will be a 
long time in the future. Significant 
advances in our philosophical under-
standing of what consciousness is will 
be needed.”

Within the philosophy of mind 
there is a strong tendency toward phys-
icalism and functionalism, both of 
which open the door to some version 
of the Turing model. The functional-
ist (see Hilary Putnam, 1960) stresses 
what a computer does as something 
realizable within diverse hardware. 
And there are successful mathemati-
cal reductions of particular emergent 
phenomena to computable solutions 
of differential equations, such as those 
in Turing’s 1952 morphogenesis pa-
per.35 An important expression of the 
functionalist view in computer science 

is provided by the notion of a virtual 
machine, whereby one achieves soft-
ware implementation of a given pro-
grammable machine. Aaron Sloman31 
and others have usefully applied the 
concept to AI.

Messages from the Real World
There are a number of features of re-
al-world “computation,” that is, how 
nature and people in real interac-
tive situations compute, worth spot-
lighting before addressing particular 
phenomena and models. Here the 
impressionists abound, sometimes 
viewed as infiltrators from the anti-
science reaction in the humanities 
that has given us epistemological rel-
ativism, deconstruction, and the so-
called “science wars” associated with 
Alan Sokal. Dissent from the perva-
siveness of a mechanical causality can 
be traced back to the  “occasionalism” 
of the influential Islamic philosopher 
al-Ghazali. This is often interpreted 
as reconciling a level of law-like cau-
sality with the possibility of miracu-
lous and surprising infringements of 
it. One can see echoes of this in the 
latter-day links between theology and 
emergentism. Of course, if one sees 
truth as being computed somewhere 
(by God?), a change in our conception 
of what is computable does impact 
on our understanding of what we can 
know about the world.

The Mathematician’s Bias. A clear 
sign of a paradigm under unaccus-
tomed examination is the October 
2010 ACM Ubiquity Symposium on 
“What is Computation?” with a num-
ber of thought-provoking contribu-
tions. Part of the Editor’s Introduction 
by Peter J. Denning reads:

“By the late 1940s, the answer was 
that computation was steps carried 
out by automated computers to pro-
duce definite outputs. That definition 
did very well: it remained the standard 
for nearly 50 years. But it is now being 
challenged. People in many fields have 
accepted that computational thinking 
is a way of approaching science and en-
gineering. The Internet is full of serv-
ers that provide nonstop computation 
endlessly. Researchers in biology and 
physics have claimed the discovery of 
natural computational processes that 
have nothing to do with computers. 
How must our definition evolve to an-

What was clearly 
new about the 
Turing model of 
computation was 
its successful 
disembodiment  
of the machine. 

http://Newscientist.com
http://Newscientist.com
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swer the challenges of brains comput-
ing, algorithms never terminating by 
design, computation as a natural oc-
currence, and computation without 
computers?”

In another contribution to the Ubiq-
uity symposium, Lance Fortnow asks: 
“So why are we having a series now ask-
ing a question that was settled in the 
1930s?” He continues:

“A few computer scientists never-
theless try to argue that the [Church-
Turing] thesis fails to capture some 
aspects of computation. Some of these 
have been published in prestigious 
venues such as Science, Communica-
tions of the ACM, and now as a whole 
series of papers in ACM Ubiquity. Some 
people outside of computer science 
might think that there is a serious de-
bate about the nature of computation. 
There isn’t.”

Undeterred, Dennis J. Frailey thinks 
it is the mathematicians who have got 
it wrong:

“The concept of computation is 
arguably the most dramatic advance 
in mathematical thinking of the past 
century…Church, Gödel, and Turing 
defined it in terms of mathematical 
functions…They were inclined to the 
view that only the algorithmic func-
tions constituted computation. I’ll 
call this the “mathematician’s bias” 
because I believe it limits our thinking 
and prevent us from fully appreciating 
the power of computation.”

Clearly, we do not have much of a 
grip on the issue. It is the old story of 
the blind men and the elephant again. 
On the one hand computation is seen 
as an essentially open, contextual, ac-
tivity with the nature of data in ques-
tion. Others bring out a formidable 
armory of theoretical weapons in ser-
vice of the reductive project—for them 
there is nothing in concurrency or in-
teraction or continuous data or mental 
recursions to stretch the basic capabili-
ties of the Turing machine.

It is true that, in the pre-computer 
age, it has been the mathematically 
aware that have clarified difficult prob-
lems and vague intuitions. We look very 
selectively in the space available at how 
people have tried to isolate and clarify 
what is difficult about the reduction of 
computation, particularly in nature, to 
the basic Turing model.

Fuzziness, Continuous Data, Mistakes. 

ing in the kitchen that is the challenge 
to the Turing model. If the challenge 
is created somewhere else, other than 
in our kitchen, then why are we both-
ering cooking? But assuming we know 
the boundary conditions, within which 
we have proper definitions of the terms 
we use in the recipe, complete with the 
underlying  approximations, our uni-
versal Turing machine is well equipped 
to carry out the procedure.

Alternatively, you can work relative 
to what you observe, and not bother 
about where the context arose. In 1939, 
Turing provided us with the oracle Tur-
ing machine, which is just a Turing 
machine made to carry out our cooking 
task in the unsourced environment. It 
grabs the environmental data fuzz-
ily presented using real numbers, and 
computes algorithmically using the 
approximations we are presented. We 
know we get the approximations—that 
is how we observe, do our science, and 
largely survive in the world.

And the recipe is executed by per-
fectly standard, suitably chosen, Tur-
ing functionals.

There is a lot of logical and compu-
tational fuzziness around nowadays, 
fuzzy sets, fuzzy logic, fuzzy Turing 
machines, among others. Of course, 
what it comes down to is using real 
numbers as data instead of natural 
numbers (or similar), and doing some-
thing recognizably algorithmic with 
them. There is a lot of interest in the 
“something” from the semantic point 
of view, but not so much from the 
computability theoretic one. In short, 
there is nothing that presents much of 
a challenge to the reductionists here. 
For some it will be seen as moving the 
deck chairs around on the standard 
model Titanic, a useful job, but not 
contributing much to the traversing of 
icebergs. Others will see the fuzziness 
as an indication of something hap-
pening which the reductionists did 
not look at closely enough. Something 
that is brought out more clearly when 
looking at, say,  reductions of men-
tality to brain function; or biology to 
quantum mechanics.

On the other hand, remodelers have 
devised interesting proposals for ma-
chines with fuzzy aspects and more so-
phisticated characteristics than those 
seen in the above example. For exam-
ple, Wiedermann and Leeuwen38 build 

Incomputability in the natural world 
may be difficult to pin down defini-
tively, but there are many people—our 
impressionists—who think they know 
it when they see it. This, of course, is a 
problem. We may have a Turing test for 
intelligent machinery that seems to tell 
us something useful: though how use-
ful is open to question. But why would 
a human observer-based test for in-
computability inspire confidence?

Let us look at an example from an-
other of the Ubiquity symposium con-
tributors, Peter Wegner writing with 
Dina Goldin:37

“One example of a problem that 
is not algorithmic is the following in-
struction from a recipe [quote Knuth, 
1968]: ‘toss lightly until the mixture 
is crumbly.’ This problem is not algo-
rithmic because it is impossible for 
a computer to know how long to mix: 
this may depend on conditions such 
as humidity that cannot be predicted 
with certainty ahead of time. In the 
function-based mathematical world-
view, all inputs must be specified at 
the start of the computation, prevent-
ing the kind of feedback that would be 
necessary to determine when it’s time 
to stop mixing.”

The main problem here, according 
to the authors, is the fuzziness of the 
context, which the Turing machine, 
dealing with discrete data, exactly pre-
sented, cannot handle. There are in-
teresting things going on here, though 
the logically literate reductionist 
will not be worried for a second. She 
knows all about approximations to in-
finitary data. She knows that if the real 
data is computable enough to get hold 
of and compute with, then implicit 
in that is a computable sequence of 
finitary approximations. That is how 
we compute using π, which needs an 
infinitary description, a series or an 
infinite decimal, say, on our laptop, 
which is, as we know, an embodied 
universal Turing machine.

But what about the fuzziness and 
unpredictability of the environment 
in this example? There are two ap-
proaches here. You can play God, and 
close up the environment. Take hold 
of the whole universe, if necessary, like 
Laplace’s predictive demon; the aim 
being to give the incomputability no-
where to hide. The whole point of the 
example is that it is something happen-



review articles

mArCh 2012  |   vol.  55  |   No.  3  |   coMMunicaTions of The acM     79

creatively on Turing’s own variations 
on the Turing machine model.

Another aspect of real-world com-
putation (or reasoning) is its frequent 
non-monotonic nature: that is, the 
incidence of mistakes and adjust-
ments, whereby information is adjust-
ed over time with increasingly useful 
outcomes. In his talk to the London 
Mathematical Society on Feb. 20, 1947 
(quoted in Hodges17), Turing says:

“…if a machine is expected to be in-
fallible, it cannot also be intelligent. 
There are several theorems which say 
almost exactly that.”

According to Leavitt,19 Turing seems 
to have identified with machines. And 
he was rather prone to mistakes (even 
his famous 1936 paper needed a cor-
rection after publishing), so may have 
had a visceral understanding of what 
we now call  ∆0

2 sets! One can certainly 
solve the halting problem this way. 
That is not the same as actually com-
puting it, but in a world in which mis-
takes are learned from, not far off.

Parallelism and Interaction. So far, 
the reductionists are winning hands 
down against the impressionists. One 
needs the help of some remodelers.

In 1970, Georg Kreisel was ahead 
of his time in speculating on the pos-
sibility of a collision problem related 
to the three-body problem that might 
give “an analog computation of a non-
recursive function (by repeating colli-
sion experiments sufficiently often).”18 
This ties in with problems in applied 
mathematics with classical causal-
ity applied in complex environments. 
What makes the situation different is 
the infinitary mathematics involved 
in extending the computable causality 
to more than two bodies. It opens the 
door to the possibility of incomput-
ability. Such a possibility is brought 
out even more dramatically by Xia’s 
solution to the Painlevé problem30 of 
finding singularities, without colli-
sions in small Newtonian systems.

Actually, the impressionist does not 
need to know much about mathemat-
ics to convince herself of the novelty of 
outcomes from natural processes in-
volving a high degree of connectivity, 
such as the weather, turbulent flow, 
social movements, the Internet.  The 
relevance of the computational math-
ematics of randomness, chaos theory,  
orphogenesis, game theory, computa-

tional complexity, as dictated by the 
particular situation, is just an extra in-
dicator of the problems we have theo-
retically capturing what is happening. 
What is convincing is the surprisingly 
unexpected character of some ob-
served phenomena. The most shock-
ing is the unpredictability of events af-
fecting a framework we are part of: the 
mind, the weather, war, the events of 
September 11.

The reductionist has a problem 
linearizing this. The mathematician’s 
bias is still valid in that useable data 

must be extracted from even an inter-
active process; that is how we work. But 
there are situations in which there is 
no obvious computable function cap-
turing what is happening.

Infinitary Computation and Reality. A 
common criticism of real-world in-
computability comes from those 
whose focus is practical computa-
tion. The apparent prevalence of dis-
creteness at the basic quantum level 
breeds unease about the scientific 
role of real numbers, Richard Feyn-
man once remarked.P
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And if one can successfully put a 
bound on the number of subatomic 
particles in the universe, and can get 
by with a calculably finite number of 
rational numbers in practical scien-
tific work, then surely this makes the 
classical mathematics of real num-
bers a mere convenience—one which 
with a little extra thought can be dis-
pensed with? The finitist is invariably 
an impressionist. Finitism may be 
dressed in the language of philoso-
phy, but its origin is very basic obser-
vation with little in the way of theoreti-
cal underpinnings.

However, most of us who are not 
committed occasionalists tend to ac-
cept a level of algorithmic structure to 
the universe. This is how we survive, 
benefitting from a level of computabil-
ity of nature brought out by Newton’s 
use of the calculus. Algorithms may be 
finitely describable. But even simpler 
mathematics than that which gave us 
incomputability gives us transcenden-
tal real numbers, such as π, e, and 2√2. 
The finitary universe is just the tip of an 
iceberg full of hierarchically generated 
mathematics, much of it clearly rele-
vant to our scientific and computation-
al enterprise.

Some of this theory gives us descrip-
tions of natural phenomena sensitive 
to small variations in initial condi-
tions. This sensitivity can outstrip any 
level of approximation with which 
physicists say we can get by. So we end 
up with a tension between the math-
ematics that constrains observed real-
ity, and scaling factors, which make 
things very complicated and potential-
ly incomputable—and that potentially 
undermines expected symmetries in 
the physics.

Modeling Makes sense
The models we encounter may simply 
be designed to capture some computa-
tional aspect of nature, or more specifi-
cally, of mentality; later to be worked 
on by the theorist, extending, general-
izing, or particularizing the extracted 
archetypes. And then, as a by-product, 
these may deliver some more general 
perspective on computation itself.  Ex-
amples include neural nets, Alife, or 
quantum computers (see Springer’s 
Handbook of Natural Computing.29)

Preliminary to these may be models 
not directly intended as computation-

al models at all, having been devised 
as routes to more precise descrip-
tions of reality. Just as in mathemat-
ics the computational infrastructure 
of descriptions are not always easy to 
characterize, so in the real world. The 
models themselves may be “under 
construction” in some way, as is the 
standard model of particle physics. As 
well as leading on to more explicitly 
computational models, their proper-
ties are a rich source of impressions, 
and can be subjected to more techni-
cal analysis by computer scientists and 
mathematicians.

Of course, the mathematics of sci-
ence is continuous rather than dis-
crete. Some of the most interesting 
work here comes from the computable 
analysis community. Marian Pour-
El, best known for her classic book 
with Ian Richards on Computability in 
Analysis and Physics, wrote (with Ning 
Zhong) the intriguingly titled The Wave 
Equation with Computable Initial Data 
Whose Unique Solution Is Nowhere Com-
putable.26 But today the physical rel-
evance is not so clear.

One should also include here the 
scrutiny of emergence and its fractal 
analogues, of chaos, turbulence, and 
(especially important) the analyses of 
self-organization of Prigogine et al. An 
indication that something interesting 
is going on comes out of the discussion 
of irreversibility and the challenge to 
simple determinism. See Prigogine’s 
The End of Certainty,28 or From Being To 
Becoming:27

“…our confidence in the determin-
istic description of nature has been 
shaken both at the microscopic level 
and at the macroscopic one.”

We should mention the importance 
of the mathematics for researchers 
such as Vela Vellupillai36 in econom-
ics. And the widespread interest in 
the computational characteristics of 
the Mandelbrot and Julia sets, both 
from high-profile figures such as Rog-
er Penrose and Steve Smale, and from 
complexity-theorists and others. The 
computability of the Mandelbrot set is 
still a hotly debated question (see Peter 
Hertling’s nice overview16). See Cooper 
and Odifreddi10 for more background 
to the computational modeling.

Hypercomputational packages. So 
what about the consciously explicit 
modeling of incomputability? There 

is a common perception (sometimes 
very superficial) that the proposals 
under this heading are all wrong, 
even among people who are inclined 
to question the Turing model impres-
sionistically. This is particularly true 
among those familiar with Martin Da-
vis’ series of papers on hypercompu-
tation. A highly respected researcher, 
author, and co-solver of Hilbert’s tenth 
problem, he is adept at spotting where 
a thought experiment is invalidated by 
contamination with possibly incom-
putable reals.

The case of Copeland is an interest-
ing one. Davis is not impressed by pos-
sibly incomputable oracles comput-
ably delivering incomputability, while 
Copeland clearly is. How to explain 
this? There seems more to it than just 
Davis’s superior grasp of the techni-
calities. It seems that Copeland the 
philosopher has a less schematic con-
ception of his proposal in mind, with 
his oracles based on an underlying 
impression of what the real world pro-
vides. There is a dichotomy between 
the mathematician’s god-like overview 
of the computing universe, and the 
computing in context of the impres-
sionist, or for that matter, the practical 
computer scientist. So does Copeland 
belong here at all, annoying Martin 
Davis and others with his mathemati-
cally cloaked impressionism?

Here is a clear statement of his po-
sition:11

“Naturally, the crucial question is: 
Are there real physical processes that 
can be harnessed to do the work of Tur-
ing’s ‘oracles?’ If so, computing ma-
chines that are forbidden by the thesis 
improperly known as the “Church-Tur-
ing thesis” can in principle be con-
structed. Leaving the issue of harness-
ability to one side, I think it would be 
profoundly surprising if the physics of 
our world can fully be given without 
departing from the set of Turing-ma-
chine-computable functions.”

So the interest of “hypercomputa-
tion” as narrowly defined by Copeland 
depends on something else. Of course, 
Copeland has done important and per-
ceptive work in regard to the history 
of the computer and the role of Tur-
ing. But the grip of the mathematics is 
less sure, and delivers nothing new. In 
contrast, the hypercomputationalist, 
Hava Siegelman does seem to belong 
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here. Her “something else” is neural 
nets with real weights attached: inge-
nious, solid research, but still having 
problems delivering incomputability 
uncontaminated by incomputable re-
als from elsewhere, as observed by 
Davis. Tien Kieu’s proposed use of the 
Adiabatic Theorem from quantum 
mechanics is given sharply critical at-
tention. (See Martin Ziegler40 for a dif-
ferent take on recent controversies.)

Commendably passing the Davis 
test is Istvan Németi and his collabo-
rators. Having both a firm grip on the 
logic and its history, and of the phys-
ics, the computational properties of 
his rotating black holes provide a de-
lightful demonstration of incomput-
ability in nature in action, although 
there is the inevitable manipulation 
of the specific instantiation of the 
physical conditions. One needs to 
see a Németi presentation to feel the 
full power of the thinking underlying 
this work. His paper23 with Gy Dávid 
shows hypercomputing (computation 
beyond the Turing barrier) to be con-
sistent with general relativity, and also 
discusses why hypercomputing seems 
to be consistent even with the addi-
tion of quantum mechanics. More re-
cently, Andreka, Németi, and Németi2 
contains new ideas relative to earlier 
papers, such as a discussion of new 
kinds of solutions for the so-called 
blue shift problem.

Examples of incomputability aris-
ing from quite simple classical mod-
els can be found in a series of articles 
by Beggs, Costa, and Tucker and oth-
er collaborators. Of course, the ma-
nipulation of the physical conditions 
is key, and even the authors describe 
their work as a ‘thought experiment’. 
But the work is convincing enough 
for Martin Ziegler (private commu-
nication) to offer the opinion that 
although “experience seems in favor 
of [the] so-called (Physical) Church-
Turing hypothesis [which] roughly 
claims that anything computable in 
physics can also be computed on a 
Turing machine,” it is true that “in 
the sense that the hypothesis’ ref-
erence to ‘physics’ should be made 
precise as ‘physical theory T,’ and 
for some such theories T, the claim 
is indeed true while false for others.” 
Beggs, Costa, and Tucker3 introduced 
the concept of measurable number of 

an oracle Turing machine. (See Costa 
et al.12 for Turing machine simula-
tion by differential equations. The 
main criticism here is not the sound-
ness of the technicalities, but the rel-
evance of the thought experiment to 
physical reality.)

On the whole, the feeling is that 
proofs and theorems are being used to 
disguise the fact there is something we 
do not fully understand about physi-
cal computation. Though the inge-
nious manipulations of basic science 
by Németi and Andreka, Beggs, Costa 
and Tucker, and others, may turn out 
to have been highly prescient in the 
course of time.

embodying the halting set
So what is going on here? We quote 
Peter J. Denning introducing the ACM 
Ubiquity Symposium on “What is Com-
putation?” as saying:

“Researchers in biology and phys-
ics have claimed the discovery of natu-
ral computational processes that have 
nothing to do with computers.”

With Lance Fortnow distinctly un-
derwhelmed: “Some people outside 
of computer science might think that 
there is a serious debate about the na-
ture of computation. There isn’t.”

As often happens when experts 
disagree, the truth lies somewhere in 
between.

Mathematically, there is essentially 
only one basic procedure for getting 
incomputability: take a computable 
context, and add a quantifier or more 
to move beyond locality. However you 
dress it up (via randomness, say), this 
schematic perspective prevails. For 
any halting set, it is just one existential 
quantifier added.

For those of us (like Turing) look-
ing for mathematical descriptions 
underlying all real-world phenomena, 
there is a sneaking suspicion: All the 
fuss and descriptive variety associ-
ated with incomputability in nature 
and its models merely cloak avatars 
of halting sets for different machines. 
And all the connectivity and inter-
activity we observe in nature, and 
require in new computational para-
digms, is what provides the underpin-
nings that move the quantificational 
glove puppet. For the derivation of a 
halting set, the connectivity is pro-
vided by how we observe the Turing 

Most of us who 
are not committed 
occasionalists  
tend to accept  
a level of algorithmic 
structure to this 
universe. This is 
how we survive, 
benefitting from  
a level of 
computability  
of nature brought 
out by newton’s  
use of the calculus.



82    coMMunicaTions of The acM    |   mArCh 2012  |   vol.  55  |   No.  3

review articles

machine. By examining a globality of 
instants in time, we structurally focus 
on a component of an emergent in-
computable object. The Mandelbrot 
set is a more graphic example of an 
emergent process, involving, for the 
purposes of the discrete data feeding 
into the computer simulation, just 
one universal quantifier.

Morphogenesis, Definability. Back in 
the early 1950s, Alan Turing became 
interested in how certain patterns in 
nature arise. His seminal importa-
tion35 of mathematical techniques into 
this area were to bring a new level of 
computability to natural phenomena, 
while improving our understanding of 
some of the problems pointed to by the 
impressionists. We are now in an area 
where impressionism and modeling go 
hand-in-hand.

Turing’s equations link up with the 
relationship between emergence and 
descriptions pointed to by the frac-
tal example. Of course, some halting 
problems are solvable, as are some 
Julia sets.4 See Cooper9 for a more de-
tailed argument for the two-way  cor-
respondence between emergence and 
appropriate descriptions, opening the 
door to incomputability in nature, and 
for the grounding of the observed ro-
bustness of emergent phenomena in 
a framing of the descriptions as math-
ematical definability.

So Turing’s approach is seminal, il-
luminating the connection between in-
computability, mathematics, and nat-
ural phenomena. It has been carried 
forward by James D. Murray21 and oth-
ers, and though things get a lot more 
complex than the examples tackled 
by Turing, it is enough to make some-
thing more coherent from the confu-
sion of impressions and models. All 
that the hypercomputability theorists 
are getting excited about is embodi-
ment and reframing of the standard 
model, with or without oracles. But the 
embodiment does extend to the emer-
gent halting set and possibly hierar-
chically beyond, taking us into a world 
beyond basic algorithms (see Chaitin’s 
recent take on creativity and biology.8)

There is some elementary but not 
widely understood theory that glues 
the whole thing together. As more and 
more people are coming to see, going 
back to Turing with the eyes of a Turing 
will do wonders.

Turing machine model? Neuroscience 
gives us an impressively detailed pic-
ture of brain functionality. Antonio 
Damasio, in his 1999 book The Feeling 
of What Happens, vividly fills out the 
picture we get from Pinker:

“As the brain forms images of an 
object—such as a face, a melody, a 
toothache, the memory of an event—
and as the images of the object affect 
the state of the organism, yet another 
level of brain structure creates a swift 
nonverbal account of the events that 
are taking place in the varied brain 
regions activated as a consequence of 
the object-organism interaction. The 
mapping of the object-related conse-
quences occurs in first-order neural 
maps representing the proto-self and 
object; the account of the causal re-
lationship between object and organ-
ism can only be captured in second-
order neural maps.…one might say 
that the swift, second-order nonverbal 
account narrates a story: that of the or-
ganism caught in the act of represent-
ing its own changing state as it goes 
about representing something else.”

The book gives a modern picture 
of how the human body distributes 
its “second-order” representations 
across the impressive connectivity 
of the human organism, and enables 
representations to play a role in fur-
ther thought processes.

Remarkably, once again, we find 
clues to what is happening theoretical-
ly in the 1930s work of Kleene and Tur-
ing. In his 1939 paper from Princeton, 
“Systems of Logic Based on Ordinals,” 
Turing is in no doubt he is saying 
something about human mentality:

“Mathematical reasoning may be 
regarded…as the exercise of a combi-
nation of…intuition and ingenuity.…
In pre-Gödel times it was thought by 
some that all the intuitive judgments 
of mathematics could be replaced by 
a finite number of…rules. The neces-
sity for intuition would then be en-
tirely eliminated. In our discussions, 
however, we have gone to the opposite 
extreme and eliminated not intuition 
but ingenuity, and this in spite of the 
fact that our aim has been in much the 
same direction.”

To cut things short, Turing’s anal-
ysis depends on Kleene’s trick of 
building the constructive ordinals by 
computably sampling infinitary data 

Definability in the Real World
One may theoretically tame the mod-
els of the modelers. But back in the 
real world, the impressionists will 
not be so impressed, and will see a lot 
missing in both models and explana-
tion, as well as some puzzles regarding 
computability in some very challeng-
ing environments. Regarding the vari-
ous models, there are too many exam-
ples to quote. For instance, as Rodney 
Brooks5 says:

“…neither AI nor Alife has produced 
artifacts that could be confused with 
a living organism for more than an in-
stant. AI just does not seem as present 
or aware as even a simple animal and 
Alife cannot match the complexities of 
the simplest forms of life.”

Two particularly challenging natu-
ral environments are provided by the 
brain, and the standard model of par-
ticle physics.

For the brain we have very inter-
esting connectionist models (see 
Teuscher33 for Turing’s contribution), 
and we are not surprised to read a 
leading researcher like Paul Smolen-
sky32 saying:

“There is a reasonable chance that 
connectionist models will lead to the 
development of new somewhat-gen-
eral-purpose self-programming, mas-
sively parallel analog computers, and a 
new theory of analog parallel computa-
tion: they may possibly even challenge 
the strong construal of Church’s the-
sis as the claim that the class of well-
defined computations is exhausted by 
those of Turing machines.”

But, as Steven Pinker puts it: “…neu-
ral networks alone cannot do the job,” 
and we too expect a bit more than the 
emergence of embodied incomput-
ability, occupying a different level of 
data to that used for further compu-
tation. That is no real advance on the 
familiar Turing machine. It is not very 
promising for trans-Turing computing 
machines. Pinker25 does not talk about 
incomputability, but does describe hu-
man thinking as exhibiting “a kind of 
mental fecundity called recursion,” 
giving us a good impression of real-life 
emergent phenomena reentering the 
system or the computational process 
as we would see it.

Is there really something different 
happening here? If so, how do we mod-
el it? Does this finally sink the standard 
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needed to compute higher ordinals. 
The sampling is not canonical, there 
are lots of ways of doing it comput-
ably. This means we have an iterative 
process analogous to that described 
by Pinker and Damasio, which exhib-
its the irreversibility we expect from 
Prigogine. It is a picture of definable 
data represented using constructive 
ordinals. Turing’s representation of 
data is scientifically standard, in terms 
of reals. The basic computational 
structure of the connectivity is cap-
tured by functionals modeled by ora-
cle Turing machines. The abstraction 
delivers a complex structure with a 
rich overlay of definable relations, cor-
responding to real-world ubiquity of 
emergent form impacting nontrivially 
on the development of the organism.

embodiment Restored
The difference between this extended 
Turing model of computation, and 
what the modelers deliver is that there 
is a proper balance between process 
and information. The embodiment 
was a key problem for the early devel-
opment of the computer, insufficient-
ly recognized since the early days by 
the theorists, fixated on the universal-
ity paradigm.

Rodney Brooks6 tells how embodi-
ment in the form of stored information 
has reemerged in AI:

“Modern researchers are now se-
riously investigating the embodied 
approach to intelligence and have 
rediscovered the importance of in-
teraction with people as the basis for 
intelligence. My own work for the last 
25 years has been based on these two 
ideas.”

I summarize some features of the 
framework, and refer the reader to 
sources9,10 for further detail:

 ˲ Embodiment invalidating the ‘ma-
chine as data’ and universality para-
digm.

 ˲ The organic linking of mechan-
ics and emergent outcomes delivering 
a clearer model of supervenience of 
mentality on brain functionality, and a 
reconciliation of different levels of ef-
fectivity.

 ˲ A reaffirmation of the importance 
of experiment and evolving hardware, 
for both AI and extended computing 
generally.

 ˲ The validating of a route to cre-

ation of new information through in-
teraction and emergence.

 ˲ The significance of definabil-
ity and its breakdown for the physical 
universe giving a route to the deter-
mination of previously unexplained 
constants in the standard model of 
physics, and of quantum ambiguity in 
terms of a breakdown of definability, 
so making the multiverse redundant as 
an explanatory tool, and…

 ˲ Work by Slaman and Woodin and 
others on establishing partial rigid-
ity of the Turing universe1 promising 
an explanation of the existence of our 
“quasiclassical” universe.

As for building intelligent ma-
chines, we give the last word to Danny 
Hillis, quoted by Mark Williams in Red 
Herring magazine (Apr. 3, 2001):

“I used to think we’d do it by en-
gineering. Now I believe we’ll evolve 
them. We’re likely to make think-
ing machines before we understand 
how the mind works, which is kind of 
backwards.”

So, Turing’s Titanic machine is 
showing good signs of unsinkability, 
but within a turbulent natural envi-
ronment, embodied, full of emergent 
wonders, and a computational struc-
ture reaching far into the hazy dis-
tance. Turing, as we know, anticipated 
much of this, and, we hope, is smiling 
down on us, at the centenary of his 
birth in a Little Venice nursing home, 
now known as the Colonnade Hotel. 
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A live-view GPS navigation system ensures 
that a user’s cognitive map is consistent with 
the navigation map. 

By J.y. huanG, c.h. Tsai, anD s.T. huanG

The next 
Generation 
of GPs 
navigation 
systems

nAV igATionAL inForMAT ion ProVi De D  by a conven-
tional global positioning system (GPS) navigation  
system is not adequately intuitive to a user. Moreover, 
the environment often affects the accuracy of a hard-
ware sensor in a GPS navigation system, often causing 
users to become disoriented while navigating.  
This scenario illustrates how the navigation map  
provided by the conventional GPS system is not always 
consistent with a user’s cognitive map. 

The navigation map1 refers to navigational guidance 
with its related geographical information derived 
from conventional paper charts or electronic maps. 
developed by Tolman in 1948,13 the cognitive map 
refers to the ability of the human subconscious to 

accumulate and construct spatial 
and temporal information. This abil-
ity imparts the type of mental process-
ing through a series of psychological 
transformations. Consequently, an 
individual can acquire, code, store, 
recall, and decode information re-
garding the relative locations and at-
tributes of phenomena in their daily 
or metaphorical spatial environment. 
Namely, a cognitive map allows hu-
mans to sense and identify the envi-
ronment where they reside. This map 
is derived from the accumulation of 
their familiarity and perceptions while 
wandering around their living spaces. 
Hence, a navigation system largely 
depends on the consistency of the 
navigation map and cognitive map in 
terms of performance.

Figure 1 sketches the continuum of 
the GPS system development from the 
standpoint of the navigational user in-
terface. The figure also illustrates the 
history of navigation systems regarding 
the user’s mental cognition—past and 
present. This continuum has two im-
plications. First, the view of a discrete 
navigation continuum exhibits the evo-
lution of GPS navigation, along with 
technology progress, from the simple 
2D electronic map, simulated 3D elec-
tronic map with synthetic view, to the 
live-view navigation. However, the per-
spective of continuous navigation con-

 key insights

    While current GPs navigation uses a 2D 
digital map, a simulated bird’s-eye view, 
and synthetic 3D pictures to navigate  
the user, this article presents an innovated 
approach using an augmented reality 
interface for providing navigational 
information tightly matched with the 
user’s cognitive map.

    Live-view navigation is the trend  
and will become the standardized 
interface on the windshield of each  
car in the next century.

    a copious amount of user behavior  
is hidden within GPs raw data and  
is neglected by GPs navigators on  
the market. This article presents  
an algorithm to explore this  
implicit data to provide personal 
navigational experience.
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tinuum reveals the efforts of providing 
sufficient navigational information 
from the previous simple 2D electronic 
map to a simulated 3D electronic map 
accompanied by an emulated land-
scape image. Although attempting to 
provide users with more intuitive infor-
mation by multi-windows of a simulat-
ed scene, the latest navigation systems 
fail to solve the mental rotation prob-
lem and even further increases the us-
ers’ mental burden.

Consequently, by extending the re-
sults of previous cognitive map stud-
ies, this article presents the next gen-
eration of GPS navigation systems; that 
is, live-view GPS navigation (LVN), by 
adopting context-aware technology 
to eliminate hardware sensor signal 
errors and resolve the inconsistency 
problem between cognitive and navi-
gation maps. Namely, after retrieving 
live video via a camera sensor, the pro-
posed system integrates navigation in-

formation and live video on the same 
screen to merge users’ navigation map 
and cognitive map. Reflecting on the 
continuum depicted in Figure 1, the 
proposed LVN system is the closest to 
the user’s cognitive awareness.

The Rationality and novelty 
of the Proposed system
The previous studies on factors im-
pacting navigational performance can 
be summarized as personal capabil-

figure 1. navigation system continuum.

2D electronic map 3D electronic map 3D synthetic map Live-view
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ity and environmental characteristics.4 
Personal capability is related to the 
user’s cognitive map that is dominat-
ed by age, gender, and environmental 
familiarity. Meanwhile, environmen-
tal characteristics refer to the street 
map of the surrounding environment. 
Hart7 indicated that a cognitive map 
is a user’s mental space in geographi-
cal recognition and has an egocentric 
orientation. If the cognitive map can 
be understood from user’s behavior, 
the personal capability of a user can be 
enhanced by using augmented reality 
(AR) tag environmental characteristics 
on the navigation display.

Context-aware technology extracts 
context data of users to perceive their 
intention to provide a proper service. 
As a user’s surrounding information 
is perceived by hardware sensors, the 
context data represents all related in-
formation of the user’s statuses, in-
cluding identification, spatial informa-
tion, time, and activities. The greatest 
challenge of designing such a context-
aware system is the complexity of col-
lecting, extracting, and interpreting 
contextual data. Context-aware tech-
nology attempts to make the system 
“intelligent” and reduce the user bur-
den with respect to mental space.

A LVN system adopts context-aware 
technology to sense a user’s mental 
space and then utilizes the AR ap-
proach to provide intuitive navigation-
al information. The features of the LVN 
system can be summarized as follows. 

Personalized GPS positioning meth-
od: A LVN system exploits habitual be-
havior to further calibrate GPS data. Ac-
cording to context-aware scheme, the 
system first extracts feature data from 
received GPS data. A user’s motion sta-
tus is then perceived from feature data 
based on Newton’s law of inertia. The 
drifted GPS data can then be amended 
based on the perceived motion status.

Egocentric navigation approach: 
With the assistance of the perceived 
motion status from received GPS data, 
the system further adopts the context-
aware scheme to predict the user’s 
mental status when they are not follow-
ing a planned route. In other words, 
when users deviate from a planned 
route, the system can determine if they 
are lost or simply chose not to follow 
the planned route.

Intuitive user interface: The inter-
face design of the conventional GPS 
navigation system is still trapped 
within the concept of a paper map. 
Although commercially available GPS 
navigation systems adopt a bird’s-eye 
view to render a map and provide a 
simulated interchange or important 
junction snapshot image,5 they cannot 
match the user’s intuition on the direc-
tional guidance. Conversely, the LVN 
system uses the AR scheme to integrate 
a directional arrow with live video in 
order to provide intuitive navigational 
information. In this manner, a user’s 
cognitive map can tightly couple with 
navigational information.

In contrast with current AR naviga-
tion research, a LVN system attempts 
to detect a user’s cognitive map from 
the received GPS data and provide 
proper navigation information. Name-
ly, a LVN system adopts context-aware 
and AR approaches to provide a navi-
gational approach to ensure users’ 
cognitive maps are consistent with 
their navigation map. Therefore, the 
LVN system is a means of providing a 
personalized and intuitive GPS naviga-
tional experience.

The architecture
Figure 2 illustrates the architecture of a 

figure 2. Live-view GPs navigation (LVn) system architecture.
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LVN system based on the features dis-
cussed here. Its core engine comprises 
a position-aware service to amend GPS 
drift data according to the habitual be-
havior of users, an orientation-aware 
service to eliminate digital compass 
accumulated errors by a simple image 
process and a waypoint-aware service 
to detect the users’ mental status from 
their perceived motion status. Finally, 
results of the waypoint-aware service 
are input into an AR render module to 
produce an appropriate arrow sign on 
live video from a video camera. Here, 
we discuss each service in detail.

Position-aware service focuses 
mainly on computing a user’s actual 
position based on the received GPS 
data. The process begins with acquir-
ing the user’s moving status from the 
received GPS data. Understanding the 
user’s movements allows this service to 
further detect whether an environmen-
tal phenomena error, multi-path error, 
or even a receiver error influences the 
position data received from a GPS sen-
sor. While most works14 on calibrating 
received GPS data focus on integrating 
auxiliary hardware, information avail-
able around users and their practical 
requirements are always carelessly 
neglected. Context-aware technology 
stresses how to comprehend a user’s 
actual requirements and provide the 
appropriate services based on data 
retrieved from sensors. The position-
aware service infers a user’s reason-
able moving status by interpreting GPS 
data promptly. Moreover, the user’s 
accurate position can be obtained 
by amending the GPS position error 
based on the perceived moving states. 
Hence, this position-aware service is 
also referred to as the perceptive GPS 
(PGPS) method.8

To obtain the steady habitual be-
havior of users and subsequently 
gain the accurate position informa-
tion, PGPS8 divides the context-aware 
approach into the following four 
consecutive phases, that is, feature 
extraction, state classification, percep-
tion, and amendment (Figure 3). The 
feature extraction phase extracts user 
movement feature data from the re-
ceived raw signals of a GPS receiver; 
for example, speed over ground (SOG), 
position, and course information. 
This feature data includes user’s dis-
placement, velocity difference, and 

the course difference between two 
consecutive GPS raw data. Based on 
the momentum change, the state clas-
sification phase then uses feature data 
to classify a user’s behavior into one of 
following seven states: stationary, lin-
ear cruise, linear acceleration, linear 
deceleration, veering cruise, veering 
acceleration, and veering decelera-
tion. The classified state is called the 
current state (CS). During the offline 
stage, these classification results are 
further analyzed by applying Newton’s 
laws of motion to compute the steady 
state transition probability matrix 
(TPM) of the user. In addition, TPM 
will not be the same if the user’s habit-
ual behavior changed along with dif-
ferent environments. In other words, 
each momentum range should have 
its corresponding TPM. Hence, the 
perception phase utilizes this TPM to 
forecast the most likely current status 
of the user and calls it the perceived 
state (PS). Finally, the amendment 
phase fine-tunes the GPS position and 
course data based on the difference 
between PS and CS. Positive results 
from PGPS experiment confirm that, 
under environmental interference 
impacts, position-aware service can 
successfully perceive a user’s habitual 
behavior from the TPM to effectively 
amend the drift error and derive accu-
rate position data.

Therefore, the algorithm of posi-
tion-aware service is implemented as 
follows: 

1. Compute the feature data from 
online received GPS data;

2. Classify the current state, such as 
CS, from feature data; 

3. Predict the current state, such as 
PS, by P(Si | TPM, Si–2, Si–1) = arg max  
{αi – 2,i – 1,i∀i} with a stable transition matrix 
TPM(αi,j,k) and two preceding reason-
able states Si – 2 and Si – 1;

4. Compare PS with CS. If PS and CS 
are the same, do nothing. Otherwise, 
the posture counter is increased by one 
to detect the likelihood of state change 
of the GPS receiver; 

5. If the posture counter is less than 
predefined threshold value and the 
likelihood of PS is nonzero, then GPS 
drift error is detected. That is, CS is in-
correct and PS is assigned to CS. The 
online received GPS data are also mod-
ified accordingly; and 

6. Otherwise, reorganize the GPS 

a LVn system 
adopts  
context-aware 
technology  
to sense a user’s 
mental space  
and then utilizes  
the aR approach  
to provide  
intuitive 
navigational 
information.
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receiver as having already changed its 
state. Hence, the CS value is validated 
and reset the posture counter. 

Orientation-aware service focuses 
on inferring the orientation of the 
mobile device embedded with various 
orientation sensors, including digital 
compass, GPS receiver, and CMOS sen-
sor. A digital compass utilizes the Hall 
Effect via the Lorentz Force to estimate 
the change in magnetic force and sub-
sequently infer orientation data. How-
ever, iron materials or any magnetic 
fields near the digital compass inter-
fere with its local magnetic field, sub-
sequently incurring errors of estimated 
orientation. Based on the psychology 
of human motion, humans concen-
trate on their heading directions when 
their moving speed is above a certain 
number. Therefore, under this circum-
stance, the course of ground (COG) 
data from the GPS receiver can be used 
to cross reference with the orientation 
data of the digital compass in order to 
detect magnetic interference and sub-
sequently calculate the precise orienta-
tion information. 

However, GPS data has significant 
drift errors when the GPS receiver 
is moving at minimal or zero speed, 
the COG data becomes unreliable to 
cross check with the digital compass 
data at this moment. Furthermore, 
humans attempt to observe their sur-
roundings when they are standing 
still or moving below a certain speed. 
Indeed, a CMOS sensor that is com-
monly integrated in current mobile 
devices can be used as an alternative 
source to cross reference with the 
data from the digital compass when 
users are moving at a minimal speed 
or standing still. In other words, the 
optical flow data of consecutive im-
ages from a CMOS sensor can be used 
to cross reference with a digital com-
pass to derive the accurate orienta-
tion information. Figure 4 illustrates 
the flow of orientation-aware service.

Conventional approaches of the 
image process require intensive com-
puting power, which is inapplicable 
to the limited resources of mobile 
devices. Wagner3 proposed a natural 
pose algorithm, which is an improve-
ment of SIFT10 and Ferns,12 for use on 
smartphones. Although possessing an 
excellent image feature points track-
ing capability, the natural pose algo-

rithm can only estimate the posture 
of the smartphone from pretrained 
images. The latest PTAM9 approach 
relaxes this constraint by enabling the 
smartphone to calculate its relative 
posture in an unknown environment. 
PTAM9 also demonstrated that track-
ing known feature points of the previ-
ous consecutive images on the current 
image can be expedited via optical 
flow technology. Namely, no feature 
detection of the entire image and fea-
ture mapping between two consecu-
tive images is required. Moreover, the 
rotation angle between two consecu-
tive images can then be estimated by 
optical flow analysis. Since the orien-
tation-aware service only uses the rel-
ative rotation angle from the optical 
flow to cross reference with data from 
the digital compass, no feature data 
detection of the image is necessary. 
The simple optical flow equation 

equation |ω| = |V0|sin β
d

 

from Nakayama11 can be used to com-
pute the relative rotation angle of the 
smartphone. Within this equation, β 
denotes the relative rotation angle from 
the heading, V0 refers to the velocity of 
the user who holding the smartphone 
and d is the relative motion distance. 
Thus, regardless of whether the users 
move at a low-speed or standing- still 
status, a orientation-aware service can 
identify the accumulated errors of a 
digital compass to infer their precise 
heading or facing information. Given 
the current reasonable state, speed 
over ground and COG of a GPS receiver 
from the position-aware service, the al-
gorithm of orientation-aware service is 
as follows: 

1. When the GPS receiver moves 
above a certain speed, the course over 
ground (COG) from the position-aware 
service can be used to cross reference 
with the orientation data of the digital 
compass in order to calculate the pre-
cise orientation information.

2. Otherwise, the GPS receiver is 
standing still or moving at minimal 
speed; the optical flow equation 

optical flow equation |ω| = |V0|sin β
d

 

is used to estimate the relative rota-
tion angle from consecutive images to 
cross check with the digital compass 
data in order to derive the valid orien-
tation information.

The navigational 
interface on the 
smartphone 
must be carefully 
designed  
to provide  
an intuitive  
human-centric 
navigation 
experience.
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Waypoint-Aware Service. When-
ever the LVN system detecting the 
user is not on the planned route, the 
waypoint-aware service is then acti-
vated to analyze users’ moving inten-
tions. When not following the planned 
route, users might be lost or they 
might be quite familiar with the region 
and have their own preferred path. 
Unaware of the user intentions, some 
conventional GPS navigation systems 
provide U-turn guidance as the prime 
solution when the users are not follow-
ing a planned route. A human-centric 
GPS navigation system should be able 
to tell if the user is actually lost or not 
and reschedule the navigation path as 
soon as possible based on the user’s 
intentions. The waypoint-aware ser-
vice is such a technique that uses the 
CS and PS from the position-aware ser-
vice to predict if the user is lost or has 
deviated the route on purpose. 

To formalize the user intention pre-
diction process, the waypoint-aware 
service first defines the situation of us-
ers following a planned route as users 
in the Following state. When the users 
begin to stray from the planned route, 
Crampton2 defined this scenario as 
users entering the Unknown lost state 
as shown in Figure 5(a). Unaware of 
the users’ intentions, Crampton can-
not determine whether users are not 
following the route intentionally or 
they are lost. If users are not following 
the path for a period of time, say [t0, t2] 
as illustrated in Figure 5(a), Crampton 
then assumes users are transitioning 
into Known lost state. This approach 
is a de facto standard adopted by the 
GPS navigation system today. A U-turn 
sign is constantly prompted while the 
users are in Unknown lost state. When 
this period expires and users still do 
not return to the planned route, the 
system then replans a new route for 
the users. Given the lack of a clear 
rule on the length of such a period, 
this paradigm occasionally makes the 
users anxious when they are totally 
unfamiliar with the route. To resolve 
this problem, waypoint-aware service 
further divides Crampton’s Known 
lost state into Known lost and Deviate-
but-confidence states as depicted in 
Figure 5(b).

The determination of whether a 
user is in the Known lost state or the 
Deviate-but-confidence state forms 

the core of the waypoint-aware al-
gorithm to provide human-centric 
navigating service. According to the 
psychology of human motion, us-
ers will subconsciously change their 
moving state by abruptly decreasing 
their speed to have adequate time 
to observe their surroundings when 
they become lost. Conversely, when 
confident in their movements, users 
will continue their current state with 
the same movement and disregard 
warning messages. Hence, this psy-
chological feature can be used to fore-
cast users’ motion intentions. Once 
users are not following the planned 
route, the waypoint-aware algorithm 
is then activated to compute if us-
ers have any sudden state changes. 
If PS by position-aware service re-
mains the same as CS, users are then 
aware in the Deviate-but-confidence 
state. Otherwise, they are in Known 
lost state. With the help of detecting 
state change, we can shorten the pe-
riod of the Unknown state, say [t0, t1] 
in Figure 5(b), and reschedule a new 
route as soon as possible if required. 
Hence, the waypoint-aware algorithm 
can be outlined as follows:

1. Use the amended position and 
waypoint list to determine whether the 
user is in the planned route or not; 

2. If not, query TPM about transition 

probabilities of PS and CS, respective-
ly, and compute their difference. Oth-
erwise, do nothing.

3. If the difference is larger than a 
predefined threshold, BETA, increase 
the unknown_lost_count by one. Oth-
erwise, reset the unknown_lost_count; 
and

4. If the unknown_lost_count is 
greater than a threshold value, DELTA, 
assume that the user is definitely lost 
and replan a new route from the cur-
rent position.

From this algorithm, it is clear that 
parameters BETA and DELTA are key 
factors to shorten the period of the 
Unknown lost state. Since the value 
of BETA is used to determine if the 
transition probability of PS is signifi-
cantly different from that of CS to de-
tect abrupt change of two consecutive 
states, it is highly related to the user 
habitual behavior. Because the LVN 
system uses TPM to record user habit-
ual behavior, the value of BETA can be 
computed from TPM accordingly. Let 
TPM|αijk|7×7×7 and βxyz = |αijk – αlmn|∀0 ≤ 
i, j, k, l, m, n ≤ 6 with i ≠ l, j ≠ m, k ≠ n, 
we can compute A = max {βxyz}and B = 
max {βxyz}. It is obvious that A ≤ BETA ≤ 
B. Hence, BETA is heuristically defined 
(A+B)/2 to capture the average cases of 
abrupt change between two consecu-
tive states. As to the parameter DELTA, 

figure 4. orientation-aware service diagram.
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it should be smaller than the period of 
the Unknown state—four seconds in 
most cases—set by a conventional GPS 
navigating system. Hence, DELTA can 
heuristically choose 2 due to the fact 
the frequency of GPS receiver receiving 
message is 1Hz.

Augmented Navigation Service. Fi-
nally, the LVN system adopts AR ser-
vice to precisely tag the directional 
sign on the captured live video to pro-
vide intuitive navigational services. 
During the navigation, the system 
promptly registers a GPS receiver to 
the physical environment first by us-
ing the positional data from the posi-
tion-aware service and the orientation 
information from the orientation-
aware service. This registration pro-
cess confirms the spatial relationship 
between users and their surrounding 
environment. According to the derived 

heading waypoint and embrace angle 
θ from the waypoint-aware service, the 
arrow sign computation algorithm 
calculates an appropriate directional 
arrow sign to guide the user. Via this 
human-centric interactive directional 
sign, the system provides an intui-
tive user interface that enables users 
to have adequate time to match their 
cognitive maps with navigation maps.

Furthermore, the arrow sign com-
putation algorithm uses a G-sensor to 
detect the posture of the user holding 
the smartphone and draw the skyline 
as well as the directional sign relative 
to the screen accordingly. The algo-
rithm is implemented as follows:

1. Calculate the distance from the 
current position to user’s heading way-
point;

2. If this distance is beyond a us-
er’s visible range and within a smart-

phone’s FOV, draw a straight arrow on 
the screen that points to the heading 
waypoint;

3. If this distance is within a user’s 
visible range as well as a smartphone’s 
FOV, draw a curvy directional sign 
that matches the user’s cognitive map 
based on the skyline relative to the 
screen, the heading waypoint, and the 
embrace angle θ. Notably, angle θ is 
computed by the waypoint-aware ser-
vice; and

4. Otherwise, draw on the screen a 
U-turn sign or an arrow sign to the ex-
treme left or right, depending on the 
embrace angle θ.

In sum, with the assistance of angle 
θ from the waypoint-aware service, the 
directional arrow becomes a label that 
dynamically points to the heading way-
point in order to provide an intuitive 
navigational experience. 

application system Prototyping
Effectiveness of the LVN system is 
demonstrated by developing a proto-
typing system as shown in Figure 6. 
This system comprises an Android-
powered smartphone, a waypoint 
server, and a publicly available Google 
map server. The waypoint server acts 
similar to a gateway server between the 
smartphone and the Google Map serv-
er. When the smartphone transmits a 
user’s current position and destination 
to the waypoint server through a 3G 
network, the waypoint server then for-
wards this request to the Google Map 
server for a navigational path. Upon 
receiving the planned navigation path 
from the Google Map server, the way-

figure 6. The prototype of the live-view GPs navigation system.
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point server then packs the received 
navigation path into a waypoint list and 
forwards this list to the smartphone. 
Two points arise when the smartphone 
requests a new navigation path from 
the waypoint server: when the naviga-
tion is initiated, and when the way-
point-aware service detects that users 
are lost during the navigation. The sub-
sequent demo video of the resulting 
system can be accessed at http://www.
youtube.com/watch?v=UtDNA7qH2FQ 
(Pedestrian mode) and http://www.
youtube.com/watch?v=NIQBaTEHLGE 
(Driving mode).

Initialization interface. According 
to Figure 7, the LVN prototype system 
provides two initialization interfaces. 
Users can either manually input the 
destination name through an input 
textbox (Figure 7(a)) or click a POI 
icon on the map (Figure 7(b)). Once 
a smartphone receives the waypoint 
list from the waypoint server, the cor-
responding navigation path is then 
sketched on the smartphone with the 
map mode. The LVN system is then ini-
tiated after the user clicks the naviga-
tion icon on a screen.

Navigational interface on the 
smartphone must be carefully de-
signed to provide an intuitive human-
centric navigation experience. Three 
types of navigation information are 
displayed on the interface (Figure 8), 
such as trail map, direction icon, and 
course arrow. The upper right map 
is the trail map, such as a miniature 
Google Map that records the moving 
path of the users. The trail map makes 
users aware of the relationship be-
tween their current position and their 
neighboring roadways. The direction 
icon is embedded on the upper-left 
corner so that users understand their 
orientation. It is important to note the 
course arrow on the bottom-half cor-
ner is the interactive directional sign 
that points to the next waypoint of the 
planned route. Notably, the course ar-
row is the implementation of the aug-
mented navigating interface, that is, 
the most important mechanism that 
attempts to correlate the cognitive 
map with the navigating map. 

experiments and user study
After the prototyping system is con-
structed, concerns over robustness, 
performance, and user experience are 

raised. Experiments were conduct-
ed with the HTC Hero smartphone 
(http://www.htc.com/www/product/
hero/specification.html) to answer 
such concerns. HTC Hero is powered 
by Android 2.1 and equipped with vari-
ous sensors, including a GPS receiver, a 
digital compass, and a G-sensor. Since 
GPS positioning accuracy is essential 
to the LVN system, the experiments 
begin with testing the robustness of 
the position-aware service. The evalua-
tion of performance of the core engine 
(Figure 2) follows. Finally, user experi-
ence is surveyed to determine whether 
the user is more comfortable with the 
LVN system than the conventional GPS 
navigation system.

Robustness of the position-aware 
service. Since the position-aware ser-
vice is based on the PGPS algorithm, 
robustness of this service is the same 
as the accuracy of the PGPS algorithm. 
Based on the cumulative distribution 
function (CDF), an experiment was 
conducted to compare the cumula-
tive GPS drift errors with and without 
the assistance of PGPS and the result 
is shown in Figure 9. The test site is a 
street in a university town with tower 
buildings on both sides. The scenario 
was deliberately selected to test the 
impact of environmental interference 
to the robustness of PGPS. Figure 9 in-
dicates that, due to environmental in-
terference, GPS drift error occurs at the 
54th second and accumulates as time 
proceeds when the PGPS algorithm is 
not implemented. Conversely, the CDF 
curve for the GPS drift error is much 
smoother when the PGPS algorithm is 
implemented. During live-view navi-
gation, the jittering of GPS data may 
cause the directional arrow to sway, 
possibly disturbing user judgment. 
Hence, experimental results indicate 
that PGPS can provide stable GPS data 
for the LVN system.

Performance evaluation of LVN sys-
tem. According to Figure 2, the core 

The LVn system  
is a mobile 
augmented reality 
system that 
attempts to improve 
the efficiency  
of GPs navigation.

figure 8. user interface during navigation.

http://www.youtube.com/watch?v=UtDNA7qH2FQ
http://www.youtube.com/watch?v=NIQBaTEHLGE
http://www.youtube.com/watch?v=UtDNA7qH2FQ
http://www.youtube.com/watch?v=NIQBaTEHLGE
http://www.htc.com/www/product/hero/specification.html
http://www.htc.com/www/product/hero/specification.html
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engine of LVN system has position-
aware, orientation-aware and way-
point-aware services. In other words, 
the performance of these three ser-
vices dominates the LVN system. This 
experiment thus attempts to estimate 
the core engine executing time start-
ing from position-aware and orienta-
tion-aware until the augmented navi-

gation service draws the directional 
arrow sign. The experiment is con-
ducted by requesting the user walk 
on the road and log the core engine 
execution time of each GPS data. The 
process lasts for over 600 sets of con-
secutive GPS data. Figure 10 shows 
the resulting histogram with each set 
of GPS data on the horizontal axis and 

the core executing time as the vertical 
axis. According to Figure 10, the core 
engine executing time is always lower 
than 140ms. Since the GPS receiving 
rate is one second per complete set 
of MNEA sentences, experimental re-
sults indicate the executing speed of 
the LVN system is faster than the GPS 
receiving speed.

User study. The LVN system is a mo-
bile augmented reality (MAR) system 
that attempts to improve the efficien-
cy of GPS navigation. From the user’s 
perspective, the LVN system provides 
a new type of user interface for naviga-
tion. Hence, user’s confidence in the 
information from the  LVN system and 
intuitive interaction with the LVN sys-
tem become two indicators to validate 
its impact. Accordingly, user studies 
were conducted with 40 students rang-
ing from 20 to 23 years old. Students 
were divided into two groups with 10 
males and 10 females in each group. 
Group 1 was instructed to use the con-
ventional GPS navigation system first 
and then the LVN system. Group 2 was 
instructed to use the LVN system first 
and then the conventional GPS navi-
gation system. Each student was then 
instructed to score the following ques-
tions from 1 to 5, with 5 representing 
highest confidence.

Q1. When using the conventional 
GPS navigation system, how much con-
fidence do you have in the information 
the system provides? 

Q2. When using the LVN system, 
how much confidence do you have in 
the information the system provides? 

Q3. Compared with the conven-
tional GPS system, do you prefer the 
navigation pattern the LVN system pro-
vides? Score 5 implies that the LVN sys-
tem is your preferred system and 1 sug-
gests that you like conventional GPS 
navigation better.

Q4. As for the LVN system, are you 
comfortable with the design of the aug-
mented navigation arrow? A score of 5 
implies that you like it very much.

The survey results are tabularized 
in the accompanying table here, illus-
trating the mean value, standard de-
viation (SD), minimum and maximum 
values of Group 1 and 2 as well as the p-
value of each question. For Q1, Group 
1 showed more confidence in con-
ventional GPS navigator than Group 
2. The reason being Group 2 used the 

The statistic survey results of Q1, Q2, Q3, Q4 in Group 1 and Group 2.

Mean ± sD(Max, Min)

Group 1 Group 2 p-value

Question 1 3.2 ± 0.748(5,2) 2.85 ± 0.726(5,2) 0.015

Question 2 3.55 ± 0.92(5,2) 3.9 ± 0.538(5,3) 0.07

Question 3 3.5 ± 0.741(5,2) 3.95 ± 0.589(5,3) 0.023

Question 4 3.6 ± 0.8(5,2) 4 ± 0.632(5,3) 0.021

figure 9. cDf with and without PGPs.
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LVN system first, and became impa-
tient and uncomfortable when they 
switched to the conventional GPS sys-
tem. Based upon Goodman,6 since the 
p-value of Q1 is smaller than 0.05, the 
survey result of Q1 is conviction. On 
the other hand, although both groups 
had higher mean values on Q2 than 
Q1, the p-value of Q2 shows the result 
deserves further investigation. 

Comparing the SD of Q1 and Q2 for 
both groups, Group 1 had a higher SD 
on Q2 while Group 2 had the opposite. 
Again, since Group 2 used the LVN sys-
tem first, Group 2 was more apprecia-
tive of the intuitive navigation by the 
LVN system than Group 1. 

The variation of mean values on 
Q1 and Q2 for Group 2 also encour-
aged this observation. Furthermore, 
although Group 1 had dispute on Q2, 
the p-value of Q3 showed that both 
groups were more favorable to the LVN 
system. Interestingly, the mean value 
and SD of Group 2 on Q2 and Q3 reveal 
that students are more favorable  to the 
LVN system if they use it first. Finally, 
as portrayed by the mean value and p-
value of Q4, both groups were valued 
on the new navigational interface by 
AR technology.

conclusion 
This article presented a novel ap-
proach to designing a new generation 
of a GPS navigating system, called a 
live-view navigating system (http://
www.omniguider.com). The LVN sys-
tem matches the human cognitive 
map via context-aware and augmented 
reality technologies. The LVN system 
adopts several hardware sensors for 
the position-aware service and orien-
tation-aware service to derive precise 
position and orientation information. 
Additionally, when users are not on the 
planned route, the system can track the 
users’ moving intentions through way-
point-aware service. Moreover, the aug-
mented navigating interface by the AR 
approach provides more intuitive and 
convenient navigating information to 
the user. During prototype verification, 
the following topics were raised for fu-
ture research to pursue:

 ˲ Training time: Given the LVN sys-
tem utilizes context-aware technol-
ogy to probe users’ behaviors through 
learning, of priority concern is how to 
perceive the complex interaction be-

haviors between users and their sur-
rounding environments. The context-
aware method requires a learning 
model before user behavior can be per-
ceived. Different models of the context-
aware approach require various learn-
ing processes that affect learning time. 
Although this work has presented an 
approach regarding user’s behavior 
observation, whether other better solu-
tions are available remains unclear. Be-
havior learning significantly impacts 
the accuracy of inference of the sen-
sor. With more observation samples, it 
naturally fits better behavior learning 
outcomes. Therefore, the training time 
must be shortened to ensure the pro-
posed system is more useful. 

 ˲ Cognitive accuracy: How can an aug-
mented navigation interface accurately 
overlay the directional sign at an inter-
section of multi-crossroads? The LVN 
system uses the embrace angle between 
heading waypoint and next waypoint to 
calculate the directional arrow to point 
to the next route. However, according to 
the live test, the proposed approach is 
not sufficiently accurate when the inter-
section of multi-crossroads has the next 
routes close to each other. Hence, fur-
ther investigation is warranted for this 
issue to provide more accurate intuitive 
navigation information.

 ˲ Adaptive arrow drawing: Since the 
LVN system captures live video during 
the navigation, the color, and bright-
ness of the captured images are dynam-
ically changed with the surrounding 
environment. The color of the AR direc-
tional arrow occasionally has the same 
color of the image, which makes the 
AR arrow indistinguishable from the 
background image. This situation wors-
ens in a bright daylight environment. 
Hence, how to render an arrow that dy-
namically adapts to background color 
and brightness is also worth studying.

We have presented a novel approach 
to tightly merge the carrier’s behavior 
into the GPS navigation process. The 
proposed approach can provide users 
with comprehensive and precise navi-
gation data through the sensing equip-
ment embedded in the smartphone 
without any other auxiliary hardware 
utilities. In the near future, to provide 
users with an enhanced navigational 
experience, future works should further 
elucidate human behavior to address 
these issues more thoroughly. 

Finally, due to precise positioning 
and user habitual behavior capturing, 
the LVN system is useful for outdoor 
shopping areas to provide precise ad-
vertisements upon users’ facing a store. 
Furthermore, LVN systems can be used 
in theme parks to make visitors aware of 
each facility. In all, any applications that 
require precise position and orienta-
tion to provide proper services promptly 
will find the LVN system of value.  
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ThAnks To The affordability of personal 
computing hardware and the usabili-
ty of GUI-based PC operating systems 
(OSs), the vision of “a computer on ev-
ery desktop and in every home” came 
to pass, putting the power of comput-
ing into the hands of nontechnical 
users. Desktop OSs were originally de-
signed for an environment in which 
computers truly were personal: they 
were owned and used by a single user 
or family, and the Internet had not yet 
reached mainstream adoption. Users 
trusted the code on their computers 
because they installed software pur-
chased from reputable vendors, and 
users did not worry about protecting 
the confidentiality or integrity of their 
data since PCs were largely single-
user. As a result, desktop OSs had ru-
dimentary or nonexistent protection 
frameworks, and the major threat 
they had to defend against was acci-
dental damage from buggy or miscon-
figured software. Windows, Mac OS, 
and even Unix did not incorporate the 
strong and sophisticated protection 
systems that academia and industry 
had developed over the prior decades, 
since at best they were unnecessary 
and at worst they hurt usability.

Fortunately, personal comput-
ers did not remain personal for very 
long. Thanks to the Internet, users 
began connecting their computers 
to a worldwide network of billions of 
other computers. Small software ven-
dors could cheaply distribute their 
software to a global audience, and 
users could use information-sharing 
applications, such as mail clients or 
P2P software, to share their files with 
anybody, anywhere. Web browsers 
and Web services have had stunning 
impact, facilitating the publication of 
and access to trillions of pages. Inter-
estingly, Web browsers have evolved 
to become de facto OSs of their own, 
as Web sites now deliver rich, interac-

tive JavaScript-based applications to 
users on demand.

Unfortunately, this connectivity 
has brought with it a host of security 
headaches. Users now have to con-
tend with virus-laden software, glob-
al-scale worms that attempt remote 
exploits of zero-day vulnerabilities, 
and spyware that attempts to capture 
and exfiltrate confidential informa-
tion. Protection systems for desktop 
OSs have had to scramble to help ap-
plication developers and users defend 
themselves against these threats. 
Many of the ideas, abstractions, and 
mechanisms developed in the context 
of high-security, multi-user OSs are 
now applicable to consumer OSs. For 
example, Web browsers should now 
be run in a sandboxed, compartmen-
talized environment: even if a remote 
Web site is able to exploit a bug in the 
browser, that site should not be able 
to gain access to confidential data 
from other sites the user is visiting, 
or harm the files and programs on the 
user’s computer.

In the following paper, the authors 
describe Capsicum, their effort to 
bring a capability-based protection 
scheme to FreeBSD Unix. A capability 
is an unforgeable token that gives its 
possessor the right to access an ob-
ject or resource in a computer system. 
Conceptually, a capability is the com-
bination of an identifier or name for 
an object (such as a file name, the ad-
dress of a memory region, or a remote 
network address) and access rights on 
that object (such as the ability to read 
the file, modify the memory region, 
or exchange packets with the remote 
host). Capabilities were first formal-
ized in a 1966 paper by Dennis and 
Van Horn during MIT’s exploration of 
multiprogramming and time-sharing 
OSs, and since then, many academic 
and industrial systems have refined 
and extended their ideas.

Capabilities are a great fit for sand-
boxing; by restricting which capabili-
ties have been granted to an OS pro-
cess, it is possible to constrain that 
process to access only the resources it 
actually requires. For example, a Web 
browser could be designed to launch 
a process for each Web page the user 
has open, and to use capabilities to 
sandbox each browser process, grant-
ing it the ability to access cached data 
and cookies associated with the page, 
but preventing it from accessing data 
from other sites or the user’s desktop.

The major challenge the authors 
face is preserving Unix’s existing 
APIs, legacy applications, and per-
formance, while simultaneously pro-
viding a path for developers to take 
advantage of the strong compartmen-
talization and sandboxing potential 
of capabilities. To have impact, Cap-
sicum needs to provide developers 
with an incremental adoption path; 
it should be easy to create sandboxes, 
to identify the resources to which the 
sandbox requires access, and to take 
an existing codebase and make mini-
mal changes to it to use capabilities 
and sandboxed environments.

It is too early to tell whether or 
not Capsicum will succeed at having 
substantial direct impact. But, in my 
opinion, it has already succeeded by 
picking the right problem to solve: 
finding a way to apply the experi-
ences and ideas developed over the 
past several decades of OS security re-
search to the systems that most users 
actually use, in a way that minimizes 
the effort and expertise required 
from developers. 

Steven D. Gribble (gribble@cs.washington.edu) is an 
associate professor in the Department of Computer 
science & engineering at the university of Washington, 
seattle, Wa. 
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abstract
Capsicum is a lightweight operating system (OS) capa-
bility and sandbox framework planned for inclusion in 
FreeBSD 9. Capsicum extends, rather than replaces, UNIX 
APIs, providing new kernel primitives (sandboxed capabil-
ity mode and capabilities) and a userspace sandbox API. 
These tools support decomposition of monolithic UNIX 
applications into compartmentalized logical applications, 
an increasingly common goal that is supported poorly by 
existing OS access control primitives. We demonstrate our 
approach by adapting core FreeBSD utilities and Google’s 
Chromium Web browser to use Capsicum primitives, and 
compare the complexity and robustness of Capsicum with 
other sandboxing techniques.

1. inTRoDucTion
Capsicum is an API that brings capabilities, unforgeable 
tokens of authority, to UNIX. Fine-grained capabilities have 
long been the province of research operating systems (OSs) 
such as EROS.17 UNIX systems have less fine-grained access 
control, but are widely deployed. Capsicum’s additions to 
the UNIX API suite give application authors an adoption 
path for one of the ideals of OS security: least-privilege oper-
ation. We validate Capsicum through a prototype built on 
(and planned for inclusion in) FreeBSD 9.0.

Today, many security-critical applications have been 
decomposed into sandboxed parts in order to mitigate vul-
nerabilities. Privilege separation,12 or compartmentalization, 
has been adopted for applications such as OpenSSH, Apple’s 
SecurityServer, and Google’s Chromium Web browser. Sand-
boxing is enforced using various access control techniques, 
but only with significant programmer effort and limitations: 
current OSes are simply not designed for this purpose.

Conventional (non-capability-oriented) OSes primarily 
use Discretionary Access Control (DAC) and Mandatory Access 
Control (MAC). DAC allows the owner of an object (such as a 
file) to specify the permissions other users have for it, which 
are checked when the object is accessed. MAC enforces 
systemic policies: administrators specify requirements 
(e.g., “users cleared to Secret may not read Top Secret docu-
ments”), which are checked when objects are accessed.

Neither approach was designed to address the case of a 
single application processing many types of information 
on behalf of one user. Modern Web browsers must parse 
HTML, scripting languages, images, and video from many 

untrusted sources, but act with the ambient authority of the 
user,  having access to all their resources. In order to pro-
tect user data from malicious JavaScript, Flash, etc., the 
Chromium Web browser operates as several OS processes 
sandboxed using DAC or MAC. Both require significant pro-
grammer effort (from hundreds of lines of code to, in one 
case, 22,000 lines of C++) and often elevated privilege to use 
them. Our analyses show significant vulnerabilities in all 
of these sandbox  models due to inherent flaws or incorrect 
use (Section 5).

Capsicum addresses these problems by introducing 
new (and complementary) security primitives to support 
compartmentalization: capability mode and capabilities. 
Capabilities extend UNIX file descriptors, encapsulating 
rights on specific objects, such as files or sockets; they may 
be delegated from process to process. Capability mode pro-
cesses can access only resources that they have been explic-
itly delegated. Capabilities should not be confused with OS 
privileges, occasionally described as POSIX capabilities, 
which are exemptions from access control or system integ-
rity protections, such as the right to override file permissions.

We have modified several applications, including UNIX 
utilities and Chromium, to use Capsicum. No special privi-
lege is required, and code changes are minimal: the tcp-
dump utility, plagued with past security vulnerabilities, 
can be sandboxed with Capsicum in around 10 lines of C, 
and Chromium in just 100 lines. In addition to being more 
secure and easier to use than other sandboxing techniques, 
Capsicum performs well: unlike pure capability systems that 
employ extensive message passing, Capsicum system calls 
are just a few percent slower than their UNIX counterparts.

2. caPsicuM DesiGn
Capsicum blends capabilities with UNIX, achieves many of 
the benefits of least-privilege operation, preserves existing 
UNIX APIs and performance, and offers application authors 
an adoption path for capability-oriented software design. 
Capsicum extends, rather than replaces, standard UNIX 
APIs by adding kernel-level primitives (a sandboxed capa-
bility mode, capabilities, and others) and userspace support 
code (libcapsicum and a capability-aware runtime linker). 
These extensions support application compartmentaliza-
tion, the decomposition of monolithic applications into 
logical applications whose components run in sandboxes 
(Figure 1).

The original version of this paper “Capsicum: Practical 
Capabilities for UNIX” was published in the Proceedings 
of the 19th USENIX Security Symposium, 2010.

a Supported by Google, Inc.
b Supported by the Rothermere Foundation and the Natural Sciences and 
Engineering Research Council of Canada.
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Capsicum requires application modification to exploit 
new security functionality, but this may be done gradu-
ally, rather than requiring a wholesale conversion to a pure 
capability model. Developers can select the changes that 
maximize positive security impact while minimizing unac-
ceptable performance costs; where Capsicum replaces exist-
ing sandbox technology, a performance improvement may 
even be seen.

Capsicum incorporates many pragmatic design choices, 
emphasizing compatibility and performance over capability 
purism, not least by eschewing microkernel design. While 
applications may adopt message-passing, and indeed will 
need to do so to fully benefit from the Capsicum architec-
ture, we provide “fast paths” direct system calls operating on 
delegated file descriptors. This allows native UNIX I/O per-
formance, while leaving the door open to techniques such as 
message-passing system calls if that proves desirable.

2.1. capability mode
Capability mode is a process credential flag set by a new sys-
tem call, cap_enter();once set, the flag cannot be cleared, 
and it is inherited by all descendent processes. Processes in 
capability mode are denied access to global namespaces such 
as absolute filesystem paths and PIDs (Figure 1). Several sys-
tem management interfaces must also be protected to main-
tain UNIX process isolation (including /dev device nodes, 
some ioctl()operations, and APIs such as reboot()).

Capability mode system calls are restricted: those requir-
ing global namespaces are blocked, while others are con-
strained. For instance, sysctl()can be used not only to 
query process-local information such as address space 
 layout, but also to monitor a system’s network connections. 
Roughly 30 of 3000 sysctl() MIB entries are permitted in 
capability mode.

Other constrained system calls include shm_open(), 
which is permitted to create anonymous memory objects but 
not named ones, and the openat() family. These calls accept 
a directory descriptor argument relative to which open(), 
rename(), etc. path lookups occur; in capability mode, oper-
ations are limited to objects “under” the passed directory.

2.2. capabilities
The most critical choice in adding capability support to a 
UNIX system is the relationship between capabilities and 
file descriptors. Some systems, such as Mach, maintain 
entirely independent notions: Mac OS X provides each task 
with both capabilities (Mach ports) and BSD file descriptors. 
Separating these concerns is logical, as ports have different 
semantics from file descriptors; however, confusing results 

can arise for application developers dealing with both Mach 
and BSD APIs, and we wish to reuse existing APIs as much as 
possible. Instead, we extend the file descriptor abstraction, 
and introduce a new file descriptor type, the capability, to 
wrap and protect raw file descriptors.

File descriptors already have some properties of capa-
bilities: they are unforgeable tokens of authority, and can 
pass between processes via inheritance or inter-process 
communication (IPC). Unlike “pure” capabilities, they 
confer very broad rights: even if a file descriptor is read-
only, meta-data writes such as fchmod() are permitted. 
In Capsicum, we restrict file descriptor operations by 
wrapping it in a capability that masks available operations 
(Figure 2).

There are roughly 60 capability mask rights, striking a 
balance between message-passing (two rights: send and 
receive) and MAC systems (hundreds of access control 
checks). Capability rights align with methods on underly-
ing objects: system calls implementing similar operations 
require the same rights, and calls may require multiple 
rights. For example, pread() (read file data) requires CAP_
READ, and read() (read data and update the file offset) 
requires CAP_READ|CAP_SEEK.

The cap_new() system call creates a new capability 
given an existing file descriptor and rights mask; if the 
original descriptor is a capability, the new rights must 
be a subset of the original rights. Capabilities can wrap 
any type of file descriptor including directories, which can 
be passed as arguments to openat() and related system 
calls. Directory capabilities delegate namespace subtrees, 
which may be used with *at() system calls (Figure 3). 
As a result, sandboxed processes can access multiple 
files in a directory without the performance overhead or 

figure 1. application self-compartmentalization.
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complexity of proxying each open() to a process with 
ambient  authority via IPC.

Many past security extensions have composed poorly 
with UNIX security leading to vulnerabilities; thus, we dis-
allow privilege elevation via fexecve() using setuid 
and  setgid binaries in capability mode. This restric-
tion does not prevent setuid binaries from using 
sandboxes.

2.3. Runtime environment
Manually creating sandboxes without leaking resources via 
file descriptors, memory mappings, or memory contents is 
difficult, libcapsicum provides a high-level API for man-
aging sandboxes, hiding the implementation details of 
cutting off global namespace access, closing file descrip-
tors not delegated to the sandbox, and flushing the address 
space via fexecve(). libcapsicum returns a socket that 
can be used for IPC with the sandbox, and to delegate fur-
ther capabilities (Table 1).

3. caPsicuM iMPLeMenTaTion

3.1. Kernel changes
Most constraints are applied in the implementation of kernel 
services, rather than by filtering system calls. The advantage 
of this approach is that a single constraint, such as denying 
access to the global file system (FS) namespace, can be imple-
mented in one place, namei(), which is responsible for pro-
cessing all path lookups. For example, one might not have 
expected the fexecve() call to cause global namespace 
access, since it takes a file descriptor for a binary as its argu-
ment rather than a path. However, the binary passed by file 
descriptor specifies its runtime linker via an embedded path, 
which the kernel will implicitly open and execute.

Similarly, capability rights are checked by the kernel func-
tion fget(), which converts a numeric descriptor into a 
struct file reference. We have added a new rights argu-
ment, allowing callers to declare what capability rights are 
required to perform the current operation. If the file descriptor 
is a raw file descriptor, or wrapped by a capability with sufficient 
rights, the operation succeeds. Otherwise, ENOTCAPABLE is 
returned. Changing the signature of fget() allows us to use 
the compiler to detect missed code paths, giving us greater 
confidence that all cases have been handled.

One less trivial global namespace to handle is the process 
ID (PID) namespace—used for process creation, signaling, 

debugging, and exit status—critical operations for a logical 
application. A related problem is that libraries cannot cre-
ate and manage worker processes without interfering with 
process management in the application itself—unexpected 
process IDs may be returned by wait(). Process descrip-
tors address these problems in a manner similar to Mach 
task ports: creating a process with pdfork() returns a file 
descriptor suitable for process management tasks, such as 
monitoring for exit via poll(). When a process descriptor 
is closed, its process is terminated, providing a user experi-
ence consistent with that of monolithic processes: when the 
user hits Ctrl-C, all processes in the logical application exit.

3.2. The capsicum runtime environment
Removing access to global namespaces forces fundamental 
changes to the UNIX runtime environment. Even the most 
basic UNIX operations for starting processes and running 
programs are restricted: fork() and exec() rely on global 
PID and FS namespaces, respectively.

Responsibility for launching a sandbox is split between 
 libcapsicum and rtld-elf-cap. libcapsicum is invoked 
by the application, forks a new process using pdfork(), gath-
ers delegated capabilities from the application and libraries, 
and directly executes the runtime linker, passing target binary 
as a capability. Directly executing the capability-aware runtime 
linker avoids dependence on fexecve loading a runtime 
linker via the global FS namespace. Once rtld-elf-cap 
is executing in the new process, it links the binary using librar-
ies loaded via directory capabilities. The application is linked 
against normal C libraries and has access to all of the full C run-
time, subject to sandbox restrictions.

Programs call lcs_get() to look up delegated capa-
bilities and retrieve an IPC handle so that they can process 
RPCs. Capsicum does not specify an Interface Description 
Language (IDL), as existing compartmentalized or privilege-
separated applications have their own, often hand-coded, 
RPC marshalling already. Here, our design differs from his-
toric microkernel systems, which universally have specified 
IDLs, such as the Mach Interface Generator (MIG).

libcapsicum’s fdlist (file descriptor list) abstrac-
tion allows modular applications to declare a set of capabili-
ties to be passed into sandboxes. This avoids hard-coding 
file descriptor numbers into the ABI between applications 
and their sandboxed components, a technique used in 
Chromium that we felt was likely to lead to bugs. Instead, 
application and library components bind file descriptors to 

Table 1. Principal global namespaces in the freeBsD kernel.

namespace Description

Process id (Pid) Processes identifiers, returned by fork(), are used for signals, debugging, monitoring, and exit status
File paths Files exist in a global, hierarchical namespace, which is protected by dAC and mAC
File system id File system ids supplement paths to mount points, and are used for forceable unmount
Protocol addresses Socket addresses naming local and foreign endpoints, such as iPv4 addresses and ports
Sysctl miB Named and numbered miB entries for system information and configuration, such as process lists
System v iPC System v iPC message queues, semaphores, and shared memory exist in a flat, global namespace
PoSiX iPC PoSiX semaphores, message queues, and shared memory in an global (sometimes flat) namespace
Jails management namespace for virtualized environments
CPU sets Global namespace process and thread affinities
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names before creating a sandbox; corresponding code in the 
sandbox retrieves file descriptors using the same names.

4. aDaPTinG aPPLicaTions
Adapting applications for sandboxing is a nontrivial task, 
regardless of the framework, as it requires analyzing pro-
grams to determine their resource dependencies and 
adopting a distributed system programming style in which 
components use message passing or explicit shared memory 
rather than relying on a common address space. In Capsicum, 
programmers have access to a number of programming mod-
els; each model has its merits and costs in terms of starting 
point, development complexity, performance, and security:

Modify applications to use cap_enter() directly in order 
to place an existing process with ambient authority in capabil-
ity mode, retaining selected capabilities and virtual memory 
mappings. This works well for applications with simple 
structures such as “open all resources, process them in an 
I/O loop,” e.g., programs in a UNIX pipeline or that use a net-
work single connection. Performance overhead is extremely 
low, as changes consist of encapsulating converting file 
descriptor rights into capabilities, followed by entering 
capability mode. We illustrate this approach with tcpdump.

Reinforce existing compartmentalization with cap_
enter(). Applications such as dhclient and Chromium are 
already structured for message passing, and so benefit from 
Capsicum without performance or complexity impact. Both pro-
grams have improved vulnerability mitigation under Capsicum.

Modify the application to use the libcapsicum API, pos-
sibly introducing new compartmentalization. libcapsicum 
offers a simpler and more robust API than handcrafted sepa-
ration, but at a potentially higher performance cost: residual 
capabilities and virtual memory mappings are rigorously 
flushed. Introducing new separation in an application comes 
at a significant development cost: boundaries must be iden-
tified such that not only it is security improved (i.e., code pro-
cessing risky data is isolated), but also resulting performance 
is acceptable. We illustrate this technique with gzip.

Compartmentalized application development is distrib-
uted application development, with components running in 
different processes and communicating via message passing. 
Commodity distributed debugging tools are, unfortunately, 
unsatisfying and difficult to use. While we have not attempted 
to extend debuggers, such as gdb, to better support compart-
mentalization, we have modified several FreeBSD tools to 
understand Capsicum, and take some comfort in the syn-
chronous nature of compartmentalized applications.

The procstat command inspects kernel state of running 
processes, including file descriptors, memory mappings, and 
credentials. In Capsicum, these resource lists become capa-
bility lists, representing the rights available to the process. We 
have extended procstat to show Capsicum-related infor-
mation, such as capability rights masks on file descriptors 
and a process credential flag indicating capability mode.

When adapting existing software to run in capability mode, 
identifying capability requirements can be tricky; often the 
best technique is to discover them through dynamic analysis, 
identifying missing dependencies by tracing real-world use. To 
this end, capability-related failures are distinguished by new 

errno values, ECAPMODE, and ENOTCAPABLE. System calls 
such as open() are blocked in namei, rather than at the kernel 
boundary, so that paths are available in ktrace and DTrace.

Another common compartmentalized debugging strategy 
is to allow the multiprocess logical application to be run as 
a single process for debugging purposes, libcapsicum pro-
vides an API to query sandbox policy, making it easy to disable 
sandboxing for testing. As RPCs are generally synchronous, 
the thread stack in a sandbox is logically an extension of 
the thread stack in the host process, making the distributed 
debugging task less fraught than it might otherwise appear.

4.1. tcpdump
tcpdump provides not only an excellent example of 
Capsicum offering immediate security improvement through 
straightforward changes, but also the subtleties that arise 
when sandboxing software not written with that in mind. 
tcpdump has a simple model: compile a Berkeley Packet Filter 
(BPF) rule, configure a BPF device as an input source, and loop 
reading and printing packets. This structure lends itself to 
capability mode: resources are acquired early with ambient 
authority, and later processing requires only held capabilities. 
The bottom three lines of Figure 4 implement this change.

This change significantly improves security, as his-
torically fragile packet-parsing code now executes with 
reduced privilege. However, analysis with the procstat 
tool is required to confirm that only desired capabilities 
are exposed, and reveals unconstrained access to a /dev/
pts/0, which would permit improper access to user input. 
Adding lc_limitfd calls as in Figure 4 prevents read-
ing stdin while still allowing output. Figure 5 illustrates 
procstat, including capabilities wrapping file descriptors 
to narrow delegated rights.

ktrace reveals another problem: the DNS resolver 
depends on FS access, but only after cap_enter() 
(Figure 6). This illustrates a subtle problem with sandboxing: 
modular software often emplous on-demand initialization 

figure 4. capsicum changes to tcpdump.

+ if (lc_limitfd(STDIN_FILENO, CAP_FSTAT) < 0)
+ error("lc_limitfd: unable to limit STDIN_FILENO");
+ if (lc_limitfd(STDOUT_FILENO, CAP_FSTAT | CAP_SEEK |
+ CAP_WRITE) < 0)
+ error("lc_limitfd: unable to limit STDOUT_FILENO");
+ if (lc_limitfd(STDERR_FILENO, CAP_FSTAT | CAP_SEEK |
+ CAP_WRITE) < 0)
+ error("lc_limitfd: unable to limit STDERR_FILENO");
...
+ if (cap_enter() < 0)
+ error("cap_enter: %s", pcap_strerror(errno));

status = pcap_loop(pd, cnt, callback, pcap_userdata);

figure 5. procstat -C displays a process’s capabilities.

PID COMM FD T FLAGS CAPABILITIES PRO NAME
1268 tcpdump 0 v rw------c fs - /dev/pts/
1268 tcpdump 1 v -w------c wr,se,fs - /dev/null
1268 tcpdump 2 v -w------c wr,se,fs - /dev/null
1268 tcpdump 3 v rw------- - - /dev/bpf
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scattered throughout its components. We correct this by 
proxying DNS via a local resolver daemon, addressing both 
FS and network address namespace concerns.

Despite these limitations, this example shows that even 
minor changes can lead to dramatic security improvements, 
especially for a critical application with a long history of 
security problems. An exploited buffer overflow, for exam-
ple, will no longer yield arbitrary FS or network access.

4.2. dhclient
FreeBSD ships with the privilege-separated OpenBSD DHCP 
client. DHCP requires substantial privilege to open BPF 
descriptors, create raw sockets, and configure network inter-
faces, so is an appealing target for attackers: complex net-
work packet processing while running with root privilege. 
Traditional UNIX proves only weak tools for sandboxing: the 
DHCP client starts as the root user, opens the resources its 
unprivileged component requires (raw socket, BPF descrip-
tor, lease configuration file), forks a process to continue priv-
ileged network configuration, and then confines the parent 
process using chroot() and setuid(). Despite harden-
ing of the BPF ioctl() interface to prevent reprogramming 
the filter, this confinement is weak: chroot() limits only 
FS access, and switching credentials offers poor protection 
against incorrectly configured DAC on System V IPC.

The two-line addition of cap_enter() reinforces exist-
ing sandboxing with Capsicum, limiting access to previously 
exposed global namespaces. As there has been no explicit 
flush of address space or capabilities, it is important to ana-
lyze what capabilities are retained by the sandbox (Figure 7). 
dhclient has done an effective job at eliminating direc-
tory access, but continues to allow sandboxes to submit 
arbitrary log messages, modify the lease database, and use a 
raw socket. It is easy to imagine extending dhclient to use 
capabilities to further constrain file descriptors inherited 
by the sandbox, for example, by limiting the IP raw socket 

to send() and recv(), disallowing ioctl(). I/O inter-
position could be used to enforce log message and lease file 
constraints.

4.3. gzip
gzip presents an interesting target for several reasons: it 
implements risky compression routines that have suffered 
past vulnerabilities, executes with ambient user authority, 
yet is uncompartmentalized. UNIX sandboxing techniques, 
such as chroot() and sandbox UIDs, are a poor match not 
only because of their privilege requirement, but also because 
the notion of a single global application sandbox is inad-
equate. Many simultaneous gzip sessions can run indepen-
dently for many different users, and placing them in the same 
sandbox provides few of the desired security properties.

The first step is to identify natural fault lines in the appli-
cation: for example, code that requires ambient authority 
(e.g., opening files or network connections) and code that 
performs more risky activities (e.g., decoding data). In gzip, 
this split is obvious: the main run loop of the application 
opens input and output files, and supplies file descriptors to 
compression routines. This suggests a partitioning in which 
pairs of capabilities are passed to a sandbox for processing.

We modified gzip to optionally proxy compression and 
decompression to a sandbox. Each RPC passes input and 
output capabilities into a sandbox, as well as miscellaneous 
fields such as size, original filename, and modification time. 
By limiting capability rights to combinations of CAP_READ, 
CAP_WRITE, and CAP_SEEK, a tightly constrained sandbox 
is created, preventing access to globally named resources, in 
the event a vulnerability in compression code is exploited.

This change adds 409 lines (16%) to the gzip source code, 
largely to marshal RPCs. In adapting gzip, we were initially 
surprised to see a performance improvement; investigation 
of this unlikely result revealed that we had failed to propagate 
the compression level (a global variable) into the sandbox, 
leading to the incorrect algorithm selection. This serves as a 
reminder that code not originally written for decomposition 
requires careful analysis. Oversights such as this one are not 
caught by the compiler: the variable was correctly defined in 
both processes, but values were not properly propagated.

Compartmentalization of gzip raises an important 
design question: is there a better way to apply sandboxing 
to applications most frequently used in pipelines? Seaborn 
has suggested one possibility: a Principle of Least Authority 
Shell (PLASH), in which the shell runs with ambient privilege 
but places pipeline components in sandboxes.16 We have 
begun to explore this approach on Capsicum, but observe 
that the design tension exists here as well: gzip’s non-
pipeline mode performs a number of application-specific 
operations requiring ambient privilege, and logic like this 
is equally awkwardly placed in the shell. On the other hand, 
when operating purely in a pipeline, the PLASH approach 
offers the possibility of near-zero application modification.

We are also exploring library self-compartmentalization, 
in which library code sandboxes itself transparently to the 
host application. This has motivated several of our process 
model design choices: masking SIGCHLD delivery to the 
parent when using process descriptors avoids disturbing 

figure 6. ktrace reveals Dns resolution problems.

1272 tcpdump CALL open(0x80092477c,O_RDONLY,<unused>0x1b
1272 tcpdump NAMI "/etc/resolv.conf"
1272 tcpdump RET connect -1 errno 94 Not permitted in
          capability mode
1272 tcpdump CALL socket(PF_INET,SOCK_DGRAM,IPPROTO_UDP)
1272 tcpdump RET socket 4
1272 tcpdump CALL connect(0x4,0x7fffffffe080,0x10)
1272 tcpdump RET connect -1 errno 94 Not permitted in
              capability mode

figure 7. dhclient capabilities before capsicum.

PID COMM FD T FLAGS CAPABILITIES PRO NAME
18988 dhclient 0 v rw------- - - /dev/null
18988 dhclient 1 v rw------- - - /dev/null
18988 dhclient 2 v rw------- - - /dev/null
18988 dhclient 3 s rw------- - UDD /var/run/
18988 dhclient 5 s rw------- - ?
18988 dhclient 6 p rw------- - - -
18988 dhclient 7 v -w------- - - /var/db/d
18988 dhclient 8 v rw------- - - /dev/bpf
18988 dhclient 9 s rw------- - IP? 0.0.0.0:0
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application state. This approach would allow sandboxed 
video processing in unmodified Web browsers. However, 
library APIs are often not crafted for sandbox-friendliness: 
one reason we placed separation in gzip rather than libz 
is that whereas gzip internal APIs used file descriptors, 
libz APIs acted on buffers. Forwarding capabilities offers 
full I/O performance, whereas the cost of transferring buf-
fers via RPCs grows with file size. This approach does not 
help where vulnerabilities lie in library API use; for exam-
ple, historic vulnerabilities in libjpeg have centered on 
 callbacks into applications.

4.4. chromium
Google’s Chromium Web browser uses a multiprocess logi-
cal application model to improve robustness.13 Each tab is 
associated with a renderer process that performs the complex 
and risky task of rendering page contents through parsing, 
image rendering, and JavaScript execution. More recently, 
Chromium has integrated sandboxing to improve resilience 
to malicious attacks using a variety of techniques (Section 5).

The FreeBSD port of Chromium did not include sand-
boxing, and the sandboxing facilities provided as part of the 
similar Linux and Mac OS X ports bear little resemblance to 
Capsicum. However, existing compartmentalization was a 
useful starting point: Chromium assumes sandboxes can-
not open files, certain services were already forwarded to 
renderers (e.g., font loading via passed file descriptors and 
renderer output via shared memory).

Roughly 100 lines of code were required to constrain file 
descriptors passed to sandboxes, such as Chromium pak files, 
stdio,/dev/random, and font files, to call cap_enter(), 
and to configure capability-oriented POSIX Shared memory 
instead of System V IPC shared memory. This compares favor-
ably with 4.3 million lines of Chromium source code, but would 
not have been possible without existing sandbox support.

5. sanDBoX coMPaRison
Chromium provides an ideal context for a comparison with 
existing sandboxing mechanisms, as it employs six different 
sandboxing technologies (Table 2). Of these, two are DAC-
based, two MAC-based, and two capability-based.

5.1. Windows acLs and siDs
On Windows, Chromium employs DAC to create sand-
boxes.13 The unsuitability of inter-user protections for 
the intra-user context is well demonstrated: the model is 
both incomplete and unwieldy. Chromium uses Access 
Control Lists (ACLs) and Security Identifiers (SIDs) to 

sandbox renderers on Windows. Chromium creates a SID 
with reduced privilege, which does not appear in the ACL of 
any object, in effect running the renderer as an anonymous 
user, and attaches renderers to an “invisible desktop,” iso-
lating them from the user’s desktop environment. Many 
legitimate system calls are denied to sandboxed processes. 
These calls are forwarded to a trusted process responsible 
for filtering and processing, which comprises most of the 
22,000 lines of code in the sandbox module.

Objects without ACL support are not protected, includ-
ing FAT FSs and TCP/IP sockets. A sandbox may be unable to 
read NTFS files, but it can communicate with any server on 
the Internet or use a configured VPN. USB sticks present a 
significant concern, as they are used for file sharing, backup, 
and robustness against malware.

5.2. Linux chroot
Chromium’s Linux suid model also attempts to create a 
sandbox using legacy access control; the result is similarly 
porous, but with the additional risk posed by the need for OS 
privilege to create the sandbox. In this model, access to the 
filesystem is limited to a directory via chroot(): the direc-
tory becomes the sandbox’s virtual root directory. Access 
to other namespaces, including System V shared memory 
(where the user’s X window server can be contacted) and net-
work access, is unconstrained, and great care must be taken 
to avoid leaking resources when entering the sandbox.

Invoking chroot() requires a setuid binary helper 
with full system privilege. While similar in intent to 
Capsicum’s capability mode, this model suffers from sig-
nificant weakness (e.g., permitting full access to the System 
V shared memory as well as all operations on passed file 
descriptors).

5.3. Mac os X sandbox
On Mac OS X, Chromium uses Apple’s Sandbox system. 
Sandbox constrains processes according to a scheme-based 
policy language5 implemented via the MAC Framework.19 
Chromium uses three policies for different components, 
allowing access to font directories while restricting access 
to the global FS namespace. Chromium can create stronger 
sandboxes than is possible with DAC, but rights granted to 
renderer processes are still very broad, and policy must be 
specified independently from code.

As with other techniques, resources are acquired before 
constraints are imposed, so care must be taken to avoid leak-
ing resources into the sandbox. Fine-grained file system con-
straints are possible, but other namespaces such as POSIX 

Table 2. sandboxing mechanisms employed by chromium.

os Model Loc Description fs iPc net s π s’ Priv

Windows ACls 22,350 Windows ACls and Sids ! ! ✗ ✗ ✓

linux chroot() 605 setuid() root helper sandboxes renderer ✓ ✗ ✗ ✓ ✗

mac oS X Sandbox 560 Path-based mAC sandbox ✓ ! ✓ ✓ ✓

linux Selinux 200 restricted sandbox domain ✓ ! ✓ ✗ ✗

linux seccomp 11,301 seccomp and userspace syscall wrapper ! ! ✓ ✓ ✓

FreeBSd Capsicum 100 Capsicum sandboxing using cap_enter() ✓ ✓ ✓ ✓ ✓
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IPC are an all-or-nothing affair. The Seatbelt-based sandbox 
model is less verbose than other approaches, but like all MAC 
systems, policy must be expressed separately from code. This 
can lead to inconsistencies and vulnerabilities.

5.4. seLinux
Chromium’s SELinux sandbox employs a Type Enforcement 
(TE) policy.9 SELinux provides fine-grained rights manage-
ment, but in practice, broad rights are often granted as 
fine-grained TE policies are difficult to write and maintain. 
SELinux requires that an administrator be involved in defin-
ing new policy, which is a significant inflexibility: applica-
tion policies are effectively immutable.

The Fedora reference policy for Chromium creates a single 
SELinux domain, chrome_sandbox_t, shared by all render-
ers, risking potential interference. The domain is assigned 
broad rights, such as the ability to read the terminal device 
and all files in /etc. Such policies are easier to craft than fine-
grained ones, reducing the impact of the dual-coding problem, 
but are less effective, allowing leakage between sandboxes and 
broad access to resources outside of the sandbox.

In contrast, Capsicum eliminates dual-coding by com-
bining policy with code, with both benefits and drawbacks. 
Bugs cannot arise due to inconsistencies between policy and 
code, but there is no easily statically analyzable policy. This 
reinforces our belief that MAC and capabilities are comple-
mentary, filling different security niches.

5.5. Linux seccomp
Linux has an optionally compiled capability mode-like facil-
ity called seccomp. Processes in seccomp mode are denied 
access to all system calls except read(), write(), and 
exit(). On face value this seems promising, but software 
infrastructure is minimal, so application writers must write 
their own. In order to allow other system calls within sand-
boxes, Chromium constructs a process in which one thread 
executes in seccomp mode, and another thread shares 
the same address space and has full system call access. 
Chromium rewrites glibc to forward system calls to the 
trusted thread, where they are filtered to prevent access to 
inappropriate memory objects, opening files for write, etc. 
However, this default policy is quite weak, as read of any file 
is permitted.

The Chromium seccomp sandbox contains over a thou-
sand lines of handcrafted assembly to set up sandboxing, 
implement system call forwarding, and craft a security 
 policy. Such code is difficult to write and maintain, with any 
bugs likely leading to security vulnerabilities. Capsicum’s 
approach resembles seccomp, but offers a rich set of ser-
vices to sandboxes, so is easier to use correctly.

5.6. summary of chromium isolation models
Table 2 compares the security properties of the different 
sandbox models. Capsicum offers the most complete isola-
tion across various system interfaces: FS, IPC, and network-
ing (Net), as well as isolating sandboxes from one another 
(S ≠ S’), and avoiding the requirement for OS privilege 
to instantiate new sandboxes (Priv). Exclamation marks 
indicate cases where protection does exist in a model, 

but is either incomplete (FAT protection in Windows) or 
improperly used (while seccomp blocks open, Chromium 
 re-enables it with excessive scope via forwarding).

6. PeRfoRMance eVaLuaTion
Typical OS security benchmarks try to illustrate near-zero 
overhead in the hopes of selling general applicability of 
a technology. Our thrust is different: application authors 
already adopting compartmentalization accept significant 
overheads for mixed security return. Our goal is to accom-
plish comparable performance with significantly improved 
security. We summarize our results here; detailed explora-
tion may be found in our USENIX Security paper.18

We evaluated performance by characterizing the over-
head of Capsicum’s new primitives through API micro- 
benchmarks and more broad application benchmarks. We 
were unable to measure a performance change in our adapted 
tcpdump and dhclient due to the negligible cost of enter-
ing capability mode; on turning our attention to gzip, we 
found an overhead of 2.4 ms to decompress an empty file. 
Micro-benchmarks revealed a cost of 1.5 ms for creating and 
destroying a sandbox, largely attributable to process man-
agement. This cost is quickly amortized with growth in data 
file size: by 512K, performance overhead was <5%.

7. fuTuRe WoRK
Capsicum provides an effective platform for capability work 
on UNIX platforms. However, further research and develop-
ment are required to bring this project to fruition.

Refinement of the Capsicum primitives would be useful. 
Performance might be improved for sandbox creation 
by employing Bittau’s S-thread primitive.2 A formal “log-
ical application” construct might improve termination 
properties.

Another area for research is in integrating user interfaces 
and OS security; Shapiro has proposed that capability-cen-
tered window systems are a natural extension to capabil-
ity OSs. It is in the context of windowing systems that we 
have found capability delegation most valuable: gesture-
based access control can be investigated through Capsicum 
enhancements to UI elements, such as Powerboxes (file dia-
logues with ambient authority) and drag-and-drop. Improving 
the mapping of application security into OS sandboxes would 
improve the security of Chromium, which does not consis-
tently assign Web security domains to OS sandboxes.

Finally, it is clear that the single largest problem with 
Capsicum and similar approaches is programmability: con-
verting local development into de facto distributed system 
development hampers application-writers. Aligning secu-
rity separation with application structure is also important if 
such systems are to mitigate vulnerabilities on a large scale: 
how can the programmer identify and correctly implement 
compartmentalizations with real security benefits?

8. ReLaTeD WoRK
Saltzer and Schroeder’s 1975 exploration of Multics-era 
OS protection describes the concepts of hardware capa-
bilities and ACLs, and observes that systems combine the 
two approaches in order to offer a blend of protection and 
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performance.14 Neumann et al.’s Provably Secure Operating 
System (PSOS),11 and successor LOCK, propose a tight inte-
gration of MAC and capabilities; TE is extended in LOCK to 
address perceived shortcomings in the capability model,15 
and later appears in systems such as SELinux.9 We adopt 
a similar philosophy in Capsicum, supporting DAC, MAC, 
and capabilities.

Despite experimental hardware such as Wilkes’ CAP 
computer,20 the eventual dominance of page-oriented vir-
tual memory over hardware capabilities led to exploration of 
microkernel object-capability systems. Hydra,3 Mach,1 and 
later L48 epitomize this approach, exploring successively 
greater extraction of historic kernel components into sepa-
rate tasks, and integrating message passing-based capability 
security throughout their designs. Microkernels have, how-
ever, been largely rejected by commodity OS vendors in favor 
of higher-performance monolithic kernels. Microkernel 
capability research has continued in the form of systems 
such as EROS,17 inspired by KEYKOS.6 Capsicum is a hybrid 
capability system, observably not a microkernel, and retains 
support for global namespaces (outside of capability mode), 
emphasizing compatibility over capability purism.

Provos’s OpenSSH privilege separation12 and Kilpatrick’s 
Privman7 in the early 2000s rekindled interest in micro-
kernel-like compartmentalization projects, such as the 
Chromium Web browser13 and Capsicum’s logical appli-
cations. In fact, large application suites compare formi-
dably with the size and complexity of monolithic kernels: 
the FreeBSD kernel is composed of 3.8 million lines of C, 
whereas Chromium and WebKit come to a total of 4.1 mil-
lion lines of C++. How best to decompose monolithic appli-
cations remains an open research question; Bittau’s Wedge 
offers a promising avenue through automated identifica-
tion of software boundaries.2

Seaborn and Hand have explored application compart-
mentalization on UNIX through capability-centric Plash,16 
and Xen,10 respectively. Plash offers an intriguing layering of 
capability security over UNIX semantics by providing POSIX 
APIs over capabilities, but is forced to rely on the same weak 
UNIX primitives analyzed in Section 5. Hand’s approach 
suffers from similar issues to seccomp, in that the runtime 
environment for Xen-based sandboxes is functionality-
poor. Garfinkel’s Ostia4 proposes a delegation-centric UNIX 
approach, but focuses on providing sandboxing as an exten-
sion, rather than a core OS facility.

9. concLusion
We have described Capsicum, a capability security exten-
sion to the POSIX API to appear in FreeBSD 9.0 (with ports 
to other systems, including Linux, under way). Capsicum’s 
capability mode and capabilities appear a more natural fit 
to application compartmentalization than widely deployed 
discretionary and mandatory schemes. Adaptations of real-
world applications, from tcpdump to the Chromium Web 
browser, suggest that Capsicum improves the effective-
ness of OS sandboxing. Unlike research capability systems, 
Capsicum implements a hybrid capability model that sup-
ports commodity applications. Security and performance 
analyses show that improved security is not without cost, but 

that Capsicum improves on the state of the art. Capsicum 
blends immediate security improvements to current appli-
cations with long-term prospects of a more capability-ori-
ented future. More information is available at: http://www.
cl.cam.ac.uk/research/security/capsicum/
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in 1994, The program Chinook won the 
title “Man-Machine World Champi-
on’’ in checkers from Marion Tinsley. 
Shortly thereafter, in 1997, the pro-
gram Deep Blue bested the human 
chess champion Garry Kasparov. This 
past year, IBM researchers set the 
stakes even higher: on network TV, 
their program Watson defeated two 
human champions in the game show 
“Jeopardy!.”

Researchers in artificial intel-
ligence (AI) are buoyed by these 
achievements, but they also know that 
computers still lag far behind human 
levels of play in many other games 
of strategy. One such contest of wits 
is Go, an ancient two-player board 
game from China. With simple rules 
but dizzyingly complex strategies, 
the game of Go remains a stronghold 
of human superiority, thwarting the 
kinds of approaches that have proven 
so successful in checkers and chess. 

That may be about to change. After 
decades of halting progress in com-
puter Go, variations of Monte Carlo 
tree search (MCTS) have shown them-
selves to be a real, well, game chang-
er. MCTS is an approach to decision 
making that uses random sampling 
to quickly distinguish strong and 
weak moves. The following paper doc-
uments the dramatic breakthroughs 
achieved by applying MCTS to Go.

Why do these results matter for 
the broader field of AI? The histo-
ry of AI has shown that algorithms 
and ideas pioneered in the context 
of game playing have a wide range 
of important applications. Insights 
from computer game playing have of-
ten constituted the “1% inspiration” 
in Edison’s formula for creative suc-
cess. Combined with the “99% perspi-
ration” of careful engineering, they 
underpin a vast number of systems in 
common use today.

In addition to the potential appli-
cations of MCTS, the more immediate 
achievement is impressive in its own 

right. The authors describe a line of 
work that, over five years, has halved 
the number of rating levels between 
today’s computers and the world’s 
top human players.

Why has it been so difficult for 
computers to play world-class Go? In 
a sense, writing a program for game 
playing is easy: When it’s your turn, 
make the best move. Of course, pick-
ing that move is where the real chal-
lenge comes in. In the field of rein-
forcement learning that gave rise to 
the key ideas behind MCTS, a rule for 
choosing a move as a function of the 
game state is known as a policy. A rule 
for evaluating a game state to predict, 
say, the likelihood of an expert play-
er winning from that game state is 
called a value function. While a good 
policy—one that plays at a world-class 
level—is the ultimate goal, value func-
tions have proven quite useful as well.

A sufficiently accurate value func-
tion can be used to create a policy. 
Just contemplate each legal move 
in turn, evaluate the game state that 
would be the outcome of that move, 
and then greedily pick the move with 
the best outcome. A weak value func-
tion can often be improved upon by 
considering sequences, say all moves 
out to a length of 15 turns, instead of 

one move at a time. This approach, 
called game-tree search, has proven 
wildly successful in many games, no-
tably chess and checkers. 

Still, Go has resisted this line of 
attack. The huge branching factor 
and the importance of positional 
play make it difficult to define a good 
value function. Fortunately, the re-
lationship between policy and value 
function can be applied the other way. 
Given a policy, we can find its value 
function by playing the game through 
to the end using the policy at each 
step to select a move, then returning 
the value of the final game state.

Moreover, as in game-tree search, 
we can also amplify the strength of a 
“good enough” policy. If the initial pol-
icy has a degree of randomness in it, 
the algorithm can keep track of which 
random decisions tend to lead to bet-
ter outcomes and gradually adjust the 
policy to make those decisions more 
often. The resulting scheme explores 
the space of possibilities in a novel way. 
Where game-tree search is wide, but 
shallow, this policy-oriented search 
is narrow, but deep. Trajectories visit 
end-game states, but not all possible 
paths are followed—just the most 
promising ones. This process, this 
game-tree-search-turned-on-its-head 
known as MCTS,  has revolutionized 
the quality of computer play for Go.

Given the recent progress in com-
puter Go, many researchers are inter-
ested in applying variants of MCTS to 
other problems beyond the world of 
games. The next few years are likely 
to see an explosion of work providing 
insight into what types of problems 
are best suited to these techniques. 
One might say that Go has given the 
green light to an exciting new class of 
algorithms. 
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abstract
The ancient oriental game of Go has long been considered 
a grand challenge for artificial intelligence. For decades, 
computer Go has defied the classical methods in game tree 
search that worked so successfully for chess and checkers. 
However, recent play in computer Go has been transformed 
by a new paradigm for tree search based on Monte-Carlo 
methods. Programs based on Monte-Carlo tree search now 
play at human-master levels and are beginning to challenge 
top professional players. In this paper, we describe the lead-
ing algorithms for Monte-Carlo tree search and explain how 
they have advanced the state of the art in computer Go.

1. inTRoDucTion
Sequential decision making has been studied in a num-
ber of fields, ranging from optimal control through opera-
tions research to artificial intelligence (AI). The challenge 
of sequential decision making is to select actions that maxi-
mize some long-term objective (e.g., winning a game), when 
the consequences of those actions may not be revealed for 
many steps. In this paper, we focus on a new approach to 
sequential decision making that was developed recently in 
the context of two-player games.

Classic two-player games are excellent test beds for AI. 
They provide closed micro-worlds with simple rules that 
have been selected and refined over hundreds or thousands 
of years to challenge human players. They also provide clear 
benchmarks of performance both between different pro-
grams and against human intelligence.

In two-player games such as chess, checkers, othello, 
and backgammon, human levels of performance have been 
exceeded by programs that combine brute force tree-search 
with human knowledge or reinforcement learning.22

For over three decades however, these approaches and oth-
ers have failed to achieve equivalent success in the game of 
Go. The size of the search space in Go is so large that it defies 
brute force search. Furthermore, it is hard to characterize the 
strength of a position or move. For these reasons, Go remains 
a grand challenge of artificial intelligence; the field awaits a 
triumph analogous to the 1997 chess match in which Deep 
Blue defeated the world champion Garry Kasparov.22

The last five years have witnessed considerable progress 
in computer Go. With the development of new Monte-Carlo 
algorithms for tree search,12, 18 computer Go programs have 

achieved some remarkable successes,12, 15 including several 
victories against top professional players. The ingredients 
of these programs are deceptively simple. They are pro-
vided with minimal prior knowledge about the game of Go, 
and instead they acquire their expertise online by simulat-
ing random games in self-play. The algorithms are called 
Monte-Carlo tree search (MCTS) methods, because they build 
and expand a search tree while evaluating the strength of 
 individual moves by their success during randomized play.

2. The GaMe of Go
The game of Go is an ancient two-player board game that 
originated in China. It is estimated that there are 27 million 
Go players worldwide. The game of Go is noted for its simple 
rules but many-layered complexity.

2.1. The rules of Go
The black and white players alternate turns. On each turn, 
they place a single stone of their corresponding color on an 
N × N board. The standard board size is 19 × 19, but smaller 
boards, namely, boards of size 9 × 9 and 13 × 13 are also 
played to a lesser extent in competitive play, for study, and 
also for computer Go development. A group is a connected 
set of stones (using 4-connectivity) of the same color. A lib-
erty is an empty location that is adjacent to a group. A group 
is captured when it has no more liberties. The stones of a 
captured group are removed from the board. It is illegal to 
play suicidal moves that would result in self-capture. A group 
is termed dead when it is inevitable that it will be captured. 
The aim of the game is to secure more territory than the 
other player. Informally, territory describes the empty loca-
tions on the board that are unambiguously controlled by 
one player. The game ends when both players pass, at which 
time the two players count their scores. Each player receives 
one point for every location of territory that they control, and 
one point for each captured stone. White receives a bonus, 

The material in this paper was first published in 
“Bandit-based Monte-Carlo Planning,” L. Kocsis 
and C. Szepesvari, in Proceedings of the 15th European 
Conference on  Machine Learning, 2006; “Modification of 
UCT with  Patterns in  Monte-Carlo Go,” S. Gelly, Y. Wang, 
R. Munos, and O.  Teytaud, Technical Report 6062, INRIA, 
2006; and “Combining Online and Offline Learning 
in UCT,” S. Gelly and D. Silver, in Proceedings of the 17th 
International Conference on Machine Learning, 2007.
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known as komi, compensating for the fact that black played 
first. The player with the highest score wins. The precise 
scoring details vary according to regional rules; however, all 
major scoring systems almost always lead to the same result. 
Figure 1 shows a complete game of 9 × 9 Go.

The handicap is the number of compensation stones 
that the black player is allowed to place on the board before 
 alternating play. The goal of handicap is to allow players of 
different strength to play competitively. “Even games” are 
games with handicap 0 and a komi of 7.5 (the komi can vary 
according to regional rules).

The ranks of amateur Go players are ordered by decreas-
ing kyu and then increasing dan, where the difference 
in rank corresponds to the number of handicap stones 
required to maintain parity. Professional players are ordered 
by increasing dan, on a second scale (Figure 2). The title 
“top professional” is given to a professional player who has 
recently won at least one major tournament.

2.2. Go: a grand challenge for ai
Since the introduction of Monte-Carlo tree search in 2006, 
the ranks of computer Go programs have jumped from weak 
kyu level to the professional dan level in 9 × 9 Go, and to 
strong amateur dan level in 19 × 19 Go (see Section 5).

The game of Go is difficult for computer programs for a 
number of reasons. First, the combinatorial complexity of the 
game is enormous. There are many possible moves in each 

turn: approximately 200 in Go, compared to 37 for chess. 
Furthermore, the length of a typical game is around 300 
turns, compared to 57 in chess. In fact, there are more than 
10170 possible positions in Go, compared to 1047 in chess, 
and approximately 10360 legal move sequences in Go, com-
pared to 10123 in chess.22

Another factor that makes Go challenging is the long-
term influence of moves: the placement of a stone at the 
beginning of the game can significantly affect the outcome 
of the game hundreds of moves later. Simple heuristics for 
evaluating a position, such as counting the total material 
advantage, have proven to be very successful in chess and 
checkers. However, they are not as helpful in Go since the 
territorial advantage of one player is often compensated by 
the opponent’s better strategic position. As a result, the best 
known heuristic functions evaluate positions at the begin-
ner level. All these make the game of Go an excellent chal-
lenge for AI techniques, since a successful Go program must 
simultaneously cope with the vast complexity of the game, 
the long-term effects of moves, and the importance of the 
strategic values of positions. Many real-world, sequential 
decision-making problems are difficult for exactly the same 
reasons. Therefore, progress in Go can lead to advances that 
are significant beyond computer Go and may ultimately 
contribute to advancing the field of AI as a whole. One sup-
port for this claim is the fact that Monte-Carlo tree search, 
which was originally introduced in Go, has already started to 
achieve notable successes in other areas within AI.20, 25

3. MonTe-caRLo TRee seaRch
The common approach used by all the strongest current com-
puter Go programs is Monte-Carlo tree search (MCTS).12 In this 
section, we first introduce game trees and discuss traditional 
approaches to game tree search. Next, we discuss how Monte-
Carlo techniques can be used to evaluate positions. Finally, we 
introduce the UCT (upper confidence bounds on trees) strat-
egy,18 which guides the development of the search tree toward 
positions with large estimated value or high uncertainty.

3.1. Game tree search
We begin by discussing search algorithms for two-player 
games in general. In such games, there are two players, 
whom we shall call Black and White. The players move in an 
alternating manner, and the games are assumed to be deter-
ministic and to be perfect information. Determinism rules 
out games of chance involving, for example, dice throws 
or shuffled cards in a deck. Perfect information rules out 
games where the players have private information such as 
cards that are hidden from the other players. More specifi-
cally, perfect information means that, knowing the rules of 
the game, each player can compute the distribution of game 
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figure 1. The first victory of a computer program, Fuego (White), 
against a 9 dan professional Go player, zhou Junxun (Black), in an 
even game.
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figure 2. Performance ranks in Go, in increasing order of strength 
from left to right.



108    coMMunicaTions of The acM   |   mArCh 2012  |   vol.  55  |   No.  3

research highlights 

  

outcomes (which is a single game outcome, if deterministic) 
given any fixed future sequence of actions. Another way of 
putting this latter condition is to say that both players have 
perfect knowledge of the game’s state. In board games such 
as Go, chess, and checkers, disregarding subtleties such as 
castling restrictions in chess and ko rules in Go, the state is 
identical to the board position, that is, the configuration of 
all pieces on the board.

The rules of the game determine the terminal states in 
which the game ends. There is a reward associated with each 
terminal state, which determines as to how much Black earns 
if the game ends in that state. There are no intermediate 
rewards, that is, the reward associated with each nontermi-
nal state is zero. The goal of Black is to get the highest final 
reward, while the goal of White is to minimize Black’s reward.

A game tree organizes the possible future action sequences 
into a tree structure. The root of the tree represents the ini-
tial state (and the empty action sequence), while each other 
node represents some nonempty, finite action sequence 
of the two players. Each finite action sequence leads deter-
ministically to a state, which we associate with the node 
 corresponding to that action sequence (Figure 3).

Note that the same state can be associated with many 
nodes of the tree, because the same state can often be 
reached by many distinct action sequences, known as trans-
positions. In this case, the game can be represented more 
compactly by a directed acyclic graph over the set of states.

The optimal value of a game tree node is the best possible 
value that the player at that node can guarantee for himself, 
assuming that the opponent plays the best possible counter-
strategy. The mapping from the nodes (or states) to these val-
ues is called the optimal value function. Similarly, the optimal 
action value of a move at a node is defined to be the optimal 
value of the child node for that move.

If the optimal values of all children are known, then it 
is trivial to select the optimal move at the parent: the Black 
(White) player simply chooses the move with the high-
est (lowest) action-value. Assuming that the tree is finite, 
the optimal value of each node can be computed by work-
ing backward from the leaves, using a recursive procedure 
known as minimax search.

While minimax search leads to optimal actions, it is 
utterly intractable for most interesting games; the compu-
tation is proportional to the size of the game tree, which 
grows exponentially with its depth. A more practical alter-
native is to consider a subtree of the game tree with limited 
depth. In this case, computation begins at the leaves of 
the subtree. The (unknown) true optimal values at the leaf 
nodes are replaced with values returned by a heuristic evalu-
ation  function. If the evaluation function is of sufficiently 
“high quality,” the action computed is expected to be near- 
optimal. The computation can be sped up by various tech-
niques, the most well-known being a − b pruning, which is 
often used together with iterative deepening.

The evaluation function is typically provided by human 
experts, or it can be tuned either using supervised learning 
based on a database of games or using reinforcement learn-
ing and self-play.22 Programs based on variants of minimax 
search with a − b pruning have outperformed human world 
champions in chess, checkers, and othello.22

3.2. Monte-carlo simulation
In some games of interest, for example in the game of Go, 
it has proven hard to encode or learn an evaluation function 
of sufficient quality to achieve good performance in a mini-
max search. Instead of constructing an evaluation function, 
an alternative idea is to first construct a policy (sometimes 
called a playout policy) and then to use that policy to esti-
mate the values of states. A policy is a mapping from states 
to actions; in other words, a policy determines the way to 
play the game. Given a policy pair (one policy for each player, 
which if symmetric can be represented by a single policy), 
a value estimate for a state s can be obtained by simulation: 
start in state s and follow the respective policies in an alter-
nating manner from s until the end of the game, and use the 
reward in the terminal state as the value of state s. In some 
games, it is easier to estimate the value indirectly by simula-
tion, that is, it may be easier to come up with a simple policy 
that leads to good value estimates via simulation than to 
estimate those values directly.

A major problem with the approach described so far 
is that it can be very sensitive to the choice of policy. For 
example, a good policy may choose an optimal action in 90% 
of states but a suboptimal action in the remaining 10% of 
states. Because the policy is fixed, the value estimates will 
suffer from systematic errors, as simulation will always pro-
duce a single, fixed sequence of actions from a given state. 
These errors may often have disastrous consequences, lead-
ing to poor evaluations and an exploitable strategy.

Monte-Carlo methods address this problem by adding 
explicit randomization to the policy and using the expected 
reward of that policy as the value estimate. The potential 
benefit of randomization is twofold: it can reduce the influ-
ence of systematic errors and it also allows one to make a 
distinction between states where it is “easy to win” (i.e., 
from where most reasonable policy pairs lead to a high 
reward terminal state) and states where it is “hard to win.” 
This distinction pays off because real-world opponents are 
also imperfect, and therefore it is worthwhile to bias the 
game toward states with many available winning strategies. 
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figure 3. a minimax game tree for a small two-player game. Black 
selects actions to maximize his value; White selects actions to 
minimize her value.
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Note that the concepts of “easy” and “hard” do not make 
sense against a perfect opponent.

When the policy is randomized, computing the exact 
expected value of a state under the policy can be as hard as 
(or even harder than) computing its optimal value. Luckily, 
Monte-Carlo methods can give a good approximation to the 
expected value of a state. The idea is simply to run a num-
ber of simulations by sampling the actions according to the 
randomized policy. The rewards from these simulations are 
then averaged to give the Monte-Carlo value estimate of the 
initial state.

In detail, the value of action a in position s0 (the root of 
the game tree) is estimated as follows. Run N simulations 
from state s0 until the end of the game, using a fixed random-
ized policy for both players. Let N(a) be the number of these 
simulations in which a is the first action taken in state s0. Let 
W(a) be the total reward collected by Black in these games. 
Then, the value of action a is estimated by ( )

( )
W a
N a

.
The use of Monte-Carlo methods in games dates back to 

1973 when Widrow et al.24 applied Monte-Carlo simulation 
to blackjack. The use of Monte-Carlo methods in imper-
fect information and stochastic games is quite natural. 
However, the idea of artificially injecting noise into perfect 
information, deterministic games is less natural; this idea 
was first considered by Abramson.2 Applications of Monte-
Carlo methods to the game of Go are discussed by Bouzy and 
Helmstetter.6

3.3. Monte-carlo tree search
Monte-Carlo tree search (MCTS) combines Monte-Carlo 
simulation with game tree search. It proceeds by selectively 
growing a game tree. As in minimax search, each node in 
the tree corresponds to a single state of the game. However, 
unlike minimax search, the values of nodes (including both 
leaf nodes and interior nodes) are now estimated by Monte-
Carlo simulation (Figure 4).

In the previous discussion of Monte-Carlo simulation, we 
assumed that a single, fixed policy was used during simula-
tion. One of the key ideas of MCTS is to gradually adapt and 
improve this simulation policy. As more simulations are run, 

the game tree grows larger and the Monte-Carlo values at the 
nodes become more accurate, providing a great deal of use-
ful information that can be used to bias the policy toward 
selecting actions which lead to child nodes with high values. 
On average, this bias improves the policy, resulting in simu-
lations that are closer to optimal. The stronger the bias, the 
more selective the game tree will be, resulting in a strongly 
asymmetric tree that expands the highest value nodes most 
deeply. Nevertheless, the game tree will only typically con-
tain a small subtree of the overall game. At some point, the 
simulation will reach a state that is not represented in the 
tree. At this point, the algorithm reverts to a single, fixed pol-
icy, which is followed by both players until a terminal state 
is reached, just like Monte-Carlo simulation. This part of the 
simulation is known as a roll-out.

More specifically, MCTS can be described by four 
phases. Until a stopping criterion is met (usually a limit on 
available computation time), MCTS repeats four phases: 
descent, roll-out, update, and growth. During the descent 
phase, initiated at the current state s0, MCTS iteratively 
selects the highest scoring child node (action) of the cur-
rent state. The score may simply be the value of the child 
node, or may incorporate an exploration bonus (see next 
section). At the end of the descent phase, that is, upon 
reaching a leaf node of the current tree, the roll-out phase 
begins, where just like in Monte-Carlo simulation, a fixed, 
stochastic policy is used to select legal moves for both play-
ers until the game terminates. At the end of the roll-out, the 
final position is scored to determine the reward of Black. In 
the update phase, the statistics (number of visits and num-
ber of wins) attached to each node visited during descent 
are updated according to the result of the game. In the 
growth phase, the first state visited in the roll-out is added 
to the tree, and its statistics are initialized.

3.4. upper confidence bounds on trees (ucT)
An extremely desirable property of any game-tree-search 
algorithm is consistency, that is, given enough time, the 
search algorithm will find the optimal values for all nodes 
of the tree, and can therefore select the optimal action at 
the root state. The UCT algorithm is a consistent version of 
Monte-Carlo tree search.

If all leaf value estimates were truly the optimal val-
ues, one could achieve consistency at the parent nodes by 
applying greedy action selection, which simply chooses the 
action with the highest value in each node. If all descen-
dants of a given node have optimal value estimates, then 
greedy action selection produces optimal play from that 
node onward, and therefore simulation will produce an 
optimal value estimate for that node. By induction, the 
value estimate for all nodes will eventually become opti-
mal, and ultimately this procedure will select an optimal 
action at the root.

However, the value estimates are not usually opti-
mal for two reasons: (i) the policy is stochastic, so there 
is some inherent randomness in the values, and (ii) the 
policy is imperfect. Thus, going with the action that has 
the highest value estimate can lead to suboptimal play, 
for example, if the value of the optimal action was initially 
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figure 4. estimating values of a minimax game tree by Monte-carlo 
tree search.
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underestimated. Therefore, occasionally at least, one must 
choose actions that look  suboptimal according to the cur-
rent value estimates.

The problem of when and how to select optimal or sub-
optimal actions has been extensively studied in the simplest 
of all stochastic action selection problems. These problems 
are known as multi-armed bandit problems.a Each game ends 
after the very first action, with the player receiving a stochas-
tic reward that depends only on the selected action. The chal-
lenge is to maximize the player’s total expected reward, that 
is, quickly find the action with the highest expected reward, 
without losing too much reward along the way. One simple, 
yet effective strategy is to always select the action whose 
value estimate is the largest, with an optimistic adjustment 
that takes account of the uncertainty of the value estimate. 
This way, each action results either in an optimal action or 
in a reduction of the uncertainty associated with the value 
estimate of the chosen action. Thus, suboptimal actions 
cannot be chosen indefinitely.

The principle of always choosing the action with the high-
est optimistic value estimate is known as the “principle of 
optimism in the face of uncertainty” and was first proposed 
and studied by Lai and Robbins.19 A simple implementa-
tion of this idea, due to Auer et al.,3 is to compute an upper 
confidence bound (UCB) for each value estimate, using 
Hoeffding’s tail inequality.

Applying this idea in an MCTS algorithm gives the Upper 
Confidence Bounds on Trees (UCT) algorithm due to Kocsis 
and Szepesvári,18 where Black’s UCB score Z(s, a) of an action 
a in state s is obtained by

( , )
( , ) ( , ),

( , )

log ( )
( , ) ,

( , )

W s a
Z s a B s a

N s a

N s
B s a C

N s a

= +

=

where C > 0 is a tuning constant, N(s, a) is the number of 
 simulations in which move a was selected from state s, W(s, a) 
is the total reward collected at terminal states during these 
simulations, ( ) ( , )

a
N s N s a= ∑  is the number of simulations 

from state s, and B(s, a) is the exploration bonus. Each move 
is scored by optimistically biasing the sample mean, by 
adding an exploration bonus.b This bonus is largest for the 
actions that have been tried the least number of times and 
are therefore the most uncertain. This encourages rarely 
explored moves to be tried more frequently.

Unlike many other MCTS methods, the UCT strategy is 
consistent provided that C is large enough.18 Given enough 
simulations, the tree grows large enough that first the val-
ues of nodes close to the leaf nodes converge to the optimal 
values, eventually resulting in the convergence of all the val-
ues (with probability 1). The convergence of the values will 

also result in the algorithm converging to the selection of 
an optimal action at the root node (also, with probability 1). 
However, it may take a very long time for the values to con-
verge. Furthermore, the UCT algorithm does not properly 
take into account the drift of the action-values, which can 
happen as the policy below a node changes. This can cause 
unnecessarily slow convergence, as pointed out by Coquelin 
and Munos,11 who also proposed a correction to the basic 
UCT formula. Similar corrections have been proposed and 
analyzed in a single-agent setting by Bubeck et al.,8 who have 
shown theoretically that the corrected formula gives rise to 
near-optimal behavior if the reward function is sufficiently 
“smooth” in the “topology underlying the search tree.”

This analysis suggests that the UCT strategy will be most 
successful when the leaves of large subtrees share similar 
rewards. Intuitively, Monte-Carlo search methods work best 
when the estimated values from shallow searches are simi-
lar to the estimated values from deeper searches; in other 
words, the mean reward of simulations is somewhat indica-
tive of the optimal value, at all stages of the search.

Despite the shortcomings of UCT, the algorithm remains 
interesting due to its simplicity of implementation, extensibil-
ity, and its empirical success in many domains (see Section 5).

4. eXTensions To McTs
In this section, we focus on several extensions to the basic 
MCTS algorithm, originally introduced in the Go program 
MoGo,15, 16 which have helped recent computer Go programs 
achieve human-master-level performance. The extensions 
help to focus the search more deeply, resist over-exploration, 
and speed up the search by sharing the acquired knowledge 
(value estimates) between related moves.

4.1. Rapid action-value estimation (RaVe)
The basic MCTS algorithm estimates the value of each state 
s and action a in the search tree separately, meaning that 
many separate simulations are required for each different 
state and action. However, in incremental games such as 
Go, the value of a move is often unaffected by moves played 
elsewhere on the board; in other words, the value of an 
action might not critically depend on the state in which it 
was played. On the basis of this observation, the all-moves-
as-first (AMAF) heuristic7 evaluates moves as follows. For 
each move a (where black moves and white moves are dis-
tinct), let Ñ(a) denote the number of simulations in which 
move a was played at any time, and let W̃  (a) denote the total 
reward collected by Black in these simulations. Then, the 
AMAF value of a is simply ( )

( )
aW

N a
�
� .

The Rapid Action Value Estimation (RAVE) method gen-
eralizes the AMAF idea to search trees (cf. Figure 5). The 
basic idea of RAVE is to share action values among sub-
trees. For any state s, we can consider the subtree of nodes 
that is rooted at the node associated with s. The assump-
tion made by RAVE is that the value of taking action a will 
be similar within all nodes of this subtree. Thus, the value 
of a is estimated from all simulations passing through s 
and subsequently involving a.

The assumption underlying RAVE gives rise to more data 
for each action (compared to MCTS), but that data might 

a The name is due to Robbins,21 who pictured a gambler who has the option 
to play any of a number of slot machines (one-armed bandits) with unknown 
reward distributions and who wishes to maximize his total expected gain.
b This equation is given from Black’s perspective. If White is to play, then the 
exploration bonus is subtracted instead.
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be misleading. There are many situations, for example 
during tactical battles, in which nearby changes can com-
pletely change the value of a move: sometimes rendering it 
redundant and sometimes making it even more vital. The 
MC–RAVE algorithm overcomes this issue by interpolating 
between the unbiased Monte-Carlo value estimates and 
the AMAF value estimate, so that the AMAF value receives 
increasingly less weight over time. In particular, the score of 
action a in state s is estimated by

 ( , ) ( , )
( , ) (1 ( , )) ( , ) ,

( , ) ( , )
W s a W s a

Z s a s a s a
N s a N s a

= − +
�

�
�b b   (1)

where Ñ(s, a) is the AMAF visit count, W̃  (s, a) is the 
 corresponding total reward, and b(s, a) is a weighting 
parameter that decays from 1 to 0 as the visit count N(s, a) 
increases. Details of the precise weighting schedule used in 
MoGo are described in Gelly and silver.15

4.2. Virtual experience
Sometimes prior action-value estimates are available such as 
a heuristic function or learned value function. Even if these 
estimates are not of high-quality, it can still be beneficial 
to use such knowledge to bias the search toward states and 
actions that are believed to have high value, at least initially. 
If the action-value estimates cannot be completely trusted, 
to keep consistency, the effect of the initial estimates should 
diminish over time. One way of achieving this aim in UCT 
is to use virtual-experience-based initialization, as follows. 
For a node newly added to the tree, before using the update 
formula, for all actions a at node s,  initialize the number of 
wins W(s, a) and the number of simulations N(s, a) with a pair 
of values W*(s, a), N*(s, a) whose ratio H(s, a) = W*(s, a)/N*(s, a) 
gives the desired prior value. Here, N*(s, a) can be viewed as 
a virtual count specifying one’s initial confidence in the prior 
estimate in terms of the equivalent number of simulations. 
Thus, the prior knowledge is specified as a form of virtual 

experience, analogous to using a beta prior in a Bayesian for-
mulation, a specific case of Bayesian  smoothing. A  similar 
approach can be used to initialize new nodes in the MC–
RAVE algorithm. In MoGo, the prior value H(s, a) was origi-
nally learned using reinforcement learning and self-play, 
and N*(s, a) (and Ñ*(s, a) in the case of MC–RAVE) was sim-
ply set to a constant value.15

The best recent results in MoGo were achieved by combin-
ing supervised learning with handcrafted prior knowledge. 
MoGo uses supervised estimates H(s, a) constructed from 
a database of expert plays via the help of association rule 
learning, a machine-learning algorithm that is often used 
to discover patterns or rules.5 The basic idea is to estimate 
the prior value H(s, a) by the likelihood of an expert playing 
action a in the given state s. Owing to the enormous number 
of states, the same state is not likely to be seen twice (except 
for special states, like states at the beginning of the game). 
Hence, one is forced to construct an estimate by making use 
of states similar, but not identical, to s. For this purpose, one 
can consider patterns p that match s when they are centered 
at the position where a would be played. For each such pat-
tern, one can count as to how many times p is observed in a 
database of games. One can also count as to how many times 
the experts actually played at the pattern center among 
these occurrences. The ratio of these two counts gives an 
estimate, which we denote by H(s, a; p). It remains to spec-
ify the patterns used in the definition of H(s, a). A pattern p 
that is very specific (i.e., large) should give the least biased 
estimate. However, large patterns might be too rare to give 
reliable estimates. Thus, given s and a, it makes sense to 
find the largest pattern p* = p*(s, a) among those patterns 
that match s and a and which, relative to their size, gener-
ate sufficiently many matches in the database. Then, one 
can use H(s, a) = H(s, a; p*). The likelihood estimate H(s, a) 
can then be used as a prior estimate of the action-values. 
Alternatively, it can be combined directly with the score.1

4.3. Parallelism
Classical game-tree-search algorithms, such as minimax 
search with a − b pruning, are notoriously difficult to paral-
lelize effectively. Fortunately, MCTS lends itself much more 
easily to parallelization; for example, MoGo was parallelized 
onto 800 cores of the Dutch Huygens supercomputer. On a 
shared memory, multi-core machine, each simulation can 
be executed by a different thread, and the estimated val-
ues of the nodes shared between all threads.16 The imple-
mentation on message-passing machines is more difficult, 
because the separate game trees must be synchronized. 
A typical implementation averages the statistics across the 
corresponding nodes of the separate game trees, for some 
subset of nodes close to the root.4

Although MCTS can benefit from parallel implementa-
tion, this benefit is not always as large as might be hoped. 
The performance of parallel MCTS, for a given number of 
simulations, is typically worse than that of running serial 
MCTS for an equivalent number of simulations. The under-
lying reason is that serial MCTS is able to grow the game 
tree selectively, based on the results of previous simula-
tions, whereas parallel MCTS must blindly run multiple 
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figure 5. applying the RaVe algorithm to the search tree from 
figure 4 to compute the root value of Black action a1. using McTs 
(figure 4), there was only one simulation in which Black a1 was 
played immediately, giving a value of 0/1. using RaVe, there are 9 
simulations in which Black a1 was played at any time, giving a value 
of 7/9. The Mc-RaVe algorithm simply combines these two values.
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simulations, without taking account of the results of simul-
taneous simulations. In the limit of parallelization, no 
game tree is constructed, and MCTS behaves just like naive 
Monte-Carlo simulation.

4.4. Roll-outs
The performance of MCTS is highly dependent on the sto-
chastic policy used during the roll-out phase. A carefully 
selected roll-out policy can significantly boost performance 
over a uniform random roll-out policy. Intuitively, the roll-
out policy should be made as strong as possible. However, if 
the roll-out policy becomes too deterministic, then the algo-
rithm becomes sensitive to the errors that the roll-out policy 
makes (see Section 3.2). Therefore, improving the strength 
of the roll-out policy may in fact result in a reduction in the 
performance of the overall search. Furthermore, a more 
complex roll-out policy may execute more slowly, and may 
therefore degrade the overall performance of MCTS, even if 
it performs better on a per-simulation basis.

So far, three approaches have been taken to address this 
issue. The first approach, used in MoGo, is to hand-design a 
roll-out policy, which randomly selects its moves among a 
small subset recommended by expert patterns.16 The second 
approach is similar but uses supervised learning to weight 
the patterns, so as to match the distribution with which 
human experts select those patterns.13

The third approach, known as simulation balancing, 
attempts to find a stochastic policy such that the policy’s 
value function is close (in mean-squared error) to the opti-
mal value function. (The value function of a stochastic policy 
at a state s is the expected reward of Black if the simulation 
starts from s and the policy is used all the way until the end of 
the game by both players.) This objective can be contrasted 
to the typical supervised learning procedure: minimizing the 
expected squared error between the policy’s reward and the 
corresponding optimal values. The key difference is that this 
supervised learning objective penalizes the variance of the 
rewards whereas simulation balancing does not. Penalizing 
the variance reduces the randomness of the policies, which, 
as argued previously in Section 3.2, may decrease the perfor-
mance of Monte-Carlo simulation. In practice, since the opti-
mal values are not known, they are approximated by deep 
search. Simulation balancing has been shown to  outperform 
the supervised learning approach.17

4.5. Discussion
Prior value estimates may often be inaccurate, for example, 
due to lack of data or pattern biases in the supervised learn-
ing procedure. In addition, the AMAF value estimate used 
by MC–RAVE can often be misleading. In these cases, heu-
ristic MC–RAVE will prioritize the wrong moves, and the 
best moves can effectively be pruned and not tried again for 
many simulations. There are no guarantees that these algo-
rithms will help performance, but empirically, in the game 
of Go, these extensions help much more than they hurt. On 
average over many positions, they provide a very significant 
performance advantage.

The performance of MCTS is greatly improved by care-
fully balancing exploration with exploitation, for example, 

by using the UCT algorithm. Perhaps surprisingly, this 
result does not appear to extend to MC–RAVE in the case 
of Go: the optimal exploration rate in MoGo was C = 0, that 
is, greedy action selection with no explicit exploration. One 
possible explanation is the following. When using MC–
RAVE, even if an action a is not selected immediately from 
position s, it will often be played at some later point in the 
simulation, meaning that the value estimates for all actions 
are continually updated, regardless of the initial move 
selection and so the basic premise of the classical multi-
armed bandit setting, namely that actions do not provide 
information about each other, fails to hold. Also, for small 
numbers of simulations, it is most important to reduce the 
variance of the value estimate. The MC–RAVE algorithm 
quickly approximates the value of all actions, and therefore 
by selecting a suboptimal action for exploration purposes, 
it may lose performance (because that simulation could 
have been spent on a more valuable part of the search tree) 
without gaining much additional information. For large 
numbers of simulations, it becomes more important to 
reduce the bias of the value estimate, which requires trying 
each action directly and therefore requires some amount of 
explicit exploration. Asymptotically, the AMAF value esti-
mates are ignored, b(s, a) → 0, and consistency can only 
be achieved by exploring suboptimal actions. However, 
owing to the exponential growth of the search trees, the vast 
majority of states and actions are visited only a few times, 
and therefore the asymptotic behavior hardly kicks in and it 
will be hard to observe any improvement for explicit explo-
ration methods over the greedy C = 0 approach. This is espe-
cially true in Go, because the bias of the AMAF heuristic is 
believed to be low, and therefore the AMAF value estimates 
are rarely ignored in practice.

5. PeRfoRMance of McTs
We begin by discussing the performance of MCTS programs 
in 9 × 9 Go. In 2007, MoGo won the first game against a pro-
fessional player, Guo Juan (5 dan professional), in a blitz 
game (10 minutes per side). This feat was repeated in 2008, 
with longer time controls, against Catalin Taranu (5 dan pro-
fessional). In 2009, Fuego became the first program to beat a 
top professional player, Zhou Junxun (9 dan professional). 
The complete game is shown in Figure 1.

We now turn to the performance of MCTS programs in 
the full size game of 19 × 19 Go. Before the advent of Monte-
Carlo programs, the strongest classical Go programs, 
such as The Many Faces of Go, were ranked at 6 kyu on the 
Kiseido Go server (KGS).c At the time of writing, the highest 
ranked MCTS program on KGS, Zen, was 4 dan amateur on 
KGS, placing it within the top 5% of approximately 30,000 
ranked human players on KGS. Figure 6 illustrates the rapid 
improvement of MCTS programs over recent years.

In 2008, MoGo won the first handicap game in 19 × 19 
against a professional player, Kim Myungwan (8 dan pro-
fessional); however, this was achieved with the maximum 
handicap of 9 stones. In the same year, Crazy Stone won 

c KGS ranks are computed from even games against ranked human 
 opponents.
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two games against a professional player, Aoba Kaori (4 dan 
 professional), with 8 and 7 handicap stones, respectively. In 
2009, MoGo won a game against a top professional player, 
Zhou Junxun (9 dan professional), with 7 handicap stones 
and a game against a 1 dan professional player with handicap 
6. In 2010, Zen defeated Aoba Kaori with 6 handicap stones.

MCTS has been successfully applied to many other 
games, and is now the state of the art in the challenging 
games of Amazons, Lines of Action, Hex, and Havannah.1 
The generality of MCTS is demonstrated by its recent dom-
inance in the general game playing competition.14 The 
authors and their coworkers have applied MCTS success-
fully in partially observable domains, classical planning, 
feature selection, and active learning (references available 
from the authors’ home pages). In addition, MCTS proved 
effective in a wide range of applications including schedul-
ing and resource allocation,9 natural language processing,10 
and biometrics.23d

6. concLusion
This paper has presented the key components of Monte-
Carlo tree search and several important extensions which 
led to the current high-performance programs in the game 
of Go. These algorithms have led to a dramatic increase 
in the  performance of computer Go programs, leading to 
the first programs to compete at human master level. The 
game of Go epitomizes the challenges faced by many real-
world sequential decision-making problems: it has an 
enormous search space, a large branching factor, delayed 
consequences of actions, and an evaluation function that 
is difficult to construct by hand or learn from experience. 
Monte-Carlo tree search represents a new paradigm for 
planning in this challenging domain, which may prove to 
have implications well beyond the two-player games for 
which it was originally developed.

figure 6. Dates at which several strong McTs programs on KGs 
achieved a given rank. classical versions of these programs, before 
McTs was introduced, are marked with an asterisk (*).
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d Further references are available from http://www.ualberta.ca/˜szepesva/
MCTS/.
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CAREERS

and education programs in software engineer-
ing, graphics and vision, information assurance 
and security, HCI, AI, game design/development, 
and scientific computing. The department of-
fers BS, BA, MS, and Ph.D. degrees in computer 
science, as well as BS and MS degrees in software 
engineering. Several members of the Computer 
Science faculty are recipients of NSF CAREER or 
Young Investigator Awards.

Drexel is a private university founded in 1891 
and is the third largest university in the Phila-
delphia area with over 16,000 full-time students 
(nearly 4,500 graduate and professional students) 
and over 1,000 faculty members. The University 
consists of 11 colleges and schools offering 175 
degree programs. Drexel is a national pioneer of 
cooperative education, with formal relationships 
in place with over 2,700 local, national and multi-
national companies. Drexel is located on Phila-
delphia’s “Avenue of Technology” in the Univer-
sity City District and at the hub of the academic, 
cultural, and historical resources of one of the 
nation’s largest metropolitan regions. 

Review of applications begins immediately. 
To assure consideration materials from appli-
cants should be received by February 17, 2012. 
Successful applicants must demonstrate poten-
tial for research and teaching excellence in the 
environment of a major research university. To be 
considered, please send an email to:

cs-search-12@cs.drexel.edu

with a cover letter, CV, brief statements describ-
ing your research program and teaching philoso-
phy, and contact information for at least four ref-
erences. Electronic submissions in PDF format 
are strongly preferred.

Apply URL: 
http://www.cs.drexel.edu/node/17464

Drexel University is an Affirmative Action/
Equal Opportunity Employer.

fordham university
Assistant Professor, Computer &  
Information Science

The Department of Computer and Information 
Science (DCIS) invites applications for two tenure-
track faculty positions at the rank of Assistant 
Professor, starting Fall 2012. A Ph.D. in Computer 
Science or closely related field is required. The posi-
tions require excellence in teaching undergraduate 
and graduate courses, good communication skills, 
and demonstrated research potential with the abil-
ity to attract external research funding. Exceptional 
candidates in all areas of Computer Science and 
Information Science are encouraged to apply, al-
though one of the two positions is reserved for bio-
informatics or cybersecurity, or a related discipline.

DCIS offers graduate and undergraduate 
programs at Fordham’s Rose Hill campus in the 
Bronx and Lincoln Center campus in Manhat-

Bucknell university
Department of Computer Science
Visiting Position in Computer Science for One 
Year Term with the possibility of a Second Year

The Bucknell University Department of Computer 
Science invites applications for a one- or two-year vis-
iting position in computer science beginning mid-
August 2012. Outstanding candidates in all areas 
will be considered. We are particularly interested in 
candidates whose areas of expertise are in operating 
systems or computer architecture, with interest in 
parallel multicore programming a plus. Candidates 
should have completed their Ph.D. requirements in 
computer science or a closely related field by August 
15th, 2012, but ABDs will be considered. A strong 
commitment to teaching excellence is required and 
the successful candidate must be able to participate 
in the teaching of required core courses.

Bucknell is a highly selective private univer-
sity emphasizing quality undergraduate educa-
tion in engineering and in liberal arts and sci-
ences. The B.S. programs in computer science are 
ABET accredited. The computing environment is 
Linux/Unix-based. More information about the 
department can be found at:

http://www.bucknell.edu/ComputerScience/

Applications will be considered as received and 
recruiting will continue until the position is filled. 
Candidates are asked to submit a cover letter, CV, 
a statement of teaching philosophy and research 
interests, and the contact information for three 
references. Please submit your application to:

http://jobs.bucknell.edu/

by searching for the “Computer Science Visiting 
Faculty Position”.

Please direct any questions to Professor Dan-
iel Hyde of the Computer Science Department at 
hyde@bucknell.edu.

Bucknell University adheres to the principle 
that students learn best in an inclusive commu-
nity and is therefore committed to excellence 
through diversity in its faculty, staff, and stu-
dents. Thus, we seek candidates with a commit-
ment to creating a climate that will foster the 
success of students with diverse backgrounds. 
Bucknell University encourages applications 
from members of underrepresented groups.

Drexel university
Tenure-track faculty positions

Drexel University’s Department of Computer Sci-
ence (www.cs.drexel.edu) invites applications for 
tenure-track faculty positions at all levels. Pre-
ferred areas of expertise are Software Systems 
and Databases/Data Mining, although exception-
al candidates in other areas will be considered. 
The department, which is in Drexel’s College of 
Engineering, has expanding graduate research 

tan. For information about the department visit 
http://www.cis.fordham.edu.

Review of applications will begin immedi-
ately. Please send a letter of application, research 
summary, curriculum vitae, statement of teach-
ing philosophy, and three letters of reference to 
faculty_search@cis.fordham.edu, or to:

Faculty Search Committee Chair,  
CIS Department

Fordham University, JMH 340
441 E. Fordham Road
Bronx, NY 10458

Fordham is an independent, Catholic Univer-
sity in the Jesuit tradition that welcomes applica-
tions from men and women of all backgrounds. 
Fordham is an Equal Opportunity/Affirmative Ac-
tion Employer

frostburg state university
Assistant Professor of Computer Science

Frostburg State University seeks applications 
for a full-time tenure-track Assistant Professor 
of Computer Science to begin in Fall 2012. Sal-
ary commensurate with experience and qualifica-
tions. www.frostburg.edu/hr/jobs.htm. 

EOE

Gonzaga university
Department of Computer Science
Assistant Professor and Lecturer

We invite applications for two faculty positions: 
a tenure-track position at the rank of Assistant 
Professor and a fixed-term position at the rank of 
lecturer. Both begin in fall 2012. Required quali-
fications for the Assistant Professor position in-
clude a Ph.D. in computer science and ongoing, 
successful research in systems, security, or archi-
tecture. Required qualifications for the Lecturer 
position include an M.S. in computer science. 
Both positions require an enthusiasm for teach-
ing at the undergraduate level. Both successful 
candidates will teach and advise undergraduates, 
assist with ABET accreditation, and contribute to 
the life of the University. The successful Assistant 
Professor candidate will also conduct research. 

Gonzaga is in the center of Spokane, Washing-
ton along the Spokane River. Pacific Northwest Na-
tional Laboratory, Washington State University, and 
a thriving computer industry are nearby. Spokane, 
the health care center for the inland Northwest, has 
a metropolitan area population of 500,000. The city 
offers excellent schools, affordable housing, music 
and arts venues, a lively restaurant scene, and in-
dependent bookstores. Five ski resorts, sixty lakes, 
and several national forests are all nearby. Five na-
tional parks, along with Canadian national and pro-
vincial parks, are within a day’s drive. 

Gonzaga, with 7874 students, ranks third 
among comprehensive universities in the west-

http://jobs.bucknell.edu/
http://www.cs.drexel.edu
http://www.cis.fordham.edu
http://www.frostburg.edu/hr/jobs.htm
mailto:faculty_search@cis.fordham.edu
http://www.cs.drexel.edu/node/17464
mailto:cs-search-12@cs.drexel.edu
http://www.bucknell.edu/ComputerScience/
mailto:hyde@bucknell.edu
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Saarland University is seeking to establish several new 

Junior Research Groups (W1/W2)
within the Cluster of Excellence “Multimodal Computing and Interaction” which was established within the 
framework of the German Excellence Initiative in 2007. 
The term “multimodal” describes the different types of digital information such as text, speech, images, video, 
graphics, and high-dimensional data, and the way it is perceived and communicated, particularly through 
vision, hearing, and human expression. The challenge is now to organize, understand, and search this multi- 
modal information in a robust, efficient and intelligent way, and to create dependable systems that allow 
natural and intuitive multimodal interaction. We are looking for highly motivated young researchers with a 
background in the research areas of the cluster, including algorithmic foundations, secure and autonomous 
networked systems, open science web, information processing in the life sciences, visual computing, large- 
scale virtual environments, synthetic virtual characters, text and speech processing and multimodal dialog 
systems. Additional information on the Cluster of Excellence is available on http://www.mmci.uni-saarland.de. 
Group leaders will receive junior faculty status at Saarland University, including the right to supervise 
Bachelor, Master and PhD students. Positions are limited to five years.
Applicants for W1 positions (phase I of the program) must have completed an outstanding PhD. Upon 
successful evaluation after two years, W1 group leaders are eligible for promotion to W2. Direct applicants for 
W2 positions (phase II of the program) must have completed a postdoc stay and must have demonstrated 
outstanding research potential and the ability to successfully lead their own research group. Junior research 
groups are equipped with a budget of 80k to 100k Euros per year to cover research personnel and other costs.
Saarland University has leading departments in computer science and computational linguistics, with more 
than 200 PhD students working on topics related to the cluster (see http://www.informatik-saarland.de for
additional information), and the Cluster additionally comprises the Max Planck Institute for Informatics, 
the German Research Center for Artificial Intelligence, and the Max Planck Institute for Software Systems -
all co-located on the same campus. 
Candidates should submit their application (curriculum vitae, photograph, list of publications, short research 
plan, copies of degree certificates, copies of the five most important publications, list of five references) to the 
coordinator of the cluster, Prof. Hans-Peter Seidel, MPI for Informatics, Campus E1 4, 66123 Saarbrücken,
Germany. Please, also send your application as a single PDF file to applications@mmci.uni-saarland.de.
Applications will be accepted until April 30, 2012. Final decisions will be made following a candidate 
symposium that will be held in the week June 19 - 21, 2012.
Saarland University is an equal opportunity employer. In accordance with its policy of increasing the proportion 
of women in this type of employment, the University actively encourages applications from women. For 
candidates with equal qualification, preference will be given to people with physical disabilities.

ber 1, 2012, subject to budgetary and adminis-
trative approval. This is a full-time non-tenured, 
non-tenure-track three-year contract faculty po-
sition which is potentially renewable. Duties are 
to teach three courses during each of the fall and 
spring semesters in the department’s Master of 
Science programs and additionally to participate 
in curricular development, program adminis-
tration, and supervision of M.S.-level projects. 
Applicants should have a Ph.D. in Computer Sci-
ence or a related field and should have first-hand 
knowledge of the information technology indus-
try. Teaching experience at the graduate level is 
essential. To apply, please arrange for a CV and 
for three letters of recommendation to be sent by 
email to jobs@cs.nyu.edu. To guarantee full con-
sideration, complete applications should be re-
ceived by March 31, 2012. However, all candidates 
will be considered to the extent feasible until the 
position is filled. NYU is an Equal Opportunity/Af-
firmative Action Employer.

Queens college of the city university  
of new york (cuny)
Tenure Track Assistant Professor -  
Computer Science

The Department of Computer Science at Queens 
College of CUNY is accepting applications for a 
tenure-track position in modeling and simula-
tion at the Assistant Professor level starting Fall 
2012. Consult http://www.cs.qc.cuny.edu for fur-
ther information.

santa clara university
Assistant Professor

The Department of Computer Engineering at 
Santa Clara University invites applications for a 
tenure-track Assistant Professor opening. The 
Department has particular interest in applicants 
focused on the areas of Web Science/Usability/In-
frastructure, Cloud Computing, or Information 
Assurance, but strong candidates will be consid-
ered in all computing areas.

Applicants must have a strong commitment 
and ability to teach at both the undergraduate 
and graduate levels and must have demonstrat-
ed a strong potential for research in computer 
science or engineering. An earned doctorate in 
Computer Science, Computer Engineering, or in 
a closely related field is required.

Santa Clara University (https://www.scu.edu) is 
a Jesuit, Catholic university, located in the heart of 
Silicon Valley. The School of Engineering is com-
mitted to improving the human condition through 
engineering education, practice, and scholarship, 
promoting the University’s mission to ‘fashion a 
more humane, just and sustainable world’.

SCU maintains small class sizes and pro-
motes close faculty/student interaction. The 
University enrollment is approximately 5,000 
undergraduate and 3,700 graduate students. The 
Department (http://www.scu.edu/engineering/
cse/) offers B.S., M.S. and Ph.D. degrees, with 10 
full-time faculty, and a strong pool of around 25 
part-time adjunct faculty who instruct approxi-
mately 160 undergraduate majors, and about 250 
part-time and full-time graduate students. The 
School of Engineering maintains strong ties to 
local industry.

ern United States. Gonzaga’s engineering pro-
grams rank in the top 30 among universities 
without doctoral programs in engineering. The 
Department of Computer Science, housed in the 
School of Engineering and Applied Science, of-
fers a B.S. in computer science. Gonzaga Univer-
sity is a Jesuit, Catholic, humanistic institution, 
and is therefore interested in candidates who will 
contribute to its distinctive mission.

To apply, please visit our website at www.gon-
zaga.edu/employment. For assistance with your 
online application, call 509-313-5996. Applica-
tions must include: 1) a cover letter describing 
how you can contribute to our mission; 2) a cur-
riculum vita; 3) a statement of your teaching phi-
losophy; 4) a description of your research (for the 
Assistant Professor position only); 5) names and 
contact information for three professional refer-
ences. Deadline for application is February 17, 
2012 at 4:00 pm. Send email inquiries to Dr. Paul 
De Palma, Chair, Department of Computer Sci-
ence at depalma@gonzaga.edu. Gonzaga Univer-
sity is an EE/AA employer committed to diversity.

nec Laboratories america, inc.
Research Staff Member - Storage Systems

NEC Laboratories America is seeking researchers 
who are passionate about solving real world prob-
lems to join our Storage Systems Department in 
Princeton, NJ. The department engages in re-
search in all aspects of storage systems. Ongoing 
projects include de-duplicated storage, energy 
efficiency, solid state storage, and storage archi-

tectures for mobile and cloud platforms. These 
projects actively pursue research contributions 
with publications in leading conferences, as well 
as technology transfer to NEC’s business units.

Applicants must have a Ph.D. in Computer 
Science or equivalent, and have a strong publica-
tion record in one or more of the following topics:

 ˲ Storage and file system architecture
 ˲ Large-scale distributed systems
 ˲ Data-intensive computing (Hadoop/HDFS or 

similar frameworks)

The candidates must be proactive and assume 
leadership in proposing and executing innovative 
research projects, as well as in developing advanced 
prototypes leading to demonstration in an industry 
environment. The candidates are expected to initi-
ate and maintain collaborations with outside aca-
demic and industrial research communities.

For more information about NEC Labs, access 
http://www.nec-labs.com/. Submit your CV and 
research statement through our career center at 
http://www.nec-labs.com/careers/index.php.

EOE/AA

new york university
Clinical Assistant/Associate Professor Position 
in Computer Science
Courant Institute of Mathematical Sciences
Faculty of Arts and Science

The Computer Science Department at New York 
University has an opening for a Clinical Assistant 
or Associate Professor position to start Septem-

mailto:depalma@gonzaga.edu
http://www.nec-labs.com/
http://www.nec-labs.com/careers/index.php
mailto:jobs@cs.nyu.edu
http://www.mmci.uni-saarland.de
http://www.informatik-saarland.de
mailto:applications@mmci.uni-saarland.de
https://www.scu.edu
http://www.cs.qc.cuny.edu
http://www.scu.edu/engineering/cse/
http://www.scu.edu/engineering/cse/
http://www.gonzaga.edu/employment
http://www.gonzaga.edu/employment
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CAreerS

The proposed start date is September 1, 2012.
Applicants should submit detailed CVs, state-

ments of research interests, statements of teach-
ing interests, and names and contact information 
for three references.

Electronic submission of applications is pre-
ferred, with PDF-formatted documents mailed to:

CoenSearch@scu.edu

Applications will also be accepted through 
the mail at:

Search Committee Chair
Department of Computer Engineering
Santa Clara University
500 El Camino Real
Santa Clara, CA 95053

Review of applications will begin on February 
1, 2012 and the search will remain open until the 
position is filled.

EEO / AA Policy:
Santa Clara University is an equal opportu-

nity/Affirmative Action employer and welcomes 
applications from women, persons of color and 
members of other historically underrepresented 
U.S. ethnic groups.

The University welcomes and honors people 
of all races, genders, creeds, cultures, and sexual 
orientations and values intellectual curiosity, 
pursuit of knowledge, and academic freedom and 
integrity. The University will provide reasonable 
accommodations to individuals with a disability.

Texas southern university
Tenure Track Assistant Professors

The Department of Computer Science at Texas 
Southern University, located at Houston, is seek-
ing to fill two faculty positions at level of Assistant 
Professor (tenure track) starting from Fall of 2012.

Excellent candidates in all CS areas will be 
seriously considered, especially in Networking, 
Cyber-Physical Systems, Information Security, 
Operating Systems, and Theory of Computing 
etc. Successful candidates should have a Ph.D. 
in Computer Science or a related discipline from 
an accredited institution, a record of significant 
research achievement and publication, a coher-
ent research and teaching plan showing the po-
tential to secure external research funding, build 
a research program in their area of specialty, and 
contribute to the department’s both undergradu-
ate and graduate teaching mission. Applications 
are only accepted through website https://jobs.
tsu.edu/.

university of Louisiana at Lafayette
Tenure-track Assistant Professor of 
Informatics

The School of Computing and Informatics at the 
University of Louisiana at Lafayette invites appli-
cations for a tenure-track Assistant Professor of 
Informatics position to begin in August 2012.

Areas of interest include, but are not limited 
to, distributed information systems, data min-
ing, network security, systems administration 
and maintenance. Applicants must have a Ph.D. 
in computer or information science or a closely 
related field by the date of appointment. Further 

information is available at http://www.louisiana.
edu/informatics.

Inquiries and applications should be directed 
to Dr. Michael Totaro by email at miket@louisi-
ana.edu. Applicants should supply, as PDF files, 
their curriculum vitae, statements of research 
and teaching interests, and contact information 
for three references.

university of south carolina upstate
Assistant Professor of Computer Science – 
Requisition #004389

The Division of Mathematics and Computer Sci-
ence has a tenure-track Assistant Professor of 
Computer Science position beginning 8/16/2012 
to teach undergraduate courses in computer 
science, develop curriculum, engage in schol-
arly activities, advise students. PhD in Computer 
Science or closely related field and excellent 
communication skills required. Prefer research 
interest in one of the following areas: Database, 
Networking and Computer Security. Review of 
applications begins immediately and continues 
until position is filled. For complete information, 
requirements and online application submission 
process, go to www.uscupstate.edu/jobs.

Contact: Dr. Jerome Lewis, chair, jlewis@ 
uscupstate.edu.
usC upstate is an equal opportunity institution.

Wayne state university
Department Chair, Computer Science

Applications are invited from well-qualified can-
didates for the position of Chair of the Depart-
ment of Computer Science at Wayne State Univer-
sity. The department has 23 tenure-track faculty 
members, with research strengths in artificial in-
telligence, bioinformatics, graphics and visual-
ization, software engineering, and systems. The 

department is also highly interdisciplinary with 
active collaborations with faculty in medicine, 
engineering, and science. Research productivity 
has continually increased over the last five years 
including five recent NSF Career awardees and 
total external funding exceeding $2.5M annually. 
The department currently has over 70 Ph.D. stu-
dents, most of whom are awarded support, along 
with 60 Master’s students, and 230 undergradu-
ate majors.

Computer Science recently became part of 
the College of Engineering which has annual re-
search expenditures of over $20M. Wayne State 
University is a Carnegie Research Extensive Uni-
versity offering more than 350 academic pro-
grams through 13 schools and colleges, to more 
than 32,000 students. With approximately $260M 
annual research expenditures and more than 
11,000 graduate students, Wayne State Univer-
sity, in partnership with the University of Michi-
gan and Michigan State University has a key role 
in Michigan’s University Research Corridor ini-
tiative (urcmich.org) and is closely involved with 
TechTown, the area’s business incubator. Infor-
mation about the College of Engineering can be 
found at engineering.wayne.edu.

The department is seeking applicants with 
an outstanding track record in scholarship and 
research funding along with proven leadership 
skills and administrative abilities. Candidates for 
this position are expected to have an earned doc-
torate and experience sufficient to merit appoint-
ment with tenure at the rank of Full Professor.

The Chair will work with the faculty for contin-
ued growth of the Department toward excellence 
in research, teaching, and outreach. Qualified 
persons should submit a cover letter, statement 
of research and teaching, and curriculum vitae 
with the contact information of four references.

Apply online at jobs.wayne.edu for posting 
#038213. Inquiries should be directed to the 
Chair of Search Committee, Steve Salley, at ssal-
ley@wayne.edu.

aDVeRTisinG in caReeR 
oPPoRTuniTies

how to submit a classified Line ad: send an e-mail to acmmediasales@
acm.org. Please include text, and indicate the issue/or issues where the  
ad will appear, and a contact name and number.
estimates: an insertion order will then be e-mailed back to you. The ad 
will by typeset according to cacM guidelines. no PRoofs can be sent.  
classified line ads are noT commissionable.
Rates: $325.00 for six lines of text, 40 characters per line. $32.50 for each 
additional line after the first six. The MiniMuM is six lines.
Deadlines: 20th of the month/2 months prior to issue date.  for latest 
deadline info, please contact:

acmmediasales@acm.org
career opportunities online: classified and recruitment display ads 
receive a free duplicate listing on our website at:

http://jobs.acm.org 
ads are listed for a period of 30 days.

for More information contact: 
acM Media sales

at 212-626-0686 or 
acmmediasales@acm.org
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For Serious
Computing Professionals.

Searching through technology books,magazines, andwebsites
to find the authoritative information you need takes time.

That’s why ACM created“Tech Packs."

• Compiled by subject matter experts to help serious
computing practitioners, managers, academics, and
students understand today’s vital computing topics.

• Comprehensive annotated bibliographies: from ACM
Digital Library articles, conference proceedings, and
videos to ACM Learning Center Online Books and Courses
to non-ACM books, tutorials, websites, and blogs.

• Peer-reviewed for relevance and usability by computing
professionals, and updated periodically to ensure currency.

Access to ACM resources in Tech Packs is available
to ACMmembers at http://techpack.acm.org
or http://learning.acm.org.

Current topics include Cloud Computing, Parallel
Computing and Enterprise Architecture. In development
are Mobility, Business Intelligence/Data Management,
Security, andmore.

Suggestions for futureTech Packs? Contact:

YanTimanovsky
ACM Education Manager
timanovsky@hq.acm.org
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Puzzled  
solutions and sources 
Last month (Feb. 2012) we posted a trio of brainteasers concerning 
where sets meet, or Venn diagrams. Here, we offer solutions to two  
of them. How did you do?

DOI:10.1145/2093548.2093575  Peter Winkler

1.  existence. 
Solution. You were asked to 

prove that Venn diagrams of all orders 
exist. It is natural to construct them se-
quentially, adding one curve at a time, 
with many good ways to do it; you can 
even get all the curves to be convex if 
you prefer. My favorite way to prove ex-
istence is by observing that any Venn 
diagram of order n that is an extension 
of a Venn diagram of order n–1 can be 
extended to a Venn diagram of order 
n+1. Once you start with orders 1 and 2, 
you can then generate Venn diagrams 
of all orders. 

To see how such an extension is 
done, let C be the new curve added to 
get a Venn diagram of order n. C must 
then cross through each previous face 
(connected region of the plane minus 
the curves) exactly once, because the 
points in that face must be divided 
into those that lie inside C and those 
that lie outside C. A new curve D can 
now be added by following closely 
along C and crossing C once inside 
each face of the original Venn dia-
gram of order n–1. D will then split ev-
ery face of the Venn diagram of order n 
containing C, ensuring we now have a 
Venn diagram of order n+1. 

2.number of crossing Points. 
Solution. You were asked to 

show that every Venn diagram of or-
der n has the same number of cross-
ing points and to compute that num-
ber. One way to do this computation 
is to think of the diagram as a planar 
graph, with crossing points as its ver-
tices and pieces of curves as its edg-
es. We know the graph has 2n faces 
(including the outer face) since each 
face corresponds to a subset of the 
curves. Moreover, it has exactly twice 
as many edges as vertices since each 
edge has two incident vertices, and 
each vertex (being a simple cross-
ing) has four incident edges. Since 
the Euler characteristic (see, for ex-
ample, http://en.wikipedia.org/wiki/
Euler_characteristic) of the plane is 2, 
we have, assuming v is the number of 
vertices, v − 2v + 2n = 2; hence v = 2n − 2.  

3.Winkler’s conjecture.  
Solution. Turns out, it was your 

correspondent who asked (in 1984) 
whether every Venn diagram of order 
n can be extended to a Venn diagram 
of order n+1. To my considerable sur-
prise, the question remains open to 
this day. The argument in the solution 
to Problem 1 shows that the question 
of whether a Venn diagram can be ex-
tended is the same as the question of 
whether its dual graph is Hamiltonian. 
(The dual of a planar graph has a ver-
tex for each face, with two vertices con-
nected by an edge if the corresponding 
faces have a common piece of bound-
ary. A graph is Hamiltonian if it con-
tains a closed path that visits every ver-
tex exactly once.) 

If more than two curves are allowed 
to cross at a point, the answer turns out 
to be “yes,” as was shown by Kiran B. 
Chilakamarri et al. in “Venn Diagrams 
and Planar Graphs” in Geometriae Ded-
icata 62, 1 (1996), 73–91. 

For much more on Venn diagrams, 
including many references, see the 
Venn diagram survey at http://www.the-
ory.cs.uvic.ca/~cos/venn/VennEJC.html 
by Frank Ruskey and Mark Weston 
of the University of Victoria, Victoria, 
BC, Canada. 

Peter Winkler (puzzled@cacm.acm.org) is William 
Morrill Professor of Mathematics and Computer science, 
at Dartmouth College, hanover, nh.

All readers are encouraged to submit prospective puzzles for future columns to puzzled@cacm.acm.org. 
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of high-quality ACM SIG research con-
ferences. And this year we are organiz-
ing an ACM special event to celebrate 
the 100th anniversary of Alan Turing’s 
birth. This will be a one-and-a-half-day 
event and lead into the ACM awards 
banquet in San Francisco. Amazingly, 
32 Turing Award winners have agreed 
to participate, and we’re working to 
build it into a compelling program with 
panels, talks, and networking oppor-
tunities, organized around 32 Turing 
Award winners, to explore both the past 
and the future of computing. It will be 
something not to be missed.

What challenges does AcM face as it 
heads into the future?

As an organization, I think ACM fac-
es one core challenge. It’s a challenge 
I believe almost every membership or-
ganization faces, and that is creating a 
value proposition sufficiently compel-
ling that individuals will decide to step 
up and become a member. ACM repre-
sents the computing community—we 
are led by the computing community, 
and we serve the computing commu-
nity. As a result, we need the comput-
ing community to be members of ACM, 
partly because it makes sense and 
partly because the community looks 
to ACM to take on some very impor-
tant tasks—tasks like worrying about 
the image and health of this field, 
publishing the best research, sponsor-
ing world-class conferences, shaping 
public policy, and leading initiatives 
around the world. Part of the challenge 
we have is that the social dimension 
of the Web is fundamentally chang-
ing how people work, communicate, 
and network. This shift is influencing 
everything from publishing to deliver-
ing products and services to members. 
There is a sense that everything we do 
should be freely available to the world. 
And while some of that desire makes 
sense, if the community isn’t joining 
the organization that’s funding all of 
this work, then it doesn’t compute. We 
have vision, we have great ideas, and 
we have amazing leaders who are will-
ing to guide the ACM. We just need the 
computing community to realize that 
this organization is important, and 
that they need to be a part of it. 

Leah hoffmann is a technology writer based in brooklyn, ny.

© 2012 aCM 0001-0782/12/03 $10.00 

We created CSTA to have the nation-
al organization that every other disci-
pline has for their high school teach-
ing community, and to ensure that we 
could get real computer science into 
high schools. Today, much of the effort 
is focused on a new Advanced Place-
ment (AP) computer science course, 
because AP courses are the closest 
thing we have in the U.S. to a national 
educational standard. With funding 
from the National Science Foundation 
(NSF), the community has developed 
a new course, the College Board is en-
gaging to make this new course a real 
AP computer science course and test, 
and we are in the process of figuring 
out how we can scale this effort, train 
teachers, and get real AP computer sci-
ence into 10,000 high schools.

it sounds like an uphill battle.
It’s a very complicated problem, 

but the computing community—ACM, 
CSTA, NSF, CRA, NC-WIT, Microsoft, 
Google, Intel, SAS, and others—are 
basically all on the same page for the 
first time that anybody can remember. 
A new future for computing in high 
schools is within grasp, though it’s go-
ing to take a lot of work and coordina-
tion and a lot of money to make it real.

What are the short-term goals for AcM?
There are a lot of important short-

term goals. We want to take our initia-
tives in India, China, and Europe to the 
next level. In addition, we will be dis-
cussing how we could contribute to ad-
vancing computing in Latin America. 
Throughout, we will be supporting our 
SIGs in delivering an amazing spectrum 

on the idea 
that ACM would focus on a handful of 
regions, and in each region we would 
look to build a group of distinguished 
computer scientists who knew both 
the region and ACM. We now have 
regional efforts in India, China, and 
Europe, each of which is led by a Re-
gional Council. These councils typi-
cally meet twice a year, and grow and 
shape what ACM does in the region. 
One result is that over the last three-
and-a-half years, almost all growth in 
membership at ACM has come from 
outside the U.S.

Are there any specific regional initia-
tives you would like to highlight?

In China, we’ve focused on build-
ing a good relationship with the China 
Computing Federation, or CCF. Just 
last month, CCF leadership voted to in-
crease their dues to cover the cost of all 
CCF members becoming ACM mem-
bers. The ACM India Council is hold-
ing their third ACM India Conference 
and looking at a major education ini-
tiative to raise the quality of computing 
education in India. And ACM Europe 
is organizing the first ACM European 
Computing Research Congress (ECRC) 
which will be modeled after the very 
successful, typically U.S.-based ACM 
Federated Computing Research Con-
ference (FCRC).

Let’s talk about the initiative you 
launched to deal with cs education.

The phrase I use for this initiative 
is “the image and health of the field,” 
which reflects, first of all, how com-
puting is perceived and to what extent 
the general public understands what 
computing is—why it’s more than just 
IT literacy. Part of that effort is aimed 
at a healthy computing educational 
pipeline in general, and another part 
is worrying about the specific image 
issues that tend to keep girls from get-
ting involved the field. On the “health” 
side, it’s about ensuring we have a 
healthy discipline, so that if we do get 
kids interested in computing, there’s 
a place for them to go—a well-defined 
computing curriculum that is actually 
being taught. 

This must be part of the reason you 
created the computer science Teach-
ers Association (csTA).

“over the last  
three-and-a-half 
years, almost 
all growth in 
membership  
at acM has come  
from outside  
the u.s.”

[conT in Ue D  Fro M  P.  120]
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bers in ACM who come from that con-
stituency has also increased slightly. 
The Practitioner Board continues to 
work on new products and services that 
will be of value to the community. That 
said, the other way we’re working on 
reaching and serving practitioners is 
throughout an international initiative. 

This is the initiative you launched to in-
crease AcM’s international activities. 

The computing community has be-
come a global community, and around 
six years ago, the ACM Council and se-
nior staff agreed that we needed to do 
more outside the U.S. 

That’s a big job. Where did you start?
Somewhere between the adminis-

trations of Stuart Feldman and Wendy 
Hall, we settled P
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when you look at the demographics of 
ACM’s members, practitioners com-
pose about 60% of the membership. 
And when we looked at what ACM pro-
duced in the way of products and ser-
vices, probably 80% of it was targeted at 
researchers. What we’ve done over the 
last several years is develop new prod-
ucts and services targeted at practitio-
ners—everything from the launch of 
Queue in the mid-2000s to the courses 
and books program that ACM mem-
bers receive, Tech Packs, Learning 
Paths, and Webinars.

What are your successes in that realm, 
and what are you doing to build on 
them?

One result of this effort has been 
an increase in satisfaction among our 
practitioners. The percentage of mem-

iT WAs 1967  when a classmate at the 
University of California, Santa Barbara 
introduced John White to professor 
Glen Culler and his APRA-funded re-
search project to build a mathemati-
cally oriented time-sharing system on 
an IBM /360 Model 50 mainframe—and 
drew him into the then-nascent field of 
computer science. After obtaining his 
Ph.D., White spent nine years as a pro-
fessor at the University of Connecticut. 
He then moved to Xerox PARC, where 
he spent 17 years leading research 
groups on projects like networked elec-
tronic document systems, services, and 
commerce. In 1999, White accepted a 
full-time position as Executive Director 
and Chief Executive Officer of the ACM, 
where he helps guide initiatives on ev-
erything from education policy to the 
2012 Turing Centenary.

how do you see your role at AcM?
My primary role as CEO is to be an 

ongoing partner with ACM’s changing 
elected leadership to build a coherent 
strategic direction for the organiza-
tion. As a result, much of what I do is 
focused on strategic initiatives and pri-
orities. I am still ultimately responsible 
for overseeing core ACM activities like 
publishing, conferences, education, 
and policy, but I spend a lot of my time 
on initiatives.

Let’s talk about some of the AcM’s 
broader strategic initiatives.

One initiative that came together 
around 2005 was a desire to see ACM 
do a better job serving practitioners. 
It was an obvious thing to do, because [conTinUeD on P.  119]

Q&a  
chief strategist
ACM CEO John White talks about initiatives to serve the 
organization’s professional members, increase international 
activities, and reform computer science education.







































































 

 



    
   

   
   
   

   


Sponsored by IEEE Technical Committee on Services Computing (TC-SVC, http://tab.computer.org/tcsc) 

 

Conference proceedings are EI indexed. Extended versions of invited ICWS/SCC/CLOUD/MS/SE papers will be published in IEEE 
Transactions on Services (TSC, SCI & EI indexed),  International Journal of Web Services Research (JWSR, SCI & EI indexed), or 

International Journal of Business Process Integration and Management (IJBPIM). 
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